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Proactive Assistance in
Ecologies of Physically
Embedded Intelligent Systems:
A Constraint-Based Approach
Marcello Cirillo
Örebro University, Sweden
Federico Pecora
Örebro University, Sweden
Alessandro Saffiotti
Örebro University, Sweden

ABSTRACT
The main goal of this Chapter is to introduce SAM, an integrated architecture for concurrent activity
recognition, planning and execution. SAM provides a general framework to define how an intelligent
environment can assess contextual information from sensory data. The architecture builds upon a temporal
reasoning framework operating in closed-loop between physical sensing and actuation components in a
smart environments. The capabilities of the system as well as possible examples of its use are discussed
in the context of the PEIS-Home, a smart environment integrated with robotic components.

1 INTRODUCTION
Intelligent environments are quickly evolving to
incorporate sophisticated sensing and actuation
capabilities thanks to the progressive inclusion
of devices and technologies from the field of
autonomous robotics. Several approaches are
DOI: 10.4018/978-1-61692-857-5.ch025

currently under way that combine insights from
the fields of intelligent environments and autonomous robotics, and define different types of smart
robotic environments in which several pervasive
robotic devices cooperate to perform possibly
complex tasks. Instances of this paradigm include
network robot systems (Sanfeliu, Hagita, & Saffiotti, 2008), intelligent spaces (Lee & Hashimoto,
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2002), sensor-actuator networks (Dressler, 2006),
ubiquitous robotics (Kim, Kim, & Lee, 2004), artificial ecosystems (Sgorbissa & Zaccaria, 2004),
and PEIS-Ecology (Saffiotti, et al., 2008). In this
chapter, we generically refer to a system of this
type as a “smart robotic environment”.
In order to provide personalized services to the
user, intelligent environments in general and smart
robotic environments in particular must employ
non-trivial and temporally contextualized knowledge regarding the user’s state (Bjorn, Guesgen,
& Hubner, 2006). For instance, if a smart home
could recognize that the human user is cooking,
it could avoid sending a robot to clean the dining
room until the subsequent dining activity is over.
The problem we tackle in this chapter is that
of realizing a service-providing infrastructure
for proactive human assistance in smart robotic
environments. Two key capabilities that are often
desirable in such intelligent environments are (1)
the ability to recognize activities performed by the
human user, and (2) the ability to plan and execute
the behavior of pervasive devices according to the
indications of activity recognition.
This chapter presents SAM1, a reasoning infrastructure that provides these two key features
through the use of temporal constraint reasoning. SAM adopts a knowledge-driven approach
to activity recognition, in which requirements
expressed in the form of temporal constraints are
used to specify how sensor readings correlate to
particular states of a set of monitored entities in
the environment. These entities can represent,
for instance, various levels of abstraction of a
human user’s daily activities. Also, through the
same constraint based formalism, SAM provides
a means to specify how the states of monitored
entities should lead to the synthesis and execution
of plans for service providing actuators. SAM
continuously refines its knowledge on the state of
affairs in the environment through an on-line inference process. This process concurrently performs
abductive inference and proactive plan synthesis,
the former providing the capability to recognize

context from current and past sensor readings,
the latter providing proactive and contextualized
service execution.
SAM is instantiated as part of the PEIS-Home,
a testbed environment based on the concept
of PEIS-Ecology (Saffiotti, et al., 2008). In a
PEIS-Ecology, robotic, sensory and intelligent
software components are combined to obtain a
context-aware, service-providing environment
for the future home. SAM leverages the capabilities of the environment to sense the information
required to perform abductive reasoning on user
activities as well as its actuation capabilities to
enact contextual services.
In the following, we first present the main
concepts behind the PEIS-Ecology and its physical instantiation, the PEIS-Home. We then detail
SAM, focusing first on how requirements for the
abductive reasoning and proactive service planning can be expressed as temporal constraints,
and then on how activity recognition and service
enactment is performed through SAM’s continuous inference process. We also present several case
studies in the PEIS-Home, aimed at providing a
proof-of-concept validation of the architecture.
All case studies are obtained as a result of a human test subject performing daily activities within
the PEIS-Home. Finally, we provide a summary
of related work, providing examples of other approaches used to obtain similar functionalities as
well as architectures similar to SAM employed
in different application contexts.

2 THE PEIS-ECOLOGY CONCEPT
AND THE PEIS-HOME
The PEIS-Ecology (Saffiotti & Broxvall, 2005)
(Saffiotti, et al., 2008) is an approach to realize
intelligent environments built around the uniform
notion of PEIS (Physically Embedded Intelligent
System). In the PEIS-Ecology approach, robots
and environment are seen as part of the same
system and they work in a symbiotic relation-
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ship. The concept of “robot” is taken in its most
general interpretation, that is, a robot in the
PEIS-Ecology is any computerized system that
is able to interact with the environment and with
the other components.
A PEIS is generally defined as a set of interconnected software parts residing in one physical
entity. Such physical entities are by definition
heterogeneous in nature and each of them can be
as simple as temperature sensor and an RFIDtagged object or as complex as a humanoid robot.
The communication among these heterogeneous
devices is obtained by means of a highly flexible
middleware, the PEIS-kernel. The PEIS-kernel
allows to exchange information among PEIS
and hides their heterogeneity. The PEIS-kernel
also maintains a fully decentralized P2P network,
performs services like network discovery and
dynamic routing of messages, and can cope with
a dynamic environment in which PEIS can be
added and removed at any time.
A PEIS-Ecology is a collection of inter-connected PEIS, all embedded in the same physical
environment. A PEIS ecology aims to obtain a
Figure 1. The PEIS-Home
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close cooperation among the PEIS pervasively
distributed into the environment in order to achieve
complex functionalities. This cooperation is also
implemented by means of the PEIS-kernel, which
provides a distributed tuplespace for exchanging
data among PEIS. Each PEIS can use a subscription
mechanism to request data from any other PEIS
and the underlying architecture will ensure that the
tuples containing such data will be routed to the
requester. A detailed technical description of the
software infrastructure behind the PEIS-Ecology
is out of the scope of this chapter. More details
about the implementation of the PEIS-kernel can
be found in (Broxvall, 2007).
The PEIS-Ecology approach has been instantiated in a real domestic setting, the PEIS-Home,
deployed at Örebro University Mobile Robotics
Lab (Sweden). The real environment reproduces
a typical Swedish bachelor apartment (with the
only exclusion of the bathroom) consisting of a
kitchen, a living room and a bedroom (Figure
1). In the environment, a number of sensors and
actuators are deployed (see Figure 2). To describe
a real example of how the PEIS vision is reflected
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Figure 2. The Actuators and Sensors in the PEIS-Home

into the real environment, we can think of the following scenario: a user is relaxing on the couch,
in the living room, and he requests a drink. As we
said, in our approach we do not want to employ
a sophisticated robot to perform the task, but we
would rather rely on the cooperation of the PEIS
present in the apartment. The task, therefore, is
achieved by the cooperation of multiple agents:
a moving table can navigate to the smart fridge
located in the kitchen. A robotic arm, inside the
fridge itself, can grasp the drink that is required,
while the door of the fridge can open to facilitate
the docking of the table. The drink is then placed
on the table and can be delivered to the user, while
the door closes as soon as the table has completed
the un-docking operation2.
The PEIS-Home has been used as a testbed to
address many research problems, such as autonomous configuration of a PEIS-Ecology
(Lundh, Karlsson, & Saffiotti, 2008), odor recognition in smart environments (Broxvall, Coradeschi, Loutfi, & Saffiotti, 2006), human-robot
interaction (Cirillo, Karlsson, & Saffiotti, 2009),
domestic activity monitoring (Ullberg, Loutfi, &

Pecora, 2009) (Pecora & Cirillo, 2009) and cooperative perception (Le Blanc & Saffiotti, 2008).

3 ACTIVITY MONITORING
IN A PEIS-ECOLOGY
The purpose of the system described in this paper
is to endow a PEIS-Ecology, like the PEIS-Home,
with a reasoning infrastructure capable of inferring the current context of a human user given
continuous sensor readings. Based on this inferred
information, the system should be capable of
synthesizing the actuation of service providing
devices in the PEIS-Home upon recognizing given
occurrences of human behavior. To address this
need, we have implemented SAM, a PEIS which
can track sensor readings as they are published in
the distributed tuple-space of the PEIS-Home and
leverages temporal representation and reasoning
capabilities to infer context and synthesize plans
for service-providing PEIS in the environment.
SAM employs temporal constraints to represent sensor activity as it is published in the distrib-
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uted tuple space of the PEIS-Home. Its inference
mechanism is based on temporal constraint reasoning techniques, and the result of inference consists
of temporally-constrained symbolic values which
can represent both the results of the context deduction and of the contextual services to be enacted
in the PEIS-Home. As we explain in this section,
the constraint based representation underlying the
architecture directly enables the specification of
requirements for context recognition and service
enactment in a single formalism. SAM builds on
the OMPS temporal reasoning framework (which
we briefly describe in the following), and leverages
its features for realizing a decisional framework
that operates in a closed loop with the physical
sensing and actuation devices in the PEIS-Home.
The fundamental ingredients necessary to implement SAM within the OMPS framework are (1)
a symbolic representation of sensor readings and
available actions which is used to represent the
status of sensors and actuators in the PEIS-Home
for reasoning by SAM; (2) an inference module
that carries out the task of inferring the current
context and contextual plans; and (3) an interface
between the symbolic representation and the
real world that is used to exchange information
between the PEIS-Home’s tuplespace and SAM’s
inference module. In the remainder of this section
we describe the symbolic representation used by
SAM (1), while SAM’s inference and interface
features are described in section 4.

3.1 Background: The OMPS
Temporal Reasoning Framework
We start by describing the symbolic representation underlying SAM’s inference capabilities.
SAM is implemented within OMPS3 (Fratini,
Pecora, & Cesta, 2008), a software infrastructure
for constraint-based planning and scheduling tool
development which has been used to develop a
variety of decision support tools, ranging from
highly-specialized space mission planning software to classical planning frameworks (Cesta &
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Fratini, 2008)4. OMPS is grounded on the notion
of component. A component is an element of a domain theory which represents a logical or physical
entity. Components model parts of the real world
that are relevant for a specific decisional process,
such as complex physical systems or their parts.
Components can be used to represent, for example,
a robot which can navigate the environment and
grasp objects, or an autonomous refrigerator which
can open and close its door.
An automated reasoning functionality developed in OMPS consists in a procedure for taking
decisions on components. Decisions essentially
describe an assertion on the possible evolutions
in time of a component. For instance, a decision
on the fridge component described above could
be to open its door no earlier than time instant
30 and no later than time instant 40. More precisely, a decision is an assertion on the value of a
component in a given flexible time interval, i.e.,
a pair〈v,[Is,Ie]〉, where the nature of the value v
depends on the specific type of component and
Is,Ie represent, respectively, an interval of admissibility of the start and end times of the decision.
In the fridge example, assuming the door takes
five seconds to open, the flexible interval is
[Is=[30,40],Ie=[34,44]].
OMPS provides a number of built-in component types, among which state variables, which
model elements whose state in time is represented
by a symbol. OMPS supports disjunctive values
for state variables, e.g., a decision on a state
variable that models a mobile robot could be
〈navigate⋁grasp,[Is,Ie]〉, representing the fact
that the robot should be in the process of either
navigating or grasping an object during the flexible
interval [Is,Ie]. For the purposes of this work, we
focus on state variable type components and two
custom components that have been developed in
SAM to accommodate the needs of the physically
instantiated nature of our application domain
(described in section Recognizing Activities and
Executing Proactive Services in SAM).
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The core intuition behind OMPS is the fact
that decisions on certain components may entail
the need to assert decisions on other components.
For instance, the decision to grasp an object in
the fridge may require the robot to be docked to
the fridge and the fridge door to be open. Such
dependencies among component decisions are
captured in a domain theory through what are
called synchronizations. A synchronization is a set
of requirements expressed in the form of temporal
constraints. Such constraints in OMPS are bounded
variants of the relations in Allen’s Interval Algebra
(Allen, 1984). Specifically, temporal constraints
in OMPS enrich Allen’s relations with bounds
through which it is possible to fine-tune the relative

temporal placement of constrained decisions. For
instance, the constraint A DURING [3,5][0,∞) B
states that A should be temporally contained in
B, that the start time of A must occur between 3
and 5 units of time after the beginning of B, and
that the end time of A should occur some time
before the end of B.

3.2 Modeling Constraints
Between Actions
Figure 3 (a) shows an example of how temporal
constraints can be used to model requirements
among PEIS. The three synchronizations involve
two PEIS: a robotic table and an intelligent fridge

Figure 3. Three synchronizations in a possible domestic robot planning domain (a), the real actuators
available in our intelligent environment (b), and possible timelines for the corresponding components (c)
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(represented, respectively, by state variables
MovingTable and Fridge). The MovingTable
can dock and un-dock the Fridge, and navigate
to the human user to deliver a drink. The Fridge
can open and close its door, as well as grasp a
drink inside it and place it on a docked table. The
above three synchronizations model three simple
requirements of this domain, namely: (1) since the
Fridge’s door cannot open if it is obstructed by
the MovingTable (see Figure 3(b)), and we would
like the door to be kept open only when necessary, docking the fridge must occur directly after
the fridge door is opened (MET-BY constraint);
(2) for the same reasons, the fridge door should
close only after the MovingTable has completed
the un-docking procedure (BEFORE constraint);
and (3) delivering a drink to the human is possible
only after the drink has been placed on the table
(AFTER constraint).
While temporal constraints express requirements on the temporal intervals of decisions,
value constraints express requirements on the
value of decisions. OMPS provides the VALUEEQUALS constraint to model that two decisions
should have equal value. For instance, asserting
d1 VALUE-EQUALS d2 where the two decisions’
values are, respectively, v1=A∨B and v2=B∨C,
will constrain the value of both decisions to be B
(the intersection of possible values). As for temporal constraints, OMPS provides built-in propagation for value constraints.
Decisions and temporal constraints asserted
on components are maintained in a decision network (DN), which is at all times kept consistent
through temporal propagation. This ensures that
the temporal intervals underlying the decisions
are kept consistent with respect to the temporal
constraints while decisions are anchored flexibly in
time. In other words, adding a temporal constraint
to the DN will either result in the calculation of
updated bounds for the intervals Is,Ie for all decisions, or in a propagation failure, indicating that
the added constraint or decision is not admissible.
Temporal constraint propagation is a polynomial
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time operation, as it is based on a Simple Temporal
Network (STN) (Dechter, Meiri, & Pearl, 1991).
For each component in the domain, OMPS
provides built-in methods to extract the timeline
of the component. A timeline represents the behavior of a component in time as it is determined
by the decisions and constraints imposed on this
component in the DN. Figure 3(c) shows a possible timeline for the two components Fridge and
MovingTable of the previous example. Notice that,
in general, it is possible to extract many timelines
for a component, as constraints bound decision
start and end times flexibly. In the remainder of
this paper we will always employ the earliest
start time timeline, i.e., the timeline obtained
by choosing the lower bound for all decisions’
temporal intervals Is,Ie.

3.3 Modeling Constraints
Between Observations
In the previous example, two state variables are
used to model PEIS that have actuation capabilities. Temporal constraints are used to model the requirements that exist between these two “actuator
components” in carrying out the task of retrieving
a drink from the fridge. These requirements are
employed by SAM’s continuous inference algorithm to synthesize an operational plan for delivering a drink to the inhabitant of the PEIS-Home.
In addition to actuators, however, state variables
can be used to represent sensors in the PEISHome. While the values of the former represent
commands to be executed, the values of the latter
represent sensor readings. Consequently, while
temporal constraints among the values of actuator components represent temporal dependencies
among commands to be executed that should be
upheld in proactive service enactment, temporal
constraints among “sensor components” represent
temporal dependencies among sensor readings
that are the result of specific human activity in
the PEIS-Home. For instance, the synchronizations in Figure 4(a) describe possible conditions
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under which the human activities of Cooking
and Eating can be inferred. The synchronization
involves three components, namely a state variable
representing the human inhabitant of the PEISHome, a state variable representing a stove state
sensor, and another state variable representing
the location of the human as it is determined by a
person localization sensor. The synchronizations
model how the relative occurrence of specific
values of these components in time can be used
as evidence of the human cooking or eating: the
former is deduced as a result of the user being
located in the KITCHEN (DURING constraint)
and is temporally equal to the sensed activity of

the Stove sensor; similarly, the requirement for
asserting the Eating activity consists in the human being having already performed the Cooking
activity (AFTER constraint) and his being seated
at the KITCHENTABLE.
A unique feature of SAM is that the same
formalism can be employed to express requirements both for enactment and for activity recognition. This is enabled by two specializations of
the state variable component type, namely sensor
components and actuator components. As we will
see, a single inference algorithm based on temporal constraint reasoning provides a means to

Figure 4. Two synchronizations in a possible domestic activity recognition domain (a), the situations
as enacted by a test subject in the PEIS-Home (b), and possible timelines for the corresponding three
components (c)
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concurrently deduce context from sensor components and to plan for actuator components.

4 RECOGNIZING ACTIVITIES
AND EXECUTING PROACTIVE
SERVICES IN SAM
SAM employs three types of components: state
variables, sensors and actuators. State variables
are employed to model one or more aspects of
the user’s activities of daily living. For instance,
in the examples that follow we will use a state
variable whose values are {Cooking, Eating,
InBed, WatchingTV, Out} to model the human
user’s domestic activities.
Sensors and actuators are specialized variants
of the built-in state variable type which implement

an interface between the real-world sensing and
actuation modules and the DN. More specifically,
sensors are components that interpret data obtained
from the physical sensors deployed in the intelligent environment and represent this information
as decisions and constraints in the DN. These
decisions and constraints essentially “re-create”
the situation as it is assessed by physical sensing.
Actuators are components that trigger the execution on a real actuator of a planned decision.
An overall view of the architecture is shown
in Figure 5, in which the DN contains decisions
and constraints referring to the example given in
the previous section. The figure sketches how the
key elements of the SAM architecture, namely a
continuous re-planning process and the sensor
and actuator components, are realized within the
OMPS framework.

Figure 5. The SAM architecture and how it is realized within the OMPS framework
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Specifically, a multitude of processes operate
concurrently: each sensor is a process that adds
decisions and constraints to represent the realworld observations provided by the intelligent
environment; in turn, the current DN is manipulated by the iterative re-planning process, which
adds decisions and constraints that model the
current activity performed by the user and any
proactive support operations to be executed by
the actuators (such as the plan shown in the previous section); finally, actuators ensure that decisions in the DN that represent operations to be
executed are dispatched as commands to the real
actuators and that termination of actuation operations are reflected in the DN as they are observed
in reality. In a way, the DN acts as a “blackboard”
where decisions and constraints re-construct the
observed reality as well as the current hypothesis
on what the human being is doing. Decisions and
constraints are added to the DN in real-time, i.e.,
as they are observed by the sensors or decided by
the activity recognition process. Access to the DN
by these processes is scheduled by an overall
process scheduler. Each process modifies the DN,
thus triggering constraint propagation. Since only
one process can access the DN at a time, the rate
at which re-planning, sensor and actuator update
can occur is determined by the computational load
of temporal constraint propagation and inference.
Notice that this rate will decrease as decisions are
added to the DN, since temporal propagation is
O(n3), where n is the number of time points in the
underlying STN.

4.1 Continuous Inference Process
SAM implements a re-planning process which
continuously attempts to infer new possible states
of the human being and any necessary actuator
plans. The process, which relies on the fact that
the DN represents at all times the current situation
in the real world, possesses two key capabilities:
(1) to assess whether the DN contains evidence of
sensed values in a given time interval; and (2) to

assess whether the DN supports the requirements
described in a particular synchronization. Both
capabilities can be viewed as ways to support
decisions. Specifically, supporting a decision
means performing one of the two following steps:
Unification. A decision is supported by unification if it is possible to impose a temporal EQUALS
constraint and a VALUE-EQUALS constraint
between it and another decision which is already
supported. For instance, assume that the DN
contains a decision d1 which represents a value v
sensed in the environment, and that this decision’s
temporal interval is constrained to occur in time
exactly when the sensed value was recorded by a
real sensor in the PEIS-Home. Now we introduce
an un-supported decision d2 with value v into the
DN and attempt to unify it against the already
present decision d1 (i.e., asserting that the two
decisions should occur during the same temporal
interval and have the same possible values). If
the result of imposing these two constraints is
successful, then this is an indication that indeed
there is an interval of time in which the value v
has been sensed in the real environment. Notice
that if d2 were also constrained to occur in a certain interval through other constraints, say with
the temporal constraint DURATION [5,25], the
unification attempt would equate to assessing
whether the value v has been sensed for at least
5 and at most 25 time units. Overall, unification
is the mechanism through which SAM “queries”
the DN to assess whether values have been sensed.
Expansion. A decision is supported by expansion of a set of requirements (a synchronization)
if it can be bound with the required constraints
to the required decisions, and these decisions can
be supported. For instance, suppose that we want
to support a decision with value v1 and that the
domain contains a synchronization stating the
requirements v1 DURING v2, v1 AFTER v3. SAM
will attempt to support the decision with value v1
by adding two new decisions with values v2 and
v3, constraining them to the first decision with the
prescribed constraints, and recursively attempting
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to support (either by expansion or by unification)
the two new decisions. Notice that these two new
decisions could represent sensed values, in which
case support by unification would close the chain
of support by “confirming” that indeed the values
v2 and v3 were sensed respectively DURING v1
and AFTER v1. Overall, expansion is how SAM
assesses whether the current situation of sensor
readings in the DN can support a particular hypothesis: it adds a unsupported decision representing the current hypothesis (e.g., that the human
being is cooking), and tries to find support for it
through the domain theory and existing sensed
values in the DN.
The continuous re-planning process implemented in SAM is shown in procedure Replan. The
procedure leverages unification and expansion to
continuously attempt to support decisions which
represent hypotheses on the state of a number of
monitored components. These components are
all those components for which we wish SAM
to deduce their current state. In our specific application domain, all these components are state
variables which model some aspect of the human
user’s state. For each monitored component, the
procedure adds to the DN a decision whose value
is a disjunction of all its possible values (lines 2-4).
For instance, if the component in question is the
state variable Human described previously, then
the new decision to be added will be

Figure 6.
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Human
dhyp
=

(Cooking ∨ Eating ∨ InBed ∨ WatchingTV ∨ Out ),  0, ∞) 0, ∞)

.

This decision is marked as un-supported (line
4), i.e., it constitutes a hypothesis on the current
activity in which the human user is engaged in.
The procedure then constrains this decision to
occur after any other decisions on the same component (line 6). This is done in order to avoid that
the new decision is trivially supported by unification with a decision supported in a previous call
to the Replan procedure (recall that supporting a
decision can occur through unification with another decision that is marked as supported). Finally, the procedure triggers a decision supporting
algorithm which attempts to support the newly
added decisions by recursively expanding synchronizations and unifying the resulting requirements (line 7). In the process of supporting new
decisions, their values will be constrained (by
VALUE-EQUALS constraints) to take on a specific value. For instance, if the domain theory
contains a synchronization stating that the requirements for Eating on component Human are a
certain set of values on some sensor components,
then the un-supported decision is marked as supHuman
ported, the unary constraint dhyp
VALUEEQUALS Eating is imposed, and new (un-sup-
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ported) decisions on the sensor components are
added to the DN.
If the decision supporting algorithm terminates
successfully, the DN contains the new decisions
that have been added by the re-planning procedure,
plus all those decisions and constraints that implement support for these decisions. The value of
each newly supported decision on monitored
components has been constrained to be that required by the synchronization that was used by
the SupportDecisions procedure. Since these
decisions are linked by temporal constraints to
decisions on sensor components, their placement
in time will follow the evolution of the DN’s
decisions on sensor components as time progresses.
Finally (not shown in the procedure), if SupportDecisions fails, the resulting DN is identical
to before the re-planning procedure was started,
therefore reflecting the fact that no new information was deduced.

4.2 Sensors
The built-in state variable component is not sufficient for realizing an interface with real-world
sensors, for the simple reason that it is necessary
to build the infrastructure that casts observations
in the real world for each sensor into decisions and
constraints in the DN. This is more than a simple
interface between the observation space of a real
sensor and the OMPS framework, as the sensor
needs to ensure observed values in the real world
are reflected in the DN in the form of decisions
and constraints.
In order to realize the interface between
OMPS and real-world sensors in the intelligent
environment, a new component, the sensor, was
developed in SAM. A sensor is modeled in the
domain for each physical sensor in the intelligent
environment. Each sensor component is provided
with an interface to the physical sensor, as well as
the capability to periodically update the DN with
decisions and constraints that model the state of the
physical sensor. The process for updating the DN
is described in procedure UpdateSensorValues.

Figure 7.
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Specifically, each sensor component’s sensing
procedure obtains from the DN the decision that
represents the value of the sensor at the previous
iteration (line 1). This decision, if it exists, is the
decision whose end time has an infinite upper
bound (ue). No such decision exists if at the previous iteration the sensor readings were undetermined (d is null, i.e., there is no information on
the current sensor value in the DN). The procedure
then obtains the current sensor reading from its
interface to the physical sensor (line 2). Notice
that this could also be undetermined (null in the
procedure), as a sensor may not provide a reading
at all. At this point, three situations may occur.
New sensor reading. If the DN does not
contain an unbounded decision and the physical
sensor returns a value, then a decision is added
to the DN representing this (new) sensor reading. The start time of this decision is anchored
to the current time tnow by means of a RELEASE
constraint and made to have an unbounded end
time (lines 3-6). If the DN contains an unbounded
decision that differs from the sensor reading, then
the procedure models this fact in the DN as above,
and in addition “stops” the previous decision by
imposing a DEADLINE constraint, i.e., anchoring
the decision’s end time to tnow (lines 8, 10-14).
Continued sensor reading. If the DN contains
an unbounded decision and the physical sensor
returns the same value as that of this decision, then
the procedure ensures that the increased duration
of this decision is reflected in the DN. It does so
by updating the lower bound of the decision’s
end time to beyond the current time by means of
a new DEADLINE constraint (lines 8-9). Notice
that this ensures that at the next iteration the DN
will contain an unbounded decision.
Interrupted sensor reading. If the DN contains an unbounded decision and the physical
sensor returns no reading (vs is null), then the
procedure simply interrupts the unbounded decision by bounding its end time to the current time
with a DEADLINE constraint (line 7).
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In the version of SAM that we present in this
chapter and that we used for our case studies,
decisions are never removed from the DN. This
implies that the performance of the continuous
inference process degrades over time, as the
number of decisions increases in the DN. In our
test runs, described in section 5, this was not a
problem, because of the nature and number of
sensors employed and because of the relatively
limited temporal horizon (below one hour). The
study of suitable heuristics and methodologies to
remove unnecessary decisions from the DN is part
of ongoing work (Ullberg, Loutfi, & Pecora, 2009).

4.3 Actuators
The inference procedure implemented in SAM
continuously assesses the applicability of given
synchronizations in the current DN by asserting and attempting to support new decisions on
monitored components, such as the Human state
variable presented earlier. This same mechanism
allows to obtain contextualized plan synthesis
capabilities through the addition of synchronizations that model how actions carried out by actuators should be temporally related to recognized
activities. For instance, in addition to requiring
that Cooking should be supported by requirements such as “being in the kitchen” and “using
the stove”, a requirement involving an actuator
component can be added, such as “turn on the
ventilation over the stove”. More in general, for
each actuation-capable device in the intelligent
environment, an actuator component is modeled
in the domain. This component’s values represent
the possible commands that can be performed by
the device. In the domain, these values are added as
requirements to the synchronizations of monitored
components. As sensor components interface the
real world to represent sensor readings in the DN,
actuator components interface the real world to
trigger commands to real actuators when decisions
involving them appear in the DN.
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Figure 8.

However, in some particular situations we have
no means to know with certainty when and for
how long a specific command will be executed
on a robotic device. For instance, if we issue a
command to the moving table to station itself
close to the couch, the duration of the movement
will depend on the path planning algorithm used
and on the number of obstacles that the robot will
encounter on its path. For this reason, actuator
components also possess a sensory capability that
is employed to feed information on the status of
command execution back into the DN. As sensor components, actuator components write this
information directly into the DN, thus allowing
the re-planning process to take into account the
current state of execution of the actions.
Actuators execute concurrently with the replanning and sensing operations described above.
The operations performed by actuators are shown
in procedure UpdateExecutionState. Each actuator component first identifies all decisions that
have an unbounded end time and whose earliest
start time falls before or at the current time (line
1). The fact that these decisions are unbounded
indicates that they have been planned for execution and their execution has not yet terminated.
The fact that their start time lies before or at the
current time indicates that they are scheduled to
start or have already begun. For each of these
decisions, the physical actuator is queried to as-

certain whether the corresponding command is
being executed. If so, then the decision is constrained to end at least one time unit beyond the
current time (lines 3-4). If the command is not
currently in execution, the procedure checks
whether the command still needs to be issued to
the physical actuator. This is the case if the earliest start and end times of the decision coincide
(because the decision’s end time was never updated at previous iterations). The procedure dispatches the command to the actuator and anchors
the start time of the decision to the current time
(lines 5-7). Conversely, if the decision’s start and
end times do not coincide, then the decision is
assumed to be ended, and the procedure imposes
the current time as its earliest and latest end time
(line 8).

5 CASE STUDIES IN THE PEIS-HOME
Let us illustrate the use of sensor components in
SAM with four runs performed in the PEIS-Home.
Assume we intend to assess the sleep quality of
a person by means of a simple check, that is,
how many times and for how long the user turns
on his night light when he lies in bed. For this
purpose, we employ three physical sensors: a
pressure sensor, placed beneath the bed, a luminosity sensor placed close to the night light, and
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a person tracker based on stereo vision. We then
define a domain with three sensor components
and the two synchronizations shown in Figure 9
(where omitted, temporal bounds are assumed to
be [0,∞)). Note that the human user is modeled
by means of two distinct components, Human
and HumanAbstract. This allows us to reason at
different levels of abstraction on the user: while
the decisions taken on component Human are
always a direct consequence of sensor readings,
synchronizations on values of HumanAbstract describe knowledge that can be inferred from sensor
data, what is asserted on the Human component,
and from what is asserted on the HumanAbstract
component itself. In the example, the first synchronization detects when the user goes to bed. In
this case, two decisions should be present in the
DN. First, the user should not be observable by
the tracking system, since the bedroom is a private
area of the apartment and, therefore, outside the
field of view of the cameras. Then the pressure
sensor beneath the bed should be activated. The
resulting InBed decision has a duration EQUAL
to the one of the positive reading of the bed sensor.
The second synchronization grasps the situation
in which, although lying in bed, the user is not
sleeping. The decision Awake on the component
HumanAbstract depends therefore on the decision

InBed of the Human and on the sensor readings
of NightLight.
This simple domain was employed to test SAM
in our intelligent home environment with a human
subject. The overall duration of the experiment
was 500 seconds, with the concurrent re-planning
and sensing processes operating at a rate of about
1 Hz. Figure 12 (a) is a snapshot of the five components’ timelines at the end of the run (from top
to bottom, the three sensors and the two monitored
components).
The outcome of a more complex example is
shown in Figure 12(b). In this case the scenario
contains four instantiated sensors. Our goal is to
determine the afternoon activities of the user living in the apartment, detecting activities like
Cooking, Eating and the more abstract Lunch.
To realize this example, we define five new synchronizations (Figure 10), three for the Human
component and two for the HumanAbstract component. Synchronization (3) identifies the human
activity Cooking: the user should be in the
kitchen and its duration is EQUAL to the activation of the Stove. Synchronization (5) models the
Eating activity, using both the Location sensor
and an RFID reader placed beneath the kitchen
table (component KTRfid). A number of objects
have been tagged to be recognized by the reader,
among which dishes whose presence on the table

Figure 9. Synchronizations defined in our domain for the Human and HumanAbstract components to
assess quality of sleep
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Figure 10. Synchronizations modeling afternoon activities of the human user

is required to assert the decision Eating. The last
synchronization for the Human component (4)
correlates the presence of the user on the couch
with the activity of WatchingTV.
Synchronizations (1) and (2) work at a higher
level of abstraction. The decisions asserted on
HumanAbstract are inferred from sensor readings
(Time), from the Human component and from the
HumanAbstract component itself. This way we
can identify complex activities such as Lunch,
which encompasses both Cooking and the subsequent Eating, and we can capture the fact that
after lunch the user, sitting in front of the TV, will
most probably fall asleep.
Also this example was executed in the PEISHome. The output (Figure 12(b)) highlights how
SAM was able to mirror the reality. It is worth
mentioning that the decision corresponding to the
Lunch activity on the HumanAbstract component
was identified only when both Cooking and
Eating were asserted on the Human component.
Also it can be noted that Nap is identified as the
current HumanAbstract activity only after the
lunch is over and that on the first occurrence of
WatchingTV, Nap was not asserted because it
lacked support from the Lunch activity.
As an example of how the domain can include
actuation as synchronization requirements on

monitored components, let us consider the following run of SAM in our intelligent home setting.
In this setup, we make use of two devices that are
available in our environment, namely the robotic
table and autonomous fridge described earlier.
As shown in Figure 11, we use the abductive
reasoning to infer when the user is watching TV. In
this case, however, we modify the synchronization
(4) presented Figure 10 to include the actuators
in the loop. The new synchronization (Figure 11,
(1)), not only recognizes the WatchingTV activity,
but also asserts the decision DeliverDrink on the
MovingTable component. This decision can be
supported only if it comes AFTER another decision, namely PlaceDrink on component Fridge
(synchronization (3)). When SAM’s re-planning
procedure attempts to support WatchingTV,
synchronization (5) is called into play, stating
that PlaceDrink should occur right after (METBY) the MovingTable has docked the Fridge and
right before the un-docking maneuver (MEETS).
The remaining three synchronizations - (2), (4)
and (6) - are attempted to complete the chain of
support, that is, the Fridge should first grasp the
drink with its robotic arm, then open the door
before the MovingTable is allowed to dock to it,
and finally it should close the door right after the
MovingTable has left the docking position. Figure
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Figure 11. Synchronizations defining temporal relations between human activities and proactive services

13 shows an intuitive diagram of the plan resulting
from the abductive reasoning process, along with
the connections between real sensors/actuators
and the decisions asserted on the components.
This chain of synchronizations leads to the
presence in the DN of a plan to retrieve a drink
from the fridge and deliver it to the human who
is watching TV. Notice that when the planned
decisions on the actuator components are first
added to the DN, their duration is minimal.
Through the actuators’ UpdateExecutionState
procedure, these durations are updated at every

re-planning period until the devices that are executing the tasks signal that execution has completed. Also, thanks to the continuous propagation
of the constraints underlying the plan, decisions
are appropriately delayed until their earliest start
time coincides with the current time. A complete
run of this scenario was performed in our intelligent environment and a snapshot of the final
timelines is shown in Figure 12(c).
The previous examples have shown how
SAM leverages temporal domain knowledge to
monitor the domestic activities of a human from

Figure 12. Timelines resulting from the runs performed in our intelligent home using the sleep monitoring (a), afternoon activities (b) and proactive service (c) domains

550

Proactive Assistance in Ecologies of Physically Embedded Intelligent Systems

Figure 13. An intuitive sketch of a plan generated by the abductive reasoning process

traces of sensor readings. The examples also
show its ability to contextually synthesize plans
for actuators present in the environment. Both
types of requirements are described in a uniform
formalism, thus providing a straightforward way
to combine the recognition and proactive service
providing aspects of the scenario.
The component based nature of SAM directly
enables a modular approach to application development. This has been tested by combining the
previous test runs into a larger domain which was
employed for an extended test case. The previous
domains were combined and extended with new
sensors and actuators, which required to simply
implement the software interface between the new
real-world devices and the corresponding sensor/
actuator components in the domain. Modularity
is particularly useful for building incremental
domains, as it allows to partition the modeling
process and to perform validations on separate

sub-domains. The combined domain includes all
the synchronizations detailed in the previous three
examples, plus a number of variants of the meal
eating activities (Breakfast, Lunch and Dinner)
and an additional synchronization modeling the
absence of the user (Out) as a state occurring
after the user passes the Entrance location and
lasting as long as the user is not tracked by the
Location component. A twenty minute long run
was performed with a user carrying out activities
in the PEIS-Home. The run terminated with a
DN containing 53 decisions. The brunt of computation is performed by the Simple Temporal
Network’s propagation procedure, which in this
case was therefore dealing with 106 timepoints.
All processes ran on a single 2.4 GHz Intel Core2
Quad. The system was capable of maintaining a
re-planning period of under eight seconds, therefore guaranteeing a sampling rate well below the
minimum duration of meaningful sensor readings.
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6 RELATED WORK
Activity recognition has received much attention
in the literature and the term has uses employed
to indicate a variety of capabilities. Here, we take
activity recognition to mean the ability of the intelligent system to deduce temporally contextualized
knowledge regarding the state of the user on the
basis of a set of heterogeneous sensor readings.
Current approaches to this problem can be
roughly categorized as data-driven or knowledgedriven. In data-driven approaches, models of
human behavior are learned from large volumes
of data over time, while in knowledge-driven
approaches patterns of observations are modeled
from first principles rather than learned.
A number of notable examples of data-driven
approaches can be found in the literature. Probabilistic methods and Hidden Markov Models
have been used for learning sequences of sensor
observations with given transition probabilities.
Instantiated within the domestic environment
setting, these techniques have been leveraged to
infer human activities from RFID-tagged object
use (Patterson, Fox, Kautz, & Philipose, 2005)
as well as vision-based observations (Naeem &
Bigham, 2007). An approach based on learning
techniques is presented by Lin and Hsu (Lin &
Hsu, 2006) who design a framework for activity
recognition based on the Lempel-Ziv family of
algorithms, using a wearable RFID reader, a WiFi
positioning system and the passing of time. Hein
and Kirste (Hein & Kirste, 2008) use a combination
of an unsupervised learning algorithm (k-Means)
and Hidden Markov Models to recognize high
level activities from data gathered by wearable
sensors. A purely probabilistic approach was explored by Patterson et al. (Patterson, Fox, Kautz,
& Philipose, 2005) and by Naeem and Bigham
(Naeem & Bigham, 2007). In both approaches,
the authors gathered data from a wearable RFID
reader in order to recognize Activities of Daily
Life (ADL). Patterson et al. processed the data
using both Hidden Markov Models and Dynamic
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Bayesian Networks, while Naeem and Bigham
compared two different types of HMMs. HMMs
are also used by Kemmotsu et al. (Kemmotsu,
Tomonaka, Shiotani, Koketsu, & Iehara, 2005), in
combination with histogram analysis, to recognize
human behaviors in larger spaces. In particular,
HMMs are used to identify short-term motions,
while histogram analysis is employed to recognize
long-term motions (or behavior). The data used
by Kemmotsu et al. for their experiments was
acquired from cameras. Large environments and
data coming from cameras are also the center of
the study of Fusier et al. (Fusier, et al., 2007).
In this case, the activities of moving agents are
inferred from their trajectories. Lastly, an HMM
based approach has also been used to perform plan
recognition for human-aware robot task planning
in the PEIS-Home, as described in (Cirillo, Karlsson, & Saffiotti, 2009).
In knowledge-driven approaches, patterns of
observations are modeled from first principles
rather than learned. Abductive processes are employed instead, whereby sensor data is explained
by hypothesizing the occurrence of specific human
activities.5 Examples include the work of Goultiaeva and Lespérance (Goultiaeva & Lespérance,
2007), where the Situation Calculus is used to
specify very rich plans, as well as approaches
based on ontologies (Mastrogiovanni, Scalmato,
Sgorbissa, & Zaccaria, 2009) and temporal reasoning approaches in which rich temporal representations are employed to model the conditions
under which patterns of human activities occur.
An example of the last kind of approach is the
study of Jakkula et al. in the framework of the
MavHome project (Jakkula, Cook, & Crandall,
2007). A common point between our work and the
approach proposed by Jakkula et al. is the use of
Allen’s temporal relations to model the actions of
the user. Finally, scheduling-based solutions for
monitoring have been developed in a very similar
context to that of the PEIS-Ecology, namely in
the RoboCare project (Cesta, Cortellessa, Pecora,
& Rasconi, 2007) and in Autominder (Pollack,
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et al., 2003). An important difference between
our work and the two just mentioned is that both
Autominder and the RoboCare architecture use
pre-compiled (albeit highly flexible) schedules
as models for human behavior. In the present
work, we employ a planning process to actually
instantiate such candidate schedules on-line. It
should also be noted that both Autominder and
the RoboCare architecture allow proactive behaviors of the system, but in the simple form of
reminders to alert the user when violations in the
pre-scheduled user plans arise.
Data- and knowledge-driven approaches have
complementary strengths and weaknesses. One
advantage of the former is the ability to learn
patterns of human behavior, rather than having
to model them explicitly. This advantage comes
at the price of poor scalability and inherent difficulty of providing common-sense knowledge
for classifying overwhelming amounts of data
(Wu, Osuntogun, Choudhury, Philipose, & Rehg,
2007). In this sense, knowledge-based approaches
can provide a powerful means to express such
information, which can then be employed by
an abductive process that essentially “attaches a
meaning” to the observed data. Furthermore, the
extent to which models for data-driven approaches
can be reused if sensors are removed or added is
unclear. In SAM, the specific component based
structure of the domain is leveraged to achieve
high modularity, thus allowing model composability and reuse.
Indeed, the current literature points to the fact
that the data- and knowledge-driven strategies are
complementary in scope: the former provide an
effective way to recognize elementary activities
from large amounts of continuous data; conversely,
knowledge-driven approaches are useful when
the criteria for recognizing human activities are
given by complex but general rules that are clearly
identifiable. While the ranges of applicability of the
two strategies clearly overlap, knowledge-driven
approaches have been less explored in literature.

The activity recognition side of SAM can be
categorized as a knowledge-driven approach based
on a rich temporal representation and on a planning
framework. We have shown how a componentbased domain representation grounded on Allen’s
Interval Algebra can be employed in conjunction
with a constraint-based planning and scheduling
framework called OMPS (Fratini, Pecora, &
Cesta, 2008) to obtain an abductive process for
activity recognition. The use of this architecture
was demonstrated with several test runs performed
in the PEIS-Home.
In addition to specifying the criteria for recognizing human activities from patterns of sensory
data, SAM allows to specify how such activities
should lead to the synthesis and execution of
plans for service-providing actuators. One key
feature that allows to achieve this capability is the
timeline-based planning infrastructure of OMPS.
In this sense, our work is related to the current
state-of-the-art in timeline-based planning, which
includes CASPER and its predecessors ASPEN
and Rax-PS (Knight, Rabideau, Chien, Engelhardt,
& Sherwood, 2001) (Jonsson, Morris, Muscettola,
Rajan, & Smith, 2000) (Muscettola, Nayak, Pell,
& Williams, 1998)6. CASPER and its predecessors realize what has been termed as continuous
planning, where plans are incrementally expanded
rather than planned and executed over limited
horizons. These systems share with OMPS a
number of features, such as the possibility to plan
over state variables and resources as well as temporal and parameter constraints. SAM leverages
the state variable metaphor present in all these
architectures, as well as the ability to maintain
temporally flexible timelines. In addition, SAM
leverages the ability of OMPS to employ custom
variable types in addition to state variables. This
has allowed us to build the sensing and actuation capabilities directly into new variable types
which extend the state variable. These variables
thus are not only used to represent elements of the
domain, but also to implement active processes
which operate concurrently with the continuous
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planning process, providing it with real world
data obtained from the intelligent environment.

7 CONCLUSION
In this chapter we have presented SAM, an architecture for concurrent activity recognition,
planning and execution. The architecture is built
on the OMPS temporal reasoning framework, and
leverages its component-based approach to realize
a decisional framework that operates in a closed
loop with physical sensing and actuation components in an intelligent environment. We have
demonstrated the feasibility of the approach with
a number of experimental runs in the PEIS-Home,
which provides an easy and transparent way to
introduce sensors in the environment, managing
the low level communication and providing a
high level interface to access the data. A rich set
of sensors is permanently deployed in the room
(stereo cameras, mono cameras, RFID readers,
etc.), and new ones can be easily added if needed.
The sensor data represents the ground truth for
the activity recognition system, and all runs of
SAM described in this paper were performed
with a human test subject physically triggering
sensor readings.
Our main contribution is the novelty of the
approach we take to the problem. We use a temporal planning framework to realize an abductive
process which explains sensor data by testing the
applicability of temporally-constrained requirements on this data. These requirements are given in
the form of synchronizations, which are grounded
on Allen’s Interval Algebra. Also, SAM seamlessly
combines human activity recognition and planning for controlling pervasive actuation devices.
SAM provides a general purpose framework
to define how an intelligent environment should
assess context from sensor readings, as well as
how it should react to the assessment. Indeed,
our approach is complementary to data-driven
methodologies for recognizing activities, and a
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promising idea for future research is to realize a
data-driven activity recognition layer between the
physical sensors and SAM’s sensing components.
This would allow to relax a number of assumptions
made on sensing such as the absence of noise,
sensor uncertainty and missing information. Indeed, while a temporal constraint based formalism
represents an intuitive metaphor for expressing
some aspects of household activities, such crisp
knowledge about human activities may not always
be available. Where it is not, it is reasonable to
envisage a data-driven approach for learning how
sensor data correlates to human activities.
Finally, we are currently addressing issues
related to the response time of SAM’s abductive process. Specifically, in (Ullberg, Loutfi, &
Pecora, 2009) we provide an optimized inference
process which supports activity monitoring over
long temporal horizons, i.e. in the order of weeks
and months.
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KEY TERMS AND DEFINITIONS
Abductive Inference: A method of logical
inference that allows to infer preconditions from
consequences.
Activity Recognition: The ability of the intelligent system to infer temporally contextualized
knowledge regarding the state of the user on the
basis of a set of heterogeneous sensor readings.
Decision Network: A network of constraints
between decisions, where decisions represent
either sensor readings or human activities.
PEIS: A “Physically Embedded Intelligent
System” is a physical device which includes a
number of functional components. Each PEIS can
use functionalities from other PEIS in the ecology
in order to compensate or to complement its own.
PEIS-Ecology: An ecological approach to
creating Smart Robotic Environments, which
combines concepts from Artificial Intelligence,
Robotics and Ubiquitous Computing. The power of
a PEIS Ecology does not come from the individual
power of its constituent PEIS, but it emerges from
their ability to interact and cooperate.
Robot: In the PEIS-Ecology approach, the
concept of robot is abstracted by the uniform notion of a PEIS, a physical device which includes
a number of functional components.
Smart Robotic Environment: An environment where robots, pervasive sensors and actuators
cooperate to provide services for human users.

Temporal Constraint: A temporal relation
between variables that represent events in time.
In this work, we consider relations in Allen’s
Interval Algebra.
Temporal Propagation: Propagation of
temporal constraints (Temporal Propagation) in a
Decision Network is used to assess the temporal
consistency of hypotheses inferred on human
activities.

ENDNOTES
1
2

3

4

5

6

SAM stands for SAM the Activity Manager.
A video of the scenario can be found at ftp://
aass.oru.se/pub/asaffio/movies/peis-ipw08.
flv
OMPS = Open Multi-component Planner
and Scheduler.
A complete description of OMPS is outside
the scope of this chapter. OMPS offers other
features than the ones here described, but
they are not used by SAM and therefore not
relevant in this context.
An approach similar to Shanahan’s work
(Shanahan, 1996) on inferring information
on a robot’s environment.
For a more complete comparison between
these systems and OMPS, see (Fratini,
Pecora, & Cesta, 2008).
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