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Abstract We present a perception system for enabling automated loading with waistarticulated wheel loaders. To enable autonomous loading of piled materials, using either
above-ground wheel loaders or underground load-haul-dump vehicles, 3D data of the pile
shape is needed. However, using common 3D scanners, the scan data is distorted while the
wheel loader is moving towards the pile. Existing methods that make use of 3D scan data
(for autonomous loading as well as tasks such as mapping, localisation, and object detection)
typically assume that each 3D scan is accurate. For autonomous robots moving over rough
terrain, it is often the case that the vehicle moves a substantial amount during the acquisition
of one 3D scan, in which case the scan data will be distorted.
We present a study of auto-loading methods, and how to locate piles in real-world
scenarios with nontrivial ground geometry. We have compared how consistently each method
performs for live scans acquired in motion, and also how the methods perform with different
view points and scan configurations.
The system described in this paper uses a novel method for improving the quality of
distorted 3D scans made from a vehicle moving over uneven terrain. The proposed method
for improving scan quality is capable of increasing the accuracy of point clouds without
assuming any specific features of the environment (such as planar walls), without resorting to
a “stop-scan-go” approach, and without relying on specialised and expensive hardware. Each
new 3D scan is registered to the preceding using the normal-distributions transform (NDT).
After each registration, a mini-loop closure is performed with a local, per-scan, graph-based
SLAM method.
To verify the impact of the quality improvement, we present data that shows how autoloading methods benefit from the corrected scans.
The presented methods are validated on data from an autonomous wheel loader, as well
as with simulated data. The proposed scan-correction method increases the accuracy of both
the vehicle trajectory and the point cloud. We also show that it increases the reliability of
pile-shape measures used to plan an efficient attack pose when performing autonomous
loading.
Keywords 3D perception, autoloading, scanning while moving
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1 Introduction
1.1 Overview
Handling heterogeneous piled materials is a core component in many construction and
mining applications. A typical work cycle of a wheel loader working in these applications
(see Figure 1) consists of three repeated tasks: loading, hauling, and dumping. Hauling
between the load and dump points can be handled in a number of more or less flexible ways,
whether by beacon- or GPS-waypoint following, or some more flexible approach from the
rich literature on mobile-robot navigation. Dumping is relatively straightforward and can, in
principle, be performed with preprogrammed motions. Efficient loading, on the other hand, is
a harder problem than the dumping sequence, and no practical solution for fully autonomous
vehicles exists today. For economical and environmental reasons, it is important that the
pile is attacked in such a way that the bucket is filled maximally in each load cycle and that
the mechanical stress on the wheel loader is minimised. When an automated wheel loader
approaches a gravel pile, then, it should first analyse the shape of the pile (from a 3D range
scan) and evaluate potential attack poses along the pile edge; i.e., positions and orientations
at which it is efficient to approach the pile.
A stationary sensor platform can produce accurate point clouds suitable for both localisation and mapping (as shown in, for example, Nüchter et al. (2007)). However, when the
sensor is mounted on a moving waist-articulated platform, motion errors in the point clouds
will appear and need to be compensated for. (We refer to “motion errors” as all the errors
originating from the movement of the platform, including errors in sensors required for
compensating the movement.) Simply using odometry to estimate the motion of the sensor
during one scan is, of course, not sufficient, since wheel encoders and steering-angle sensors
cannot account for slippery surfaces or nonplanar geometry; and, furthermore, drift over time.
Notice that we in this article refer to scan as a point cloud of the entire field of view of the
3D-lidar.
In the case of automated loading, it is necessary to measure the shape of the pile in 3D,
in order to estimate properties such as volume and surface convexity. The 3D data must
be acquired while the wheel loader is moving at relatively high speeds (up to 30 km/h),
which further enforces the need to develop a way to compensate the distorted 3D scans. The
proposed perception system is not bound to the application presented here, it can also be used
in a wide variety of applications with similar requirements.

1.2 Contributions
In this article, we present a system capable of providing both high-accuracy point clouds and
a continuously updated accurate path of the platform’s movement, without the requirement
of prior knowledge of the area or any other limitations in terms of certain infrastructure, and
without relying on inertial measurement units to estimate the path.
We also propose a method for relative point cloud quality evaluation in a large-scale
outdoor scenario.
The system is developed, tested and evaluated in a real application scenario as part of
ongoing industrial collaboration projects.
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The contributions to previous work in the field are:
1. 6-degrees-of-freedom pose-graph optimisation on a local scale (mini-loop closure) to
correct distorted 3D scans,
2. the use of NDT registration (see Section 3.2.2) to form the constraints of the pose graph,
and
3. real-world experiments in an outdoor industrial application.
The present article builds on our previous work (Almqvist et al. 2013; Magnusson and
Almqvist 2011). The main additions presented in this article are
– a more detailed performance evaluation, with more (and more challenging) experimental
data — both for the scan-correction method and the pile-shape quantification
– an evaluation of the qualitative improvement by the scan-correction method in an important application scenario: that of automated loading of piled materials.

1.3 Structure of the article
The rest of the paper is structured as follows. In Section 2 we first present the application
of the system, followed by an overview of 3D sensing modalities. Section 3 describes the
scan-correction system for compensating distorted 3D scans. Section 4 presents a study of
approaches for selecting an efficient attack pose when loading piled materials, and how to
locate pile shapes in real-world scenarios with nontrivial ground geometry. In Section 5,
we demonstrate how the pile-shape analysis methods benefit from the corrected scan data.
Sections 6 and 6.2 conclude the paper, with an outlook towards future work.

2 Background
2.1 Industrial application
The scan-correction method and pile-quantification methods that are presented in this article
have been developed within the two research projects ALL-4-eHAM and ALLO, which
are collaborative projects between Örebro University, Volvo Construction Equipment and
NCC Roads.1 The end goal of the projects is to develop a fully autonomous wheel loader
operating at an asphalt manufacturing site (Figure 1). The wheel loader’s task in the asphaltmanufacturing application is to load gravel of different granularities (located in separate
piles) and transport the gravel to the corresponding feeding bins (which are connected to the
asphalt plant via a conveyor belt). The application plays a key role in this work since it sets
the standards that our perception system must reach.
The environment at a typical production site is full of slopes and bumps and the gravel
surface is slippery. Some parts of the work cycle require precise, slow-moving operation
(for example, when unloading gravel into the bins), while other parts require high-speed
transportation through narrow terrain for maximum efficiency. For an autonomous wheel
loader to be able to operate in these conditions, a fast and accurate perception system is
required. The margins between the bucket and the bins when unloading gravel sets the
standards for the accuracy of the system. The bins are constructed to fit one bucket, which
1 See also the project web pages: http://aass.oru.se/Research/mro/all4eham/ and http://aass.oru.se/Research/
mro/allo/.
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Håkan Almqvist et al.

Fig. 1: The experimental platform in its application environment.

means that the margins are as small as 0.1m on each side of the bucket. The wheel loader
must be able to perceive the bins accurately enough to never risk hitting the bins with the
bucket.
Another aspect of the sites targeted by this application is that they are sometimes situated
in quarries or other environments with features blocking out parts of the sky. This makes the
use of GPS as a localisation tool very unreliable. Fixing an inertial measurement unit (IMU)
to the lidar could improve the scan quality (as in Bosse et al. (2012)), but from a cost and
maintenance perspecitve it is preferable to minimize the number of sensors. It is not possible
to entirely replace the odometry sensors since they are needed for avoidance of wheel slip
and bucket loading.

2.2 3D sensing
Our application as well as many other applications, for example mining, construction and
autonomous rovers, demands sensing with long range, high accuracy and also a wide field of
view. There exist several sensor technologies capable of producing 3D range data:
A popular sensor technology is stereo vision, but stereo cameras loose accuracy with
range, and the quality of their output is dependent on surface texture. Recently, time-of-flight
cameras and structured-light sensors have become popular. However, these types of sensors
need to illuminate the entire field of view at once, and therefore it is not feasible to both cover
a wide field of view and at the same time measure large distances.
For these reasons, we are collecting 3D data using an actuated 2D lidar, which can
produce millimeter-accurate distance measurements up to 80 meters. The current state of
the art in lidars is represented by the full 3D scanners like the Velodyne HDL-64e S2 and
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HDL-32e and high speed 2D scanners like the Riegl VMX-250. The Riegl sensor can produce
up to 600 000 measurements per second thanks to its dual scanner arrangement. The Velodyne
sensors can produce a 3D representation of the full 360-degree environment surrounding
the sensor at 20 Hz, producing 1.3 million measurements per second. This type of sensor
has appeared in, for example, the DARPA challenges (Urmson 2008; Bohren et al. 2008).
Even though full-3D lidars reduce the problem of scanning while moving (as the magnitude
of the distortions is decreased when the scan frequency is increased), they do not solve the
underlying problem. Also, the 3D lidars have a limited and fixed vertical resolution, which is
not the case for actuated 2D lidars. Furthermore, 3D lidars are much more expensive than
actuated 2D lidars, which prohibits their use in many cost-sensitive commercial applications.
Among 2D lidars, the choise of sensor is a trade off between price and performance.
Given the limitations of alternative 3D sensing modalities, actuated 2D lidars can be
expected to be the primary source of 3D range data in many commercial applications for the
foreseeable future; especially where there are high demands on accurate measurements at
long range, and in outdoor applications with exposure to sunlight and adverse weather.
There are several ways to acquire 3D scans with an actuated 2D lidar. In Wulf and Wagner
(2003) four methods are presented for a lidar with 180 degrees field of view: the rolling scan,
the pitching scan, the yawing scan and the yawing scan top, illustrated in Figure 2. The choice
of method depends very much on the application and where the primary region of interest is
with respect to the sensor position. All methods presented in this work are independent of
the scanner configuration but all exisintg methods and algorithms for point cloud processing
are not applicable to all scanner configurations. In our experiments we are collecting 3D
data with a lidar configured for pitching (that is, nodding) motion. Compared to continuously
rolling or yawing configurations, the pitching scanning motion does not require slip-ring
connectors but can have fixed connectors. Pitching scans also have the advantages that it is
easy to make a trade-off between update rate (scans per second) and vertical field of view
just by changing the pitching angle, and that the configuration doesn’t waste measurements
by pointing the laser beam up in the sky which occurs in the other configurations. A possible
drawback however is that the rotational, pitching speed is not constant and that the lidar is
momentarely fixed at the turning points of the pitching motion.

3 Scanning while moving
This section describes in detail our proposed method for correcting 3D-point clouds gathered
under vehicle motion. The method is developed for generic use on overlapping point clouds
and can be used in a wide variety of scenarios where point cloud accuracy improvement is
required.

3.1 Related Work
As noted above, a challenge when using actuated 2D lidars is the relatively long sweep period
required for acquiring a 3D scan with sufficient density. Except for applications that rely on
high-performance hardware to precisely measure the trajectory of the scanner during motion,
the literature on correcting distorted 3D scans is relatively sparse. However, some methods
have been proposed.
Harrison and Newman (2008) proposed a method that exploits the presence of vertical
planes in each scan. The trajectory of the robot is recovered by assuming that near-vertical
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Fig. 2: Actuated 2D-lidar configurations, from top left: rolling, pitching, yawing and yawing top. Wulf and
Wagner (2003)

structures are vertical, and the point cloud is transformed accordingly. This method, however,
is not feasible in our scenario since we cannot assume that walls are present in our scan data.
Another approach suggests that instead of registering entire point clouds, certain elements
can be extracted and identified between scans even though they are distorted by movement of
the platform. Bosse and Zlot (2009) presented an approach where a 3D grid is constructed over
a scan and local surface descriptors in the form of ellipsoids are constructed within each cell.
Eccentricity parameters for the ellipsoids are computed and stored along their timestamps,
and using this data structure two consecutive scans are registered using a modified version of
the ICP scan-registration algorithm (Besl and McKay 1992). The result is used to calculate
the path of the platform. Recently, the authors have improved the system for use in large-scale
mine mapping (Zlot and Bosse 2012). The key differences from the original publication is the
use of an IMU as an aiding sensor, a more dynamic registration method, where registrations
can be performed from any two distinct times, fixed views of previous scans used to reduce
drift and better real time capabilities. This approach has many similarities with the method
presented in this article. In section 3.2.4, after the presentation of our method, we discuss the
similarities and differences.
A special configuration of the previously mentioned approach has been presented in
Bosse et al. (2012), where a spring-mounted 2D lidar and an IMU are used. This system
relies on positioning data from an IMU that is rigidly mounted on the lidar. This work shows
their methods performance when the lidar movement is uncontrolled.
Stoyanov and Lilienthal (2009) have presented another approach which forms the foundation for this work. The general idea is that when a moving platform is continuously scanning
the environment it should re-observe parts of the environment in each scan. In the work of
Stoyanov and Lilienthal, ICP registration is used on the parts of the environment that are
assumed to be re-observed, in order to find the accumulated pose error between the start and
the end of the scan. A relaxation algorithm is used to distribute the error over the path. The
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method is limited to planar motion and assumes a flat floor. In the present paper, the method
of Stoyanov and Lilienthal (2009) is extended to provide full six-degrees-of-freedom (both
3D translation and rotation) compensation of the point clouds.

3.2 6DOF NDT Mini-Loop-Closure
In SLAM applications, accumulated pose errors are typically corrected at loop closures; that
is, when the robot revisits a place that it has seen previously. The principle is that when an
observation of a previously visited location occurs, the pose of the robot can be updated and
the uncertainty of the path traveled between the observations can be reduced. In this work we
observe the fact that when gathering 3D-scans at a certain rate on a moving robot, we will
reobserve parts of the environment in each consecutive scan.
The method of Stoyanov and Lilienthal (2009) is based on the same concept. In the
present work, their method has been extended in several key areas.
– To begin with, the method presented in this article is generalised to full 3D; i.e., 6 degrees
of freedom (6DOF).
– The ICP registration method has been replaced with the three-dimensional NDT registration method (Magnusson et al. 2007).
– A relaxation algorithm capable of 6DOF relaxation (Grisetti et al. 2009) has been
integrated as a replacement for the previous 3DOF algorithm, and
– a method for evaluation of the point cloud improvement, initially developed for evaluation
of different sensor types (Stoyanov et al. 2011), has been introduced.
Our proposed method will now be described in more detail.
3.2.1 3D point cloud acquisition
The 3D point clouds are acquired using a robot platform based on a Volvo L120F wheel
loader, shown in Figure 1. The L120F is a mid-size wheel loader with actuated waist steering,
common in many construction site applications. The loader is equipped with odometric
sensors and an actuated SICK LMS291 lidar for range readings. The actuator is mounted on
the cabin to protect the actuator and lidar from gravel and dust and also to give the lidar an
unobstructed view.
The actuator rotates the lidar perpendicular to the wheel loader’s heading, thus making a
pitching move. The field of view is 180 degrees horizontally and the vertical field of view
can be adjusted from zero degrees (one 2D line of points) up to approximately 90 degrees.
The vertical field of view is set during normal operation to 45 degrees to cover the area
from slightly above the horizon to the front of the wheel loader. By tilting the lidar up
and down at a frequency of 0.5 Hz we produce a point cloud consisting of one sweep of
the field of view per second. With the lidars one degree horizontal resolution and 75 Hz
rotational frequency the resulting point cloud has a one degree horizontal resolution and an
average of 0.53 degree vertical resolution. Odometry data are gathered from two sensors,
one measuring the wheel revolutions and one measuring the waist angle. The odometry
coordinates are two-dimensional, but this is not a limitation for the system as a whole as
will be shown in 3.2.2. The odometry sensor data are recalculated into Cartesian coordinates
using a kinematic model for actuated waist-steering vehicles proposed by Altafini (1999).
The scans are calculated in a coordinate system fixed to the world frame. Each scan
consists of a set of points P. Points are calculated from the raw sensor data. Each laser
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reading generates a range measurement ri . Each ri also has an associated bearing angle, βi
relative to the scanner itself. The rotary encoder provides the tilt angle of the scanner αi and
the odometry provides the global position and heading: Oodom = {xo , yo , zo , φo , θo , ψo }. The
odometric sensors are, however, limited to gathering 2D data; i.e. (xo , yo , ψo ) as mentiond
earlier. (In other words, zo = φo = θo = 0 in Oodom .) Each point Pi is calculated in a coordinate
frame with the origin at the centre of the scanner by applying Equation 1 to each range ri and
bearing βi .



ri sin(βi )cos(αi )

ri cos(βi )
Pi = 
ri sin(βi )sin(αi )

(1)

When the scanner has covered the entire field of view, either from top to bottom or bottom
to top, it has completed a full scan. The full scan P is transformed to the global position
estimate of the robot with the two-dimensional odometric data. The scan computed in this
way is likely to be distorted, mainly due to the sources of error in the odometry such as wheel
slip and the fact that the vehicle is moving on a non-flat 3D surface.

3.2.2 3D Registration and network optimisation
To decrease the error in the scans, we interpret the registration of two consecutively gathered
scans as a mini-loop closure. The second scan, hereafter called the registered scan, is
registered to the first, hereafter called the reference scan, by using NDT-registration, which
has been chosen because of its good performance with relation to accuracy and speed, as
demonstrated by Magnusson et al. (2009)

NDT registration The normal-distributions transform, NDT, was originally developed in
the context of 2D laser scan registration by Biber and Straßer (2003). The central idea is
to represent the observed range points as a set of Gaussian probability distributions. NDT
has later been extended to three dimensions (Magnusson and Duckett 2005; Takeuchi and
Tsubouchi 2006; Magnusson et al. 2007) and has been used for 3D scan registration and
loop detection(Magnusson 2009), as well as change detection (Andreasson et al. 2007) and
path planning (Stoyanov et al. 2010). One of the key advantages of 3D-NDT is the fact
that it forms a piecewise smooth spatial representation, resulting in the existence of analytic
derivatives. Consequently, standard optimisation methods can be used to produce registrations
of 3D point clouds. When used for scan registration, it has been shown to perform better (in
terms of speed and accuracy) than the ICP registration algorithm (Burguera et al. 2008, 2009;
Magnusson et al. 2009). NDT is schematically illustrated in Figure 3.
To create a 3D-NDT representation, the space occupied by the point cloud is subdivided
into cube-shaped cells. A probability density function (PDF) is calculated for each cell,
based on the point distribution within each cell. The PDF in each cell can be interpreted as a
generative process for surface points Pi within the cell. In other words, it is assumed that the
location of Pi has been generated by drawing from this distribution. Using a Gaussian PDF,
The probability of having measured Pi is
p(Pi ) =

1
(2π)3/2

p

|Σ |

e−

(Pi −µ)T Σ −1 (Pi −µ)
2

(2)
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(b) A normal distribution (c) Scan points from the (d) Scan points from the
of the scan points.
registered scan. Evaluating
registered scan, after
the likelihood of the points
registration.
at this initial pose results in
a low score.
Fig. 3: NDT illustrated for a single cell.

where µ and Σ are the mean vector and covariance of the points within the cell where Pi lies.
The mean and covariance are computed as
µ=

1 n
∑ [Pi ]
n i=1

(3)

Σ=

1 n
∑ (Pi − µ)(Pi − µ)T
n − 1 i=1

(4)

where Pi=1,...,n are the positions of the points contained in the cell.
In order to make the representation more robust to outliers, it is recommended to use a
combination p(Pi ) + k of the Gaussian PDF p and a uniform distribution k. The log-likelihood
of this mixture model can, in turn, be approximated by another Gaussian function p̃(Pi ) (see
Biber et al. (2004)).
When using NDT for scan registration, the goal is to find the pose of the registered scan
that maximises the likelihood that its points lie on the reference scan surface — or, rather,
minimises the negative log-likelihood. This likelihood can be expressed with a score function
s(p), defined below. The reference scan is using 3D-NDT representation and the registered
scan is represented as a point cloud consisting of a set of points P = {P1 , . . . , Pn }. Given
also a pose p, and a transformation function T (p, Pi ) to transform point Pi in space by p, the
NDT score function s(p) for the current pose vector is
n

s(p) = − ∑ p̃ (T (p, Pi )) .

(5)

k=1

The sum s(p) corresponds to the negative log-likelihood that the points Pi lie on the surface
of the reference scan, when transformed by p. The score function (5) has analytic firstand second-order derivatives. As a consequence, standard numeric optimisation methods
can be used to find the best-fitting pose. In our implementation we use Newton’s method,
which exploits the second-order derivatives to achieve fast convergence. For a more in-depth
explanation we refer to Chapter 6 in Magnusson (2009).
Network optimisation As described in Section 3.2.1, the initial point cloud is constructed
by making use of the odometry readings that are collected while traversing the path during
a scan. These 3-DOF transformations can be used as a starting point when correcting the
scan. When registering two point clouds from two consecutive scans, where the first is the
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reference scan and the second is the registered scan, a 6-DOF transformation is acquired. This
transformation, when applied to the registered scan, would ideally make it fit the reference
scan. However, because the scan is distorted, it will not fit perfectly. We want to use the
6-DOF transformation from scan registration to improve the quality of the distorted scan.
In order to incorporate information both from odometry and scan registration, we form a
constraint network of the pose samples that have been recorded during the 3D scan and
optimise the network with the Toro3D maximum likelihood optimisation method by Grisetti
et al. (2009).
Each odometry position Oodom is stored as a node in the network. Each odometry node is
connected to the next one with an edge, which represents the relative transformation between
the two nodes, according to the odometry sensors. After registration, we add an edge between
the last node (the pose at the end of the scan, according to odometry) and the first node (the
pose at the beginning of the scan). This edge represents the 6-DOF transformation that is the
result of 3D scan registration. With this last edge, the network forms a loop, and we can than
optimise the network to distribute the pose error evenly throughout the scan data.
The principle is shown in Figure 4 where nodes n1–n5 are the odometry readings and the
edges e1–e5 are the transformations. The transformations on edges e1–e4 are the distances
between the points measured by the odometry, while the transformation on edge e5 is the
result from the registration. When there is an error in the odometry and the registration is
successful, there will be a conflict between edges e1–e4 and edge e5 regarding the position
of node n5.
Each edge also contains an information matrix, in addition to the transformation matrix,
which tells how firm the transformation is. The information matrix is estimated as the inverse
covariance of the transformation parameters.
Each odometry reading Oodom is assumed to be corrupted by multivariate Gaussian noise,
forming the 6 by 6 covariance matrix Codom .


σxx
 σyx

 σzx
Codom = 
 σφ x

 σθ x
σψx

σxy
σyy
σzy
σφ y
σθ y
σψy

σxz
σyz
σzz
σφ z
σθ d
σψz

σxφ
σyφ
σzφ
σφ φ
σθ φ
σψφ

σxθ
σyθ
σzθ
σφ θ
σθ θ
σψθ


σxψ
σxψ 

σxψ 

σφ ψ 

σθ ψ 
σψψ

(6)

where φ is the rotation around the x-axis, θ is the rotation around the y-axis and ψ is the
rotation around the z-axis.
In order to estimate Codom , the technique presented in Frese (2006) is used, but extended
to six degrees of freedom. The covariance matrix C j−1, j , proposed by Frese (2006) as a
measure of the uncertainty of two consecutive odometry readings at times j − 1 and j, is
used. By extending the C j−1, j estimate to the 3D case, we have:



a
0

0
C j−1, j = 
0

0
0

0
b
0
0
0
0

0
0
c
0
0
0

0
0
0
d
0
0

0
0
0
0
e
0


0
0

0

0

0
f

(7)
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a = kxd d¯j + kxt γ̄ j
b = kyd d¯j + kyt γ̄ j
c = kzd d¯j + kzt γ̄ j
d = kφ d d¯j + kφt γ̄ j
e = kθ d d¯j + kθt γ̄ j
f = kψd d¯j + kψt γ̄ j

(8)

In these equations, d¯j is the Euclidean distance between O j−1 and O j and γ̄ j is the respective
angular increment. kXd = 10 and kXt = 10 are heuristically chosen constants. The magnitude
of the constants is intentionally aggressively large to emphasize the accuracy of the scan
registration over the odometry. (Because the odometry is noisy and incomplete — it is only
a 2-dimensional approximation in a 3-dimensional world — we initialise the network with
small information matrices for the odometry edges, in order to let them move more during
network optimisation.) As input relation to the network optimisation algorithm, i.e. the edge
between odometry readings, the adjusted incremental covariance C∗j−1. j = JC j−1. j J T is used
where J is the Jacobian between two consecutive odometry readings:


cψ cθ
−sψ cθ
sθ
 sφ cψ sθ + cφ sψ cφ cψ − sφ sψ sθ −sφ cθ

 sφ sψ − cφ cψ sθ cφ sψ cθ + sφ cψ cφ cθ
J=

0
0
0


0
0
0
0
0
0

0
0
0
1
0
0

0
0
0
0
1
0


0
0

0

0

0
1

(9)

Here, cφ , cθ and cψ stands for cos(φ j−1 ), cos(θ j−1 ) and cos(ψ j−1 ), and sφ , sθ and sψ stands
for sin(φ j−1 ), sin(θ j−1 ) and sin(ψ j−1 ), respectively.
Again looking at the example in Figure 4, the information matrix for edge e5 represents
the scan registration. For the information matrix of this edge, we use the Hessian matrix of
the NDT score function after convergence, which describes the uncertainty of the registration.
Typically, edge e5 will have a larger information matrix than the odometry edges. The lesser
uncertainty for edge e5 fixes this edge and thus the relative position of node n1 and n5. By
applying the optimisation algorithm, the nodes n2–n4 will be moved to minimize the tension
in the network, thus forming a smoother, 3-dimensional path. The smooth path is used to
recalculate the points in the scan and thereby reducing errors originating from the initial
odometric readings. We call the resulting scan an “improved scan”.
The 3D-transformation is also saved, to function as an improvement of the initial guess
of the next scan pair to be compensated.
3.2.3 Evaluation of scan improvement
The proposed scan improvement method requires an accurate registration of overlapping
scans. Consequently, it is important to detect whether the registration is successful or not,
before attempting to improve the scan.
In this work the NDT score function has been used for the evaluation of the NDTregistration. A threshold on the NDT score is set to sort out registration failures. This
treshold is found by visual inspection of the outcomes of a large number of registration
attempts, setting the treshold so that the score for all successful registrations fall below the
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Fig. 4: Nodes and edges in odometry path network

Fig. 5: Odometry path before (red/dark) and after optimisation(green/light). Note that the optimised path is in
3D, but only the 2D xy-coordinates are plotted here.
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threshold value. For these data, we have found that s ≤ −0.2 is a good threshold. An in-depth
evaluation of alternative ways to classify successful and failed registration will be presented
in a publication currently in preparation.
To investigate the improvement of a scan after the method has been applied compared to
a scan based on odometry, a method based on the work in Stoyanov et al. (2011) (originally
developed to evaluate the relative accuracies of different range sensors) has been used. In
the present work, the method has been adapted to compare an odometry-based scan and its
corresponding improved scan against scans gathered with a static sensor. These scans are
accurate enough to be considered a ”ground truth” and will be referred to as such. They suffer
only from measurement errors whose magnitude can be ommited in comparison with the
errors originating from platform movement.
First, an NDT representation, Mndt , of the ground-truth scan is constructed. Let P be the
point cloud to be evaluated. We can imagine a binary classifier associated with P, which
considers all points in P to be positive examples, post .
Also a set of corresponding negatively classified points negt can be generated, using P.
The set negt is generated by subtracting a random offset (between 0.1 m and 1.0 m) along the
laser beam’s direction of each point in P, and the resulting point is saved to negt . In other
words, if we have a positive sample post = Pt that is defined by the range rt and the angles
αt and βt , the corresponding negt is defined by αt , βt , and rt − lt , with lt being the random
offset. This method of generating free-space samples is consistent with the sensor output, as
each point in negt is located between the sensor origin and a corresponding reported obstacle
point from post .
Next, all points in post and negt are tested for occupancy, using the ground-truth model
Mndt . This is done by comparing the occupancy probability for each point to a threshold. The
range of thresholds is selected to confidently identify negative samples from measurement
noise yet still close enough to the measured points to preserve its discriminative power. The
receiver operating characteristic is calculated for a set of 100 different thresholds.
The samples in post that have a sufficiently high probability of being sampled from an
occupied region (that is, points where the value of Mndt is above the threshold) are labelled
as positive by the classifier, and as such constitute the true positives. The samples from
post that do not correspond to occupied regions of Mndt are false negatives. Similarly, the
positively labelled points from negt constitute false positives, while the remaining points are
true negatives. The true-positive rate t pr (which may also be referred to as the sensitivity
of the classifier) can then be calculated as the number of true positives t p over all samples
labelled positive by the classifier (true positives and false negatives f n):
t pr =

tp
tp+ fn

(10)

The false-positive rate f pr (or specificity) is defined as the number of false positives f p over
all negatively labelled points (false positives and true negatives tn):
f pr =

fp
f p + tn

(11)

Thus, the point cloud P can be represented by a point p = (t pr, f pr) on a Receiver
Operating Characteristic (ROC) plot. The 100 different thresholds sample a curve and by
comparing the ROC plot generated with the odometry-based point cloud to the ROC plot of
the improved point cloud (as seen in Figure 9, for example) the improvement (if any) can be
verified. Ideally, a point cloud that fits more accurately to the ground truth should consistently
have a higher t pr and a lower f pr compared to a less accurate point cloud, for all threshold
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values. Even if this requirement is not met, point clouds can still be considered to be an
improvement if either the relative increase in f pr doesn’t exceed the relative increase in t pr
or the decrease in t pr doesn’t fall below the decrease in f pr. If this behaviour is consistent
over all thresholds, even very subtle improvements in point cloud accuracy can be detected.
3.2.4 Comparison to Open-Loop SLAM
As mentioned in section 3.1, there are many similarities between our approach and the
open-loop SLAM approach presented by Zlot and Bosse (2012), but there are also differences
worth noting. Both approaches make an initial estimate of the platform trajectory which is
assumed to be distorted. Our approach uses odometry while Zlot and Bosse (2012) uses an
assumed translational velocity from previous segments and rotational velocity from an IMU.
To process the estimated trajectory, both systems use a number of constraints derived from
scan registration, initial conditions and smoothness constraints. The initial conditions are
constraints to ensure continuity across multiple scan segments and smoothness constraints
ensure that the trajectory is physically realistic. In our approach, the two latter types of
constraints are implicitly represented by the pose graph.
One major difference is the registration algorithm, where Zlot and Bosse (2012) use socalled surfels, which are representations of key areas as bins containing a surface descriptor
consisting of a coordinate and a normal. In our approach we take advantage of the entire
scan and use the NDT-representation which also divides space into bins but where each bin
stores more information: in addition to a mean position and a surface normal (as with a surfel
representation), the flatness of the local surface is also represented by the corresponding
normal distribution (in NDT).
Another difference is the trajectory improvement methods which is different both in the
initial estimation of the trajectory and the optimisation of it.
Both methods show good results in real-world scenarios. It would be interesting to
perform a direct comparison, which should be a topic for future research, and also to
investigate the performance of the full system for loading proposed in this article if the scan
improvement method was replaced.

3.3 6DOF NDT Mini-Loop-Closure Experiments
A simple simulation environment has been set up to demonstrate the concept of the method.
Further tests have been carried out in real-world outdoor data sets, see Section 3.3.2.
3.3.1 Simulations
To verify the method, we have driven a simulated wheel loader with an actuated laser towards
geometric shapes and added odometry errors to the gathered data. A visual comparison
of the flatness of surfaces and sharpness of edges before and after the method has been
applied shows if an improvement have occured. An example is shown in Figure 6 where the
improvement of the definition of a cube is clearly visible.
The evaluation results shown in Figure 7 also indicate an improvement of the point-cloud
quality with the curves representing the improved point clouds consistently above the curve
representing the point cloud before improvement. The t pr and f pr values at a conservative
threshold for the point clouds before and after improvement are shown in Table 1. The
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Fig. 6: Scans acquired from the simulator before the method is applied to the left and after to the right. The
left object is a sphere and the right object is a cube. The scene is viewed from above in these images. Because
of the perspective in the images. the improvement of the sphere is not visible, but the increased quality of the
point cloud can be seen by the increased crispness of the cube.

Fig. 7: ROC-plots for simulated point cloud quality evaluation demonstrating the improved accuracy of the
point clouds, as can be seen by the higher t pr/ f pr ratio. The blue/dark line represents point-cloud quality
before the method has been applied and the green/light line represents point-cloud quality afterward.
Table 1: The t pr and f pr values of a sample of the simulated data before and after improvement. The true
positives have increased and the false positives have decreased after the method have been applied, showing an
improvement of the point cloud quality.

before
after
delta

t pr
0.5727
0.5971
4.26%

f pr
0.03124
0.02744
-12.16%

increase in t pr and decrease in f pr after improvement, as well as the result visualized in
Figure 6, shows that the method performs well in an optimal scenario.
3.3.2 Field Experiments
The field experiments in this work have been carried out with the L120F wheel loader platform.
Data were collected at two different occasions in an operational asphalt manufacturing plant
environment. The collected data have been used as input to the method and have been
evaluated offline.
Ground truth scans have been created for both data collecting occations since the shape,
location and size of the gravel piles can change drastically over time when the plant is
operational, however no activity occured during each data and ground truth collection.
The ground truth scans have been acquired by sequential “stop-scan-go” scanning of the
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Fig. 8: The ground-truth point clouds for the real-world data. The time span between the two data-gathering
occations is approximately one year. The most significant difference the distribution of the piles in the right
part of the pictures.

entire scene. They have then been merged into a large point cloud of the scene using NDT
registration. Figure 8 shows the two ground truth point clouds, gathered at the same site.
Point cloud improvement The data sets have been gathered by driving along paths commonly
used by real operators while continuously sweeping the lidar. The platform reached speeds of
up to 15 km/h.
After processing each scan pair, a ROC-plot is generated as described in section 3.2.3.
Figure 9 shows examples of the improvement of the scan quality over 100 thresholds in six
different scan pairs.
The top three graphs have been acquired at a platform speed of approximately 8 km/h
while the bottom three have been acquired at a platform speed of approximately 15 km/h.
The green line, representing the point cloud quality after the method has been applied, is
constantly higher than than the blue line, representing the point cloud before the method
has been applied. This verifies that the point cloud quality has increased in all six examples.
The distance between the curves in the ROC-plots give an advice to the magnitude of the
improvement of the point cloud quality. In these examples we can state that according to
our evaluation method the lower three have rendered a larger point cloud improvement than
the upper three. This is furter supproted by both the NDT-score and mean-squared-distance
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Fig. 9: Complete evaluation graphs showing improvement of point cloud quality. Each line consists of
evaluations for 100 thresholds. The blue/dark lines represents the odometry compensated point cloud and the
green/light lines represents point clouds after the method has been applied.
Table 2: The NDT-score for the field experiment examples before and after improvement, starting from the
top left. The score difference shows a consistent improvement with better NDT-score for all six examples.

example 1
example 2
example 3
example 4
example 5
example 6

NDT-score before
-0.7213
-0.7063
-0.7397
-0.2822
-0.2360
-0.3584

NDT-score after
-0.7415
-0.7492
-0.7698
-0.3583
-0.2998
-0.4473

Difference
-0.0202
-0.0429
-0.0301
-0.0761
-0.0638
-0.0889

value (RMS) between the scan and the ground truth achieved when registering the scans
to the ground truth. The NDT-score for all six examples can be seen in table 2 and the
RMS-value for the lower three can be seen in table 3. Unfortunately there are currently no
RMS-measurements on the upper three examples.
In figure 10 on the other hand, we see a ROC-plot with overlapping lines. This result
show that there was no improvement of the scan quality from this example. This result is
common when the scan registration fails or when no scan quality improvement is possible.
The latter situations occur primarily when the odometry is of such good quality that the scan
errors are small enough to fall within the error margins of the sensors and the registration
algorithm. This can occur when the wheel loader is either moving steadily in a straight line
or temporary standing still.
For a more quantitative evaluation we have been looking on the f pr and t pr-values for a
conservatively chosen single threshold on a series of 29 scan pairs from a data set acquired at
low speed. The scans have been gathered in two different environments, the bin area and the
pile area. 19 of the 29 scan pairs evaluated were improvements according to the evaluation
method, resulting in approximately 65 percent improvement rate. The remaining 10 scans
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Table 3: The RMS distance in meters for the field experiment examples before and after improvement. Here
we can also see a consistent improvement with lower RMS distances for all examples. It is worth noting that
this number is the mean value of the distance between all points in the two point clouds. The seemingly small
magnitude of the improvement does not rule out large errors in several dimensions if major parts, for example
the ground floor, is relatively well aligned before the method is applied.

example 4
example 5
example 6

RMS-value before
0.1715
0.1809
0.1068

RMS-value after
0.1423
0.1326
0.0743

Difference
-0.0292
-0.0483
-0.0325

Fig. 10: Complete evaluation graph showing no improvement of the scan quality.

origins mainly from situations where the accuracy of the odometry is high. The average
change in f pr and t pr over all scans (including the unimproved) were: δ f pr = −0.79%
and δt pr = 1.00%. So even without sorting out unimproved results, the method renders an
overall improvement of the scan quality. If we look at the average change in f pr and t pr for
the 19 scan pairs resulting in an improvement we get δ f pr = −4.46% and δt pr = 1.30%.
It is possible to have a situation where both the t pr value and f pr value increase. When
this occurs, we need to look at the relation between the increase in t pr and f pr. If the
relative (percentage) increase in t pr exceeds the relative increase in f pr, then the method
still suggests an improvement in scan quality. If it is the other way around, the method
suggests a reduced quality. The same reasoning applies for the situation where both values
have decreased.
Another way to investigate the results is to look at the NDT-score achieved when registering the scans to the ground truth. The average NDT-score for all 29 scan pairs was −0.6978
before the method was applied and −0.7066 after the method and for the 19 improved scans
the NDT-score was −0.7081 before and −0.7183 after. These results are also in favour of an
improvement since the average score from scans with the method applied is lower (which
means that the scan points fits the ground-truth surface better).

Improving Point Cloud Accuracy from a Moving Platform

19

Fig. 11: Wheel loader path from odometry (in white) and the path after improvement (in green/gray). Each
pocket is approximately 4 meters wide

Fig. 12: NDT-registered path (in green/gray) and path after improvemet (in white)

Path improvement In Figures 11 and 12 the path from 18 consecutive scan pairs have been
displayed. During acquisition the wheel loader travelled through the pocket area of the asphalt
mill up to pocket number five from the bottom on the right hand side, came to a halt and
started to reverse, simulating how the wheel loader travels to the pocket and empties the
bucket. The odometry, shown in white in Figure 11, drifts quite heavily and misses the pocket
while the improved path, shown in green, leads straight to the pocket where the wheel loader
actually went. In Figure 12 the need for improvement of the path is shown. The registered
but not improved path is shown in green and the path after improvement in white. Each scan
is represented by one chop of the green line, and shows how the path used to calculate the
scans would look like if it were only registered and not improved. The error at the end of
each scan is in the range of 0.1 m-0.2 m centimeters even though the starting point is properly
registered.
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Execution times The current version has an iteration time of 1–5 seconds for each scan pair
of approximately 3000–5000 vertices each. The NDT registration algorithm is configured
with an iterative cell size from 2 m to 0.5 m, a maximum step size of 4 m, linked cells and a
trilinear interpolation method. For an in-depth description of these parameters, see Chapter
6.3 in Magnusson (2009)
The implementation is not yet optimised for real-time use but even with the current
implementation it is possible to reach execution times lower than the time needed for acquiring
a single scan — especially if trilinear interpolation is dropped. The trilinear interpolation
method is required for a few difficult registrations, and removing it will result in 4 times
faster execution times.

4 Pile quantification
Having described our proposed method for correcting 3D scan data in general, we now
describe the application — automated loading of piled materials — in more detail.
Consider an automated wheel loader that is supposed to attack a gravel pile in such a way
as to get the best possible fill grade in its bucket. This section discusses how to determine at
which position and orientation to attack the pile, and a number of measures for how to do so.
We will later (in Section 5) see how these measures benefit from the proposed scan-correction
method.

4.1 Loading piled materials
When it comes to determining in which way to best attack a pile, it is not always evident
which attack pose is optimal. However. a number of heuristic criteria can be defined.
One such criterion is that the wheel loader’s bucket should enter the pile flat on the
ground. If not, it is more difficult to fill the bucket completely, and it will be more difficult to
maintain a good pile profile. The pile should also be attacked at a slightly convex point, so
that more of the pile volume is in the middle of the bucket than at the edges. The rationale
for this criterion is based on the flowing properties of the pile material. If the front corners
of the bucket enter the pile before the middle part, it will be more difficult to fill the bucket.
Another criterion is to attack the pile so as to prevent an asymmetric load (sideloading the
bucket). These criteria have also been noted by, e.g., Singh and Cannon (1998).
Using these criteria, the search space for finding an optimal attack pose is one-dimensional:
a point along the 2D edge profile of the pile. However, the profile of the pile may be different
higher up than at the bottom edge. Therefore a perpendicular attack pose at a convex point
at the pile’s bottom edge may still lead to an uneven load. For this reason, Sarata et al.
(2005a) also consider other orientations than the pile’s normal at each edge point, leading to
a two-dimensional search space. The same approach is used in the present work.
The following section (4.2) details the operations used in our system to single out the
pile; that is, to classify the points of a 3D scan into “pile” and “nonpile”. Following that,
Section 4.3 contains one of the contributions of the present work: a review of alternative
methods to quantify pile shape in order to determine the best attack pose.
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4.2 Preprocessing
4.2.1 Pile representation
Given a point cloud acquired with some range sensor (e.g., an actuated SICK lidar), there are
several possibilities as to how to process the points to create a pile model.
Sarata et al. have published a number of papers describing the development of an
automated wheel loader (Sarata 2001; Sarata et al. 2004). In their work, the pile is modelled
as a set of columns, where each column stores the mean height of the points within the
column — in other words, an elevation map. The column model requires a dense sampling of
points; otherwise the columns must have wide bases in order to contain a sufficient number
of points. Using a scan resolution of one degree, the distance between points on the scan line
is 35 cm at 20 m range. Therefore, 50-cm columns were used for the results shown in this
paper. With this resolution, holes in the column model would start appearing at 28.6 m range.
This setting is similar to the 40-cm columns used in Sarata (2001).
The advantage of using a column model is that it is easy to compute the volume of the
pile from the columns, and since the columns effectively subsample the point cloud, handling
the column model requires less time and memory than operating on the full point cloud.
Another alternative is to use the full point cloud, and to estimate the surface of the pile
with a triangulated mesh. Triangulated meshes, however, are not trivial to create. As long
as the pile model is created from a single, ordered, point cloud (as can be expected from an
actuated lidar) it is easy to add meaningful triangles in the ideal case. However, depending on
the surface reflectivity, there may be missing points, in which case a raster-based triangulation
will fail even on an ordered point cloud. This is likely to happen, e.g., in loading applications
at an asphalt-production site, where piles of milled asphalt present a particularly challenging
surface. In the more general case of modelling a pile from a registered set of scans, more
time-consuming triangulation algorithms would have to be employed. For the present work
we used semi-3D Delaunay triangulation. Assuming a ground-plane model exists, the volume
of the pile can easily be computed by summing the volume of the triangular columns between
the triangle faces and the ground.
The main advantage of the triangle model compared to a column model, of course, is the
increased resolution, which should lead to more accurate volume estimates.
Without explicit surface generation in the form of triangulation or a column model, the
raw point cloud can also be used. In this case, a local surface parametrisation can be estimated
“on the fly”; e.g., by fitting a quadric surface to a local neighbourhood of points.
The main advantages of this approach is that no potentially time-consuming triangulation
preprocessing is required, and also that it is not susceptible to artifacts in the volume estimate
caused by holes in the triangle mesh or missing columns (as is otherwise likely to happen
with sparse or uneven data).
4.2.2 Pile detection
The first problem encountered by an autonomous wheel loader as it approaches a pile is to
reliably detect which parts of the current view that belong to a pile. This problem has not
been explicitly handled by other authors in the previous literature on automated loading.
The work of Sarata et al. uses the heights of the columns to locate the pile, which
assumes that the pile is the only object on a flat floor, as in the publications showcasing their
method (Sarata et al. 2008; Koyachi and Sarata 2009). However, in a real environment such
as the one depicted in Figure 13, it is not a viable solution to only group areas of a certain
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Fig. 13: The experimental wheel-loader platform pictured in a part of the target environment that demonstrates
the difficulty of detecting gravel piles by considering only surface height.

height. Surface slope and shape must also be considered in order to discriminate between the
pile (to the right in the image) and the drivable slope (to the left) in this case. See Figure 14
for an illustration of the problem of detecting piles using height alone. The same problem is
also present in cluttered work-site environments, with other machines and objects that may
be large but are not piles.
A better solution is to consider also the surface orientation and roughness within a local
neighbourhood of each point. Our proposed method is outlined in the following paragraph.
(A similar method, intended for detecting boulders in rock piles, can be found in Magnusson
(2009).)
For each scan point x, perform principal component analysis (PCA) to find the eigenvectors and eigenvalues of the distribution of surface points within a local neighbourhood
radius ρ. The sorted eigenvalues λ1 ≤ λ2 ≤ λ3 describe the shape of the surrounding surface.
Points that are planar enough (with λ1  λ2 ≤ λ3 ; i.e., with a distribution that is not linear or
spherical) and have the right inclination (such that the angle between the corresponding eigenvector e1 and the horizontal plane is within two angle thresholds α1 and α2 ) are classified as
“pile”. Planar points with an angle below α1 are classified as “ground”. Nearby points with
the same class are then clustered and segmented (using radially-bounded nearest-neighbour
clustering (Klasing et al. 2008)), and only the “pile” clusters are used for the succeeding pile
analysis.
4.2.3 Ground-plane detection
In order for the volume estimates of the triangle- and column-based representations to
be meaningful, a ground-plane estimate is also required. In the present implementation,
MLESAC (Torr and Zisserman 2000) is used to fit a plane to the points classified as “ground”
by the preceding PCA pile detection. The scan is then rotated and translated so that the
ground plane coincides with the xy-plane in the local coordinate frame.
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(a) Point cloud, classified into “ground”=brown and
“pile”=green. Grid lines are 1 m apart.
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(b) Corresponding column model. Tall columns are coloured
lighter than short ones.

Fig. 14: Failure of using a column model to classify pile regions. In these figures, the scan data are viewed from
above. The approximate viewpoint of the camera in Figure 13 is indicated by the yellow arrow. The approach
proposed in Section 4.2.2 has been used to correctly detect the pile in the lower right area of Figure 14(a). The
part of the ground in the upper area is higher than most parts of the pile, as can be seen by the column heights
in Figure 14(b), but does not have a surface slope and shape that is pile-like.

4.3 Attack-pose evaluation
This section contains a comparison of several ways to evaluate potential attack poses, including related work published on the topic.
Once the points that belong to the pile have been selected, the system needs to search
along the bottom edge of the pile in order to find an efficient attack pose. In this search, the
heuristics described in Section 4.1 are used; i.e., pile convexity and bucket sideload.
Potential attack poses are selected from each scan point that is at the border of the pile,
and close to the ground plane. The orientation of the attack pose is taken along the normal of
the border point. (In the presented results, only the normal direction is used, in order to make
the presentation clearer. In the real application, alternative orientations at an angle offset up
to ±10◦ are also considered.) A set of quantities estimating the local convexity and sideload
characteristics are computed for each potential attack pose.
4.3.1 Column-model moment estimates
Sarata et al. (Sarata et al. 2005a,b, 2006, 2008; Koyachi and Sarata 2009) evaluate poses
using a model of the moments acting on the bucket, computed from a column model. For
each column i inside the trajectory that is followed by the bucket when it has entered the pile,
the moment is computed from the height hi of the column and the lateral distance wi to the
bucket’s centre. The selected pose is the one that minimises
AC0 = ∑ hi wi .

(12)

i

In our implementation, the columns are clipped (using Sutherland-Hodgman polygon
clipping) so as to include only the part of each column that falls inside the bucket trajectory,
as opposed to using discrete columns (as in Sarata et al. (2005b)). In other words,
AC = ∑ vi wi ,
i

(13)
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with vi denoting the partial volume of column i that is inside the bucket trajectory. If the
column width is d, then 0 ≤ vi ≤ hi d 2 .
4.3.2 Two-part bucket model
Singh and Cannon (1998) use a 2D bucket model split in two, and examine the area that falls
into each half in order to judge the convexity and sideload at each attack pose. Their two-part
bucket model approach has been demonstrated in a 2D simulation. The implementation used
for the present paper uses a straightforward extension using volumes computed from the
triangulated 3D point cloud instead of areas.
With Vl and Vr denoting the pile volume within the left and right half of the bucket, the
convexity measure is simply
BC = Vl +Vr .
(14)
In the work of Singh and Cannon, potential attack poses are generated by tracing the two
front corners of the bucket model along the edge of the pile. This way of selecting potential
poses is slightly different from the one used for the methods in Sections 4.3.1, 4.3.3, and
4.3.4. The convexity measure BC depends on this particular way of selecting attack poses. If
the attack pose is not such that the bucket corners touch the pile edge, BC is not a relevant
measure of convexity. The sideload is measured as
BS =

|Vl −Vr |
Vl +Vr

(15)

so that BS = 0 is a perfectly even distribution and BS = 1 is the case when all of the volume
is in one half of the bucket.
This approach is quite sensitive to the point sampling of the pile, especially at places
that are only mildly convex. Because only a small part of the bucket model enters the pile
when the front corners touch the edge, it can easily happen that BS = 1 even when the bucket
enters the pile perpendicularly. It is clear that a model of the whole bucket-fill trajectory is
preferable, both for convexity and side-load estimation, but then another convexity measure
is required.
4.3.3 Three-part bucket model
An alternative to the two-part bucket model of Singh and Cannon is to use a three-part model.
Let Vc be the volume inside the centre third of the bucket and Vl 0 and Vr0 the left and right
thirds. The convexity can then be modelled as
CC =

Vc
− 1,
max(Vl 0 ,Vr0 )

(16)

which is a more explicit convexity measure than the area, or volume, inside the bucket used
in (14). Convex areas have CC > 0 and concave areas have CC < 0. The two-part convexity
measure BC cannot discriminate between perfectly flat and concave points. To illustrate a
further problem with the BC convexity measure, consider Figure 15.
The three-part sideload is measured (similarly to the two-part model) as
CS =

|Vl −Vr |
.
Vl +Vr

(17)
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Fig. 15: Failure of BC convexity measure. Pile profile shown in green, bucket shown as black outline. Both
cases would give similar values of BC , while CC would correctly label the left case as concave and thus
undesirable.

4.3.4 Quadric fitting
Disregarding a triangle- or column-based volume estimate, the convexity and sideload can
also be estimated by fitting a quadric surface to the points within the local neighbourhood of
a potential attack pose. The local neighbourhood is taken to be all the points that fall into the
volume traced by the bucket trajectory.
For a point x on a smooth surface, the principal directions are the directions in the
tangent plane with minimum and maximum curvatures. The principal coordinate frame
X p = [ x p y p z p ]T is an orthonormal frame (Petitjean 2002) that has x p and y p aligned with
the principal directions, and z p aligned with the surface normal n. In the principal frame, the
principal quadric is a second-order description of the surface (McIvor and Valkenburg 1997).
A common approach for quadric fitting (adapted from McIvor and Valkenburg (1997))
is listed in Algorithm 1. It makes use of a rotated principal frame Xr . For pile convexity
estimation, it is mostly the horizontal curvature that is interesting. The horizontal curvature
may not correspond to the principal curvature. Therefore, a rotated principal frame, defined
such that one axis is aligned with the surface normal and one is parallel to the ground, should
be used instead. Consider the “world” coordinate frame Xw = [ xw yw zw ]T with xw and yw
in the ground plane, and zw pointing to the sky. The transformation for a point piw from the
world coordinate frame to the rotated principal frame for point xw is
pir = Rr (piw − xw ).

(18)

The rotated principal frame can be defined using

T
Rr = r1 r2 r3 ,

(19)

with r3 = n, r2 = (zw × n)/(kzw × nk), r1 = r3 × r2 .
The rotated principal frame is related to the principal frame X p by a rotation around n.
The quantities used for evaluating attack poses are taken from (23), with convexity and
sideload
DC = −a,

(20)

DS = |d|.

(21)

4.4 Experimental validation of pile-quantification performance
This section presents experimental evaluations of the methods introduced in Section 4.3. The
scan data used for these evaluations are publicly available at http://aass.oru.se/∼mmn/#data.
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– Let P = {pi }ni=1 be a set of points in the neighbourhood of x, expressed in the global
coordinate frame.
1. Fit a plane to the points in X using total least squares. Use the plane’s normal as an
estimate of the surface normal n at x.
2. Construct a rotated principal frame Xr (19).
3. Map the points of P into Xr (18):

T
pir = xri yir zir = Rr (xi − x).
(22)
4. Fit the rotated principal quadric
zr = axr2 + bxr yr + cy2r + dxr + eyr

(23)

to the mapped points.
– The horizontal curvature corresponds to a. The sideload can be estimated by the
horizontal slope term d.
Algorithm 1: Estimate local curvature at a surface point x.

Fig. 16: The simulated data set. Colours denote the ground-truth classification of points into “pile” (green/dark)
and “nonpile” (brown/light) points. White points show simulated sensor positions for Section 4.4.2.

4.4.1 Validity
First, evaluations of the algorithms described in Section 4.3 using a simulated pile scan
will be presented. In this case, laser scan points were generated by ray tracing in a scene
containing pile-like geometric primitives (cones and planes). The simulated data set is shown
in Figure 16. The pile in this case consists of two cones, simulating a pile with a small hollow
running down the centre. The characteristics of the simulated scanner with respect to range
and sampling density is similar to the actuated SICK LMS 200 scanner used on the real
platform.
A test demonstrating how well the different quantities describe the convexity and sideload
of the simulated pile is shown in Figure 17.
When looking at these plots, large convexity values (BC , CC , DC ) should coincide with
small moment values (AC ). The convexity measures BC , CC , and DC all correctly show nonconvex values for the central region (that is, CC and DC are negative and BC = 0). However,
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Fig. 17: Plotting one set of evaluation quantities for the simulated pile. The hollow is located at the centre
(y = 0) of the scan. The upper set of plots show the convexity measures. Because of the difference in scale,
AC is plotted on the right axis, and the other measures are plotted on the left axis. The lower set shows the
sideload measures.

the plots also demonstrate the high noise levels in AC (most likely this is mainly due to the
tessellation of the pile model) even though the central region generally has higher values than
the surroundings, as it should.
The sideload measures CS and DS mostly agree on small sideload values along the rounded
convex areas of the cones, which is also correct. BS , on the other hand, is substantially more
noisy. Because of the low convexity, only a very small volume is inside the bucket model
at the points evaluated by this method, which causes the ratio between the two halves to
fluctuate. Still, in this case, all the methods would succeed in choosing to attack the pile at a
convex area, perpendicular to the pile edge.

4.4.2 Consistency
A good shape measure should give consistent values independently of the viewpoint at which
the pile is observed or the sensor configuration. In a real scenario where the machine is
constantly scanning and evaluating the pile while moving towards it, it is important that the
top-candidate attack pose does not jump along the pile edge.
To measure consistency, we computed the value of the quantities for several sets of scans.
All scans in each set were registered to the same coordinate frame. A predefined set of edge
points (computed from the first scan in each set of scans) were used. The per-point standard
deviation was used to measure the consistency for each quantity.
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Table 4: Consistency evaluation for undistorted scans, showing average normalised standard deviations.
Smaller values indicate more robust measures, that give similar values for the same point on the pile under
different conditions.

AC
AC0
BC
BS
CC
CS
DC
DS

distance
0.789
0.954
0.150
1.250
0.137
0.163
0.088
0.176

Simulated
view angle sweep speed
0.956
0.724
0.981
0.861
0.272
0.100
1.217
1.025
0.707
0.156
0.879
0.280
0.290
0.094
0.550
0.173

sensor noise
0.960
0.982
0.281
1.154
0.946
0.950
0.341
0.616

Real
pile A
0.35
0.43
0.29
1.24
0.52
0.64
0.21
0.26

In order to produce comparable values of the quantities, which have different magnitudes,
the statistics in Table 4 are computed after normalisation. Each quantity is normalised by
subtracting the total mean value and dividing by the total standard deviation (computed over
all edge points and all scans). In the table, the normalised average standard deviation is
presented; i.e., the mean of the normalised standard deviations (over the n scans) of all edge
points.
Distance Eight scans of the simulated pile were created, with sensor positions at distances
between 6 m and 20 m from the pile edge with intervals of 2 m (always at a height of 3 m
above the ground).
As can be seen in the first column of Table 4, DC has the smallest variance of the convexity
measures (•C ). The variance of AC is substantially larger, and looking at the AC0 values, it can
be seen that the corresponding values computed with discrete columns (Sarata et al. 2005b)
are even worse. The variance of BS stands out as the largest, which can, again, be explained
by the fact that BC and BS only integrate over a small portion of the pile edge.
View angle In order to test the stability with respect to viewing angle, another eight scans
were simulated, each at 20 m distance from the hollow at the centre of the simulated pile, but
following a circular arc from 0◦ to 70◦ . The simulated scanner positions in these tests and the
distance tests presented above are shown with white spheres in Figure 16.
In this case, the values shown in Table 4 are computed only for the right half of the pile
(from 0 m to −5.5 m). Otherwise the influence of occlusions would cause the numbers to be
higher. Occlusions are especially problematic for the triangulation-based quantities (B• and
C• ).
Even using only this half, the values are spread much wider for CC and CS than for DC
and DS . In Figure 18 another weakness of the AC measure can be observed. For one of the
scans, the global minimum of AC is at y = 0. This point is located at the centre of the pile’s
hollow and is the worst attack pose of all. The reason is that poses at which little volume is
covered by the bucket trajectory also result in a lower AC moment, whether or not it is a good
attack pose.
Scanner sweep speeds For this test, scans with simulated scanner sweep speeds between 5◦/s
and 40◦/s were generated. The effect of a lower sweep speed is higher vertical scan resolution.
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Fig. 18: Consistency of convexity measures for different view angles. Ideally, the width of each band of values
should be as small as possible.

All scans use the same 1-degree horizontal resolution. The results can be seen in the third
column of Table 4. Using a higher sweep speed has a similar effect to scanning from a larger
distance (although when scanning from further away the effective horizontal resolution is
also affected). Indeed, the standard deviations for this test are similar to the ones for the
distance test.
Scanner noise The stability to sensor noise was also evaluated. For this test, each scan point
was perturbed by Gaussian noise with standard deviation from zero up to 10 cm along the
direction of the corresponding ray.
As can be seen in the fourth column of Table 4, the variance is generally larger for this
test than for the other, as is to be expected for this amount of noise. The general trend that
the convexity and sideload measures from quadric fitting, DC and DS , are more stable than
the other can still be observed. The only exception is that BC has lower variance in this case,
because it is computed from a smaller part of the pile.
Real-world data The methods have also been evaluated on real-world pile data.
It is not trivial to obtain ground-truth data for the optimal attack pose of any real-world
pile. We have discussed optimal attack procedures with human operators but it is rarely the
case that there exists a single optimal pose that we could measure the distance from. Not being
able to compute a meaningful distance to a ground-truth optimal attack pose, the presented
real-world results instead show the same kind of stability analysis as for the simulated data.
The evaluation methods were applied to five scans from different viewpoints registered to
the same coordinate frame. We will denote this data set pile A. Figure 20 shows the values of
the different pile-shape quantification methods for the real-world pile. The sensitivity results
are summarised in the rightmost column of Table 4.
The variances are slightly larger in this case than for the corresponding tests with the
simulated data. What’s more important to note is how the convexity measures straddle zero
in some cases (see the upper plots in Figure 20). This could have the adverse effect that an
attack pose that is selected when the vehicle starts driving toward the pile is later regarded
as unacceptable, causing disruptions for the vehicle’s path planner. This problem is most
pronounced around the bulge between 0 and −3 m (the dark patch in Figure 19), for all values
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y=5

y=0

y = −5

y = −10

Fig. 19: Photo of pile A, analysed in Figure 20.

except DC , and also at a point at −6 m for CC . The same problem can also be seen in the
sideload plots in Figure 20. There are many points along the pile edge where the CS and BS
values are small in one scan but large in other scans.
4.4.3 Computation time
Average computation times per pose evaluation are as follows:
–
–
–
–

Sarata (AC ): 1.8 ms,
Singh/Cannon (BC and BS ): 1.5 ms,
three-part model (CC and CS ): 5.5 ms,
quadric fitting (DC and DS ): 1.6 ms.

These times do not include triangulation, generation of the column model, or pile detection.
In summary, the three-part bucket model is about three times slower than the other three
methods. However, all methods can be performed in just a few milliseconds per point.

4.5 Discussion on pile quantification
We conclude that using quadric fitting to estimate the convexity (DC ) and sideload (DS )
is a good solution in an automated loading scenario. Compared to previously published
methods for the same task, it is more stable to differences in viewpoint, sensor resolution, and
sensor noise. The execution time is also fast. It does not require preprocessing in the form of
triangulation or the creation of an elevation map, which makes the speed benefit even larger.

5 Effect of scan correction on pile quantification
This section shows how the consistency of the pile-shape quantification methods described in
Section 4 are affected by the proposed scan-improvement algorithm described in Section 3.
For these experiments, we selected a sequence of scans acquired while driving the
machine down the slope shown in Figure 13. We will denote this data set Pile B. The selected
scans are depicted in Figure 21. This portion of the machine’s path is particularly useful for
evaluating the performance of the whole system — that is, selecting an attack pose while
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Fig. 20: Outcomes for the real-world data. The three convex areas on this pile are at y = −10 m, −3 m to
1 m, and 4 m. The upper figure shows convexity plots for five different scans of the pile. CC and AC notably
miss the convexity at −1 m. This is because of the range shadow in the point cloud behind this small pile. BC
misses the small convexity at −7.5 m. Otherwise, the methods generally agree on the convexity of the pile.
magnitude to the values encountered with the simulated data. The bottom image shows sideload plots. The
large fluctuations of BS are again evident from this plot. The values of DS are markedly more stable than the
other sideload measures.

in motion. The machine is driving down slope while turning (using its waist articulation)
and the same pile is in view during the whole scan sequence. A useful scan sequence should
fulfil three criteria: a pile should be visible over a sequence of scans, the pile should be near
enough (that is, with dense enough range samples from the scanner) to be able to compute
reliable shape measures, and the machine should be driven with enough speed (or rotation)
so that the scan-improvement algorithm has room to improve something. When the machine
is driving slowly and in a straight line, the odometry data is good enough to produce an
accurate scan. One problem with the available scan data that was collected while moving is
that the scanner was configured with the primary goal of having relatively fast update rate
(one second) and large vertical field of view (40 degrees), which entails that the scans have
low vertical resolution. The scanner’s sweep speed was set to 45◦/s, which corresponds to the
fastest setting in the simulation experiments described in Section 4.4.2. While still useful for
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(a) Evaluated scans

(b) Ground truth

Fig. 21: The Pile B point clouds used for the evaluation in Section 5. The point clouds are depicted here after
being processed by our scan-improvement algorithm. The point clouds were acquired while driving down a
slope towards the pile. For this evaluation, they have been registered to the corresponding ground-truth point
cloud The thin grid lines are 1 m apart in these figures. (The pile can also be seen, partly, in the photo in
Figure 1 — it is the large one to the right in the photo.)

pile detection, mapping, and obstacle avoidance, only a small portion of the scans contain
dense enough samples to reliably compute the pile-shape measures from Section 4.3.
The results of the experiment are summarised in Table 5. We chose not to include the
two-part bucket model (BC and BS ) in these experiments, as one can see from the previous
trials (in Section 4.4) that it is not a good solution for real-world 3D data. The column-model
estimate without polygon clipping (AC0 ) has also been ommitted from this table, for the same
reason.
The rightmost column in Table 5 shows that the processed scans make it possible to
compute more consistent pile-shape quantities. Both the three-part bucket model (C• ) and the
quadric-fitting (D• ) methods produce substantially more consistent values for the processed
scan data than for the scans that only use odometry. It is slightly surprising to see that the
standard deviation of the values for the column model of Sarata et al. (AC ) increases slightly.
However, the change is very small compared to the odometry-based point clouds — a finding
that is in line with the large variances demonstrated in the experiments with static scans
(Section 4.4). Overall, the standard deviations listed in Table 5 are larger than the ones in
Table 4. However, given that the Pile B scans are more challenging than the simulated scans,
and the scans of pile A, this is to be expected. The main difficulty, as mentioned above, is
that the scans are rather sparse.
The main conclusion to be drawn from the Pile B results is that the uncertainty in selecting
an efficient pile-attack pose can be reduced substantially by applying the proposed NDT
mini-loop-closure algorithm to improve the fidelity of scan data acquired from a moving
vehicle.

6 Conclusions
6.1 Discussion
We have presented a system capable of evaluating the shape of gravel piles, planning an
efficient attack pose for automated loading, while in motion. In particular, we have proposed
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Table 5: Consistency evaluation for scans made while moving (the Pile B data set). The table shows average
normalised standard deviations. The change column shows the change in standard deviation from the odometryonly point cloud to the processed point cloud. Large negative percentages are better.

AC
CC
CS
DC
DS

odometry
1.20
1.29
1.21
1.55
1.16

processed
1.22
1.23
1.07
1.24
1.11

change
+1.2%
−5.0%
−11.5%
−19.7%
−4.4%

a method using NDT-based mini-loop closure providing for improving the quality of 3D scan
data made from a mobile platform in rough terrain. The proposed method provides improved
scan data as well as an instant estimate of the path of the robot. We have also presented
studies of methods for quantifying convexity and sideload; particularly as implemented on
a moving articulated vehicle. The feasibility of the method has been shown in a simulated
environment and the benefit of the method in an autonomous construction vehicle application
has been evaluated on data gathered at the application site with a wheel loader. The system
has been implemented and tested in a waist-articulated wheel loader in an asphalt-production
application. The proposed scan-improvement method is applicable in all systems where 3Dpoint clouds are gathered under movement. The most obvious effect is seen in systems with a
fast platform movement relative to the point-cloud acquisition speed, but an improvement
should be possible even on high-speed sensors.
An evaluation method for point cloud accuracy based on receiver operating characteristics
has also been proposed. The method can detect improvements in point cloud accuracy in
comparison with a ground truth. Even subtle improvements in point-cloud accuracy can be
detected in the evaluation step.

6.2 Future work
The performance of the method in this article relies on the success of the scan registrations.
It may be the case, especially in areas with little geometric features, that the scan registration
makes no contribution or fails; for example, from converging to a local minimum of the
score function. The current implementation filters unreliable registration attempts using a
preselected score threshold. An in-depth evaluation of alternative ways to classify successful
and failed registration will be presented in a publication currently in preparation.
A direct comparison with the performance of other methods for scanning while moving.
Steps have been taken towards a benchmarking with the method proposed by Zlot and Bosse
(2012), but the code to do this is currently not available.
Regarding the application of finding an efficient attack pose, it is still an open question
which combination of the surface characteristics discussed in the article that leads to the
most efficient bucket fill — in other words, the relative importance of convexity and sideload.
Future work will study the effect of different weighting schemes of the convexity and sideload
characteristics, also weighting poses by the estimated cost of driving there. Future work
should also investigate operation over longer sequences and in varying soil conditions.
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