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Abstract— In this paper we present a statistical method to build
three-dimensional gas distribution maps from gas sensor and
wind measurements obtained with a mobile robot in uncontrolled
environments. The particular contribution of this paper is to
introduce and evaluate an algorithm for 3D statistical gas
distribution mapping, that takes into account airflow information.
3D-Kernel DM+V/W algorithm uses a multivariate Gaussian
weighting function to model the information provided by the gas
sensors and an ultrasonic anemometer. The proposed algorithm
is evaluated with respect to the ability of the obtained models to
predict unseen measurements. The results based on 15 trials with
a mobile robot in an indoor environment show improvements
in the model performance when using the 3D kernel DM+V/W
algorithm. Moreover the model is able to adapt to the dynamical
changes of the environment learning the hyper-parameter from
the sensors readings.

I. INTRODUCTION
Environmental monitoring is important to protect the public
and the environment from toxic contaminants and pathogens
in the air. The EU framework directive 1996/62/EC has imposed strict regulations on the concentration of many airborne
environmental contaminants, including sulfur dioxide, carbon
monoxide, nitrogen dioxide, and volatile organic compounds,
which originate from vehicle emissions, power plants, refineries, and industrial and laboratory processes, to name but a
few. Typically these gases are being monitored by stationary
networks of sensors located in strategic positions that send the
pollution values to a central station for data processing [1]. A
mobile robot equipped with an “electronic-nose” (“m-nose”)
can act as an autonomous wireless node in a monitoring
sensor network. Sensor nodes carried by mobile robots offer
a number of important advantages compared to stationary
sensors, among others: higher and adaptive monitoring resolution, source tracking, first aid and cleanup of hazardous
or radioactive waste sites, compensation for inactive sensors,
and adaption to the dynamic changes of the environment.
Ideally, the environmental monitoring function is integrated
in an existing mobile robot application. An example is the EU
project “DustBot” that develops autonomous robots, which simultaneously clean pedestrian areas and monitor the pollution
levels [2].
Gas distribution modelling is the task of deriving a truthful
representation of the observed gas distribution from a set of
spatially and temporally distributed measurements of relevant
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variables, foremost gas concentration and wind but also pressure, and temperature. Building gas distribution models is a
very challenging task. One main reason is that in many realistic
scenarios gas is dispersed by turbulent advection. Turbulent
flow creates packets of gas that follow chaotic trajectories [3].
This results in a concentration field that consists of fluctuating, intermittent patches of high concentration. In principle,
CFD (Computational Fluid Dynamics) models can be applied,
which try to solve the governing set of equations numerically.
However, CFD models are computationally very expensive.
They become intractable for high resolutions in typical real
world settings and depend sensitively on accurate knowledge
of the state of the environment (boundary conditions), which is
not available in practical situations. We propose an alternative
approach to gas distribution modelling. Instead of trying to
solve the fluid dynamics equations known from physics, we
create a statistical model of the observed gas distribution,
treating gas sensor measurements as random variables. The
statistical model is computed with a variant of the Kernel
DM+V algorithm [4]. The original 2D-Kernel DM+V algorithm has been extended to the three-dimensional case in [5].
The model is represented as a pair of three dimensional grid
maps, one representing the distribution mean and the other one
the corresponding predictive variance per grid cell.
Due to the strong influence of advective transport, local
airflow is a very important parameter for gas dispersal. In a
previous work [6] we have introduced a method to include
local wind information in statistical 2D gas distribution modelling. The wind information is taken into account during the
creation of the map where spatial integration of the point measurements is carried out by using a bivariate Gaussian kernel.
The kernel can be interpreted as modelling the information
content about the statistics of the gas distribution with respect
to the point of measurement. By correlating the shape of the
kernel with the wind measurements we model the information
content depending on the direction and magnitude of the
wind. Thus, it incorporates the information provided by wind
measurements about where a sensed patch of gas is likely to
have come from and where it tends to move to (see Fig. 2, top
row). The major contribution of this paper, is including local
wind information in three dimensional gas distribution map.
For the experimental evaluation we have used an autonomous
robot, equipped with a vertical gas sensor array, to collect gas
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readings in a selected area, which were then used to build and
evaluate three dimensional gas distribution maps.
2D gas distribution mapping with mobile gas sensors has
been implemented and investigated by mobile robots equipped
with an “e-nose” [7]–[11]. These approaches can be divided
into two groups. Model-based approaches such as the one
proposed by Ishida et al. [7] assume a particular model of the
time-averaged gas distribution and estimate the corresponding
parameters. Model-free approaches deal with the fluctuating
nature of the gas distribution without assuming a particular
form of the model. In [10] and [10], [11] individual concentration samples were recorded over a prolonged time (several
minutes) at grid locations and in [8], [9] gas sensor readings
were statistically integrated into a spatial grid.
In the field of mobile robot olfaction, the threedimensionality of the environment is only taken into account
in a few publications. In [12] Ishida et al. propose a sensing
probe for three-dimensional gas-source localization using an
ultrasonic anemometer and gas sensors. Combining the gas
concentration gradient with the three dimensional wind flow
vector it was possible to localize a gas source in the 3D space.
In this work the sensing probe was moved manually. In a
further work Ishida et al. mounted gas sensors on a blimp
robot for 3D source tracking experiments [13]. In [14] Russel
proposed an algorithm and a mobile robot with a vertical
shifting head to track plumes in 3D. To the best of our
knowledge, only Ishida [15] has explored the issue of 3D gas
mapping with a mobile robot in a indoor environment. In his
work the author used a blimp robot to gather gas measurements
at different locations, finding high concentrations in one of the
top corner of the monitored room. This result agreed with the
wind field of the environment.
The method proposed in this paper differs from the previous
approaches because, first it extrapolates the gas distribution in
the 3D environment by correlating the localized gas sensors
readings with the local airflow measured by an ultrasonic
anemometer. Second because we propose a method to evaluate the model in term of its capability to estimate unseen
measurements.
In section II we introduce the Kernel 3D-DM+V/W algorithm. It includes wind information when creating 3D gas distribution maps, next the set-up of the monitoring experiments
is described (Sec. III) and then results obtained with a mobile
robot in an indoor environment are presented (Sec. IV). We
conclude with a summary and suggestions for future works
(Sec. V).
II. K ERNEL 3D-DM+V/W A LGORITHM
In this section we introduce the basic ideas of the Kernel 3D-DM+V/W algorithm, which is an extension of the
algorithm described in [4] that models the distribution mean
and the corresponding variance. The general gas distribution
mapping problem addressed is to learn a predictive three
dimensional model p(r|x, x1:n , r1:n ) for the gas reading r at
location x, given the robot trajectory x1:n and the corresponding measurements r1:n . To model the gas distribution in the

environment we consider measurements from a vertical array
of metal oxide gas sensors and anemometer readings. The
central idea of kernel extrapolation methods is to understand
gas distribution mapping as a density estimation problem
addressed here using convolution with a three dimensional
Gaussian kernel. The shape of the kernel governs the amount
of extrapolation. In case of zero wind or if the wind information is not available, we assume σx = σy = σz = σ0 .
Thus the contour of the three dimensional Gaussian kernel is
spherical. Figure 1.a shows an example of Gaussian contour
for σ0 = 0.2m.
The first step in the algorithm is the computation of weights
(k)
ωi , which intuitively represent the information content of a
sensor measurement i at grid cell k. The weights are computed
by evaluating a Gaussian kernel N at the distance between the
location of the measurement µi and the center x(k) of cell k:
(k)
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Using Eq. 1, weights ωi , weighted sensor readings ωi ·ri ,
(k)
and weighted variance contributions ωi ·τi are integrated and
stored in temporary grid maps:
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where
τi = (ri − rk(i) )2 .

(5)

is the variance contribution of reading i and rk(i) is the mean
prediction of the cell k(i) closest to the measurement point µi .
From the integrated weight map Ω(k) we compute a confidence
map α(k) which indicates high confidence for cells for which
a large number of readings close to the center of the respective
grid cell is available. The confidence map is computed as
α(k) (σ0 ) = 1 − e

−

Ω(k) (σ0 )
σ2
Ω

.

(6)

where σΩ is a scaling parameter that defines a soft margin
which decides whether the confidence in the estimate for a
cell is high or low. By normalising with the integrated weights
Ω(k) and linear blending with a best guess for the case of low
confidence, we finally obtain the map estimate of the mean
distribution r(k) and the corresponding variance map v (k) :
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R(k)
+ {1 − α(k) }r,
Ω(k)

(7)

V (k)
+ {1 − α(k) }vtot .
Ω(k)

(8)

r(k) (σ0 ) = α(k)
v (k) (σ0 ) = α(k)

Fig. 1. Modification of the kernel shape. a) Zero wind or no information about the wind: the kernel contour is a sphere. b) Wind speed: the kernel shape is
stretched proportionally to the wind speed. c) Wind speed and 2D direction: the bivariate Gaussian kernel is rotated according to the 2D wind direction ϕ.
d) Wind speed and 3D direction: the bivariate Gaussian kernel is rotated according to the 3D wind direction ϕ and θ.

The second terms in these equations contain the best estimate,
which is used for cells with a low confidence, i.e. for cells
for which we do not have sufficient information from nearby
readings, indicated by a low value of α(k). As the best guess
of the mean concentration r we use the average over all
sensor readings. The estimate vtot of the distribution variance
in regions far from measurement points is computed as the
average over all variance contributions.
A. Local Wind Integration
Now we consider the case that information about the airflow
is available and describe how wind information is integrated
into the gas distribution mapping process by adjusting the
spherical shape of the Gaussian kernel.
If the wind information is available, the spherical Gaussian
contour of Figure 1.a is replaced by a prolate ellipsoid with
the semi-major axis, stretched along the wind direction (see
Fig.1.c and d). The tri-variate normal distribution is governed
by a mean vector µ (the point of measurement) and a 3×3
covariance matrix Σ (kernel shape). The covariance matrix is
computed according to an instantaneous measurement of the
−
local airflow →
v at the sensor location µi as follows:
• To describe the length of the semi-major and semi-minor
axis of the new ellipsoid (a, b and c) in terms of the
“no-wind” kernel sizes (σ0 ) we set the constraint that the
volume of the spheroids remains constant, i.e.
4
4 3
πσ0 = πabc.
(9)
3
3
The semi-major axis a, in the xy-plane is stretched
out according to the wind speed. We assume a linear
dependency as
−
a = σx + γ|→
v |.
(10)
By combining Eq. (9) with (10) and imposing b = c
we obtain the lengths of the two semi-minor axis as a
function of σ0 (see Fig.1.b):
σ0
b=c= p
,
(11)
→
1 + γ|−
v |/σ
0

•

The second constraint, b = c means that the weight
of the gas sensor readings is assumed to be uniformly
distributed around the semi-major axis. In other words,
the sensed patch of gas has followed a path that lies on
the semi-major axis with fluctuation uniformly distributed
in its cross-section. The equations (10), (11) describe the
relation between the estimate of the wind intensity and
the eigenvalues of the covariance matrix.
Finally, the covariance matrix is rotated so that the semimajor axis is aligned with the wind direction. If only
2D information is available (which is a typical situation
in mobile robot olfaction due to the higher costs and
bulkiness of 3D anemometers) is available (Fig.1.c) the
rotated kernel is computed as:
ΣR(ϕ) = R(ϕ)ΣR(ϕ)−1 .

•

(12)

where, R(ϕ) is the rotation matrix around the z axis
(angle ϕ in Fig. 1.c). ΣR(ϕ) is the rotated covariance
matrix.
If the vertical component of the wind field is available
the kernel is then rotated around the xy plane (angle θ
in Fig. 1.d):
ΣR(θ) = R(θ)ΣR(ϕ) R(θ)−1 .

(13)

where, R(θ) is the rotation matrix around the xy plane
and ΣR(ϕ) is obtained from Eq. 12.
The 3D Kernel DM+V/W algorithm depends on four parameters: the kernel width (σ0 ), the cell size c, the confidence scaling parameter σΩ , and the stretching coefficient γ. The kernel
width σ0 governs the amount of extrapolation on individual
readings. The cell size determines the resolution at which
different predictions can be made. The confidence scaling
parameter defines a soft margin on the confidence estimate,
which is used to decide whether sufficient information is
available to estimate the concentration mean and variance for
a given grid cell by extrapolation from nearby readings. The
stretching parameter γ is related to the certainty about the wind
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III. EXPERIMENTAL SETUP

Fig. 2. Top row: path of the gas patches in a constant laminar flow (left) and
in non constant wind flow. Kernel shapes (middle row) and strongly affected
cells (bottom row) for the same wind measurement (v = 1m/s and ϕ = π/4
but with different value of the parameter γ. Left column γ = 1, right γ = 0.2.

−
estimate and to the duration over which the local airflow →
v
can be assumed constant. It depends on many environmental
variables, so that the value can not be determined heuristically.
Instead gamma is learned from the measurements in this work.
Through Eqs. 10 and 11 the parameter γ causes a change in the
−
kernel’s shape given a wind vector →
v . Two different situations
are illustrated in Fig. 2 for the same wind measurement. In
the case of a more constant, more laminar wind field, wind
measurements carry more information about the path of the
sensed patch, i.e. from where the sensed gas patches come
from and where they tend to move to (Fig. 2 top left). This
situation corresponds to a high value of γ and results in
a stretched and narrow kernel around the semi-major axis
(middle row), which corresponds to higher weights for grid
cells where the semi-major axes lies (bottom row). Opposite
case is illustrated in the right column of Fig. 2 for the same
wind measurements but for a not constant wind flow. Here to
take into consideration the uncertainty of the wind and the gas
patches’ path, lower value of γ are preferred resulting in a less
stretched kernel shape.

A Pioneer P3-DX robot equipped with a SICK LMS 200
laser range scanner (for localization) and an “electronic nose”
was used for the monitoring experiments (see Fig. 3, top left).
The “electronic nose” is comprised 3 Figaro 2620 gas sensors
mounted at three different heights (0.2, 0.4 and 0.6 m). In order
to measure the airflow, an ultrasonic anemometer (WindSonic)
was used, which has a range from 0.02 m/s up to 40 m/s and
a resolution of 0.01 m/s. The placement of the anemometer
had to be a compromise between the desire to measure the
airflow as close to the gas sensors and as undisturbed as
possible. In the presented experiments it was mounted above
the top of the robot. The robot software is based on the Player
robot server [16], a control interface that simplifies access to
standard robot sensors and actuators. The scenario selected for
the gas distribution mapping experiments is an enclosed indoor
area of approx. 4 × 5 m2 (see Fig. 3, top right and bottom).
The gas source was a mixture of air and ethanol pumped in the
environment through a pipe. In this way the robot was able to
drive over the gas source (end of the pipe) which was placed
on the floor roughly in the middle right of the investigated
area (red spot in Fig.3, bottom). In the experiments, the robot
followed a predefined spiral trajectory (green dashed line in
Fig. 3, bottom) covering the area of interest. Along its path, the
robot stopped at predefined positions (waypoints) and carried
out a sequence of measurements on the spot for 30s (green
spots in Fig. 3, bottom). The robot was driven at a maximum
speed of 5cm/s in between the stops.
We make the assumption that the sensor response is caused
by a single target gas, i.e. we do not consider problems related
to interferences or simultaneous mapping of multiple odors.
We also assume perfect knowledge about the position xi of a
sensor at the time of the measurement. To take into account
the uncertainty about the sensor position, the method in [17]
could be used.
IV. R ESULTS
Knowledge of the exact gas source position and the correlation with the maximum in the map has been considered
as a way to evaluate gas distribution models. However, the
maximum of a gas distribution does not necessarily correspond
to the true location of the gas source. Especially in indoor
environments, gas movement caused by the airflow could
result in areas of accumulated gas, typically close to walls or in
room corners. An example is given by the experiments carried
out and the results reported in this paper. In the experimental
scenario the temperature was not uniform in the room resulting
in a wind-flow toward the top left corner of the room. We
evaluate the method based on real measurements (15 trials)
in an enclosed indoor environment obtained with a mobile
robot (Fig. 3). The model is represented as a pair of 3-d
maps, one representing the distribution mean (an example
map for trial 1 is shown in Figure 4 top) and the other one
the corresponding predictive variance per grid cell (Figure 4
bottom). The mean map shows accumulation of gas in the
top-left corner of the room. It is very interesting to observe

1002

Fig. 3.
The prototype pollution monitoring robot (top left). The robot
during a mission in the experimental environment (top right). Sketch of the
experimental scenario, in green the robot’s path and the measurements points.
The red spot is the source location (bottom).

how well the variance map captures the true location of the
gas source. This is in accordance with empirical knowledge
that we have from previous works where we observed that
the variance distribution typically provides more accurate
information about the source location.

Fig. 4. Gas distribution maps: Mean distribution (top). Variance distribution
(bottom). The red spot in the maps is the source location. The blue arrow
shows the direction of the wind. In the mean map there is high concentration,
due to accumulation in one corner of the room. The variance map shows
higher values in the area close to the exact source location.

A. Hyper Parameter Selection
In order to learn the hyper parameters of the model, we
divide the sample set D into disjoint sets Dtrain and Dtest .
Optimal values of the model parameters are determined by
cross-validation on Dtrain . An obvious way to measure how
well unseen measurements are predicted by the distribution
model is to compute the average prediction error. Due to
the large fluctuations of the instantaneous gas distribution,
however, this measure of model quality is not particularly
suitable for gas distribution modelling. A gas distribution
model should represent the time-averaged concentration and
the expected fluctuations. These properties are both captured
by the average negative log predictive density (NLPD), which
is a standard criterion to evaluate distribution models.
1X
log{p(ri |xi )}
(14)
N LP D = −
n
i∈D

Under the assumption of a Gaussian posterior p(ri |xi ), the
NLPD of unseen measurements D = {r1 , ..., rn } acquired at
locations {x1 , ..., xn } is computed as:

1 X
(ri − r(k(i)) )2
1
{log v (k(i)) +
} + log (2π).
(k(i))
2n
2
v
i∈D
(15)
The estimations v (k(i)) and r(k(i)) are obtained from the
corresponding cells in the maps in Equations 7 and 8. Since
the goal is to maximize the likelihood of the data points, we
search for parameters that minimise the NLPD in Equation
15. The NLPD has two main drawbacks: first, it needs a
sufficiently large amount of data to be able to separate out
a test set without risking that the training set becomes too
small to capture the soughtafter distribution [18]. The gas
mapping application comes with a great amount of available
data, such that the predictive test set likelihood constitutes a
robust measure for model accuracy.
Second, the NLPD infinitely penalizes wrong predictions
made with zero uncertainty. At first sight it could be considered as a dangerous and not stable measure, but in probabilistic
predictions, it might be desirable for consistency to discourage
N LP D ≈
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TABLE I

a mobile robot equipped with a vertical array of gas sensors
and an ultrasonic anemometer. Experiments are presented and
evaluated with respect to the ability of the obtained model
to predict unseen data. The results are encouraging, showing
an improvement when using the proposed method. Moreover
the model is able to adapt to the environment conditions
dynamically.

NLPD RESULTS
Trial
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

NLPD Wind
-1.76
-1.48
-1.11
-1.44
-1.02
-1.28
-0.99
-0.93
-0.91
-1.46
-1.17
-1.24
-1.18
-1.37
-1.04

NLPD no Wind
-1.72
-1.44
-0.87
-1.37
-0.99
-1.25
-0.90
-0.92
-0.89
-1.50
-1.13
-1.06
-1.14
-1.32
-1.03
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statements made with 100% confidence. Anyway in our case,
we never had this type of problem because the gas sensors
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