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Abstract— This paper presents a method for improving the
quality of distorted 3D point clouds made from a vehicle
equipped with a laser scanner moving over uneven terrain.
Existing methods that use 3D point-cloud data (for tasks such
as mapping, localisation, and object detection) typically assume
that each point cloud is accurate. For autonomous robots
moving in rough terrain, it is often the case that the vehicle
moves a substantial amount during the acquisition of one point
cloud, in which case the data will be distorted. The method
proposed in this paper is capable of increasing the accuracy
of 3D point clouds, without assuming any specific features of
the environment (such as planar walls), without resorting to a
“stop-scan-go” approach, and without relying on specialised
and expensive hardware. Each new point cloud is matched
to the previous using normal-distribution-transform (NDT)
registration, after which a mini-loop closure is performed with
a local, per-scan, graph-based SLAM method. The proposed
method increases the accuracy of both the measured platform
trajectory and the point cloud. The method is validated on both
real-world and simulated data.

I. I NTRODUCTION
3D perception is essential in many mobile robot applications. A stationary sensor platform with an actuated laser
scanner (lidar) can produce accurate point clouds suitable for
simultaneous localisation and mapping (SLAM), as already
shown in many publications. But when the platform is
moving, the point clouds will be affected by motion errors,
which need to be compensated for. Simply using odometry
to estimate the motion of the sensor is, of course, not
sufficient, since wheel encoders and steering-angle sensors
cannot account for slippery surfaces or nonplanar geometry;
and, furthermore, drift over time.
In this paper, we present a method for providing both highaccuracy point clouds and a continuously updated accurate
path of the platform’s movement, without the requirement of
prior knowledge of the area or other limitations in terms of
infrastructure, and without relying on inertial measurement
units to estimate the path. We also propose a method for
relative point-cloud quality evaluation.
The two main contributions to previous work in the field
are 6-degrees-of-freedom pose-graph optimisation on a local
scale (mini-loop closure) to correct distorted 3D data, and
the use of NDT registration to form the constraints of the
pose graph.
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Fig. 1.

The experimental platform in its application environment.

II. BACKGROUND
A. ALL-4-eHAM
The ALL-4-eHAM project is a collaboration between
Örebro university, Volvo Construction Equipment and NCC
Roads. Its aim is to develop an autonomous wheel loader
operating at an asphalt-manufacturing site (Fig. 1). The
application plays a key role in this work since it sets the
standards that our perception system must reach.
The wheel loader’s task at an asphalt-manufacturing site
is to transport different types of gravel from piles to feeding
bins at the asphalt plant. The environment at a typical site is
quite uneven and the gravel surface is slippery. The margins
between the bucket and the bins when unloading gravel sets
the standards for the accuracy of the system. The bins are
constructed to fit one bucket, which means that the margins
are as small as 0.1 m on each side of the bucket. The wheel
loader must be able to perceive the bins accurately enough
to never risk hitting the bins with the bucket.
Another aspect of the sites targeted by this application
is that they are sometimes situated in quarries or other
environments with features blocking out parts of the sky.
Therefore, using GPS for localisation is unreliable. Fixing an
inertial measurement unit (IMU) to the lidar could improve
the point-cloud quality, but keeping the number of sensors
low is preferrable in cost-sensitive applications.
B. Sensor modalities
There exist several sensor technologies capable of producing 3D range data. However, our application demands
sensing with long range, high accuracy and also a wide field
of view. For these reasons, we are collecting 3D data using
an actuated lidar, configured for pitching (nodding) scanning
motion. Compared to continuously rolling or yawing configurations, the nodding scanning motion does not require

slip connectors but can have fixed connectors. Pitching scans
also have the advantages that it is easy to make a trade-off
between update rate (scans per second) and vertical field of
view just by changing the pitching angle.
Stereo vision, time-of-flight cameras, and structured-light
cameras are other popular 3D sensors. However, stereo
vision loses accuracy with range, and its output is texture
dependent. Time-of-flight and structured-light cameras are
currently not able to provide both a wide field of view
and long-range measurements. The current state of the art
in lidars is the full 3D scanners like the Velodyne HDL64e and fast 2D lidars like the Riegl VMX-450. From the
Velodyne sensors a 3D representation of the full 360-degree
environment surrounding the sensor can be acquired at 15 Hz.
This type of sensor has appeared in, for example, the DARPA
challenges [20, 4]. Even though these full-3D lidars reduce
the problem of scanning while moving (as the magnitude
of the distortions is decreased when the scan frequency is
increased), they do not solve the underlying problem. Also,
the 3D lidars have a limited and fixed vertical resolution,
which is not the case for actuated 2D lidars. Furthermore,
3D lidars are much more expensive than actuated 2D lidars,
which prohibits their use in many cost-sensitive applications.
Given the limitations of alternative 3D sensing modalities,
actuated 2D lidars can be expected to be the primary source
of 3D range data in many commercial applications for the
foreseeable future; especially where there are high demands
on accurate measurements at long range, and in outdoor
applications with exposure to sunlight and adverse weather.
In the following, a sweep will be taken to mean the
nodding motion of the lidar’s actuator (from top to bottom,
or from bottom to top), and a point cloud is the 3D range
data collected during one sweep.
C. Related work
As noted above, a challenge when using actuated 2D
lidars is the long sweep period for acquiring a 3D point
cloud. Except for applications that rely on high-performance
hardware to measure the trajectory of the scanner during
motion, the literature on correcting distorted 3D point clouds
is relatively sparse.
Harrison and Newman [10] proposed a method that exploits the presence of vertical planes in each point cloud.
The trajectory of the robot is recovered by assuming that
near-vertical structures are vertical, and the point cloud
is transformed accordingly. Their method, however, is not
feasible in our scenario since we cannot assume that walls
are present.
Another approach suggests that instead of registering entire point clouds, certain elements can be extracted and identified between point clouds even though they are distorted by
movement of the platform. Bosse and Zlot [5] presented an
approach where a 3D grid is constructed over a point cloud
and local surface descriptors in the form of ellipsoids are
constructed within each cell. Eccentricity parameters for the
ellipsoids are computed and stored along their timestamps,
and using this data structure two consecutive data segments

are registered using a modified version of the ICP scanregistration algorithm [2]. The result is used to calculate the
path of the platform. Recently, the authors have improved
the system for use in large-scale mine mapping [21]. The
key differences from the original publication is the use of an
IMU as an aiding sensor, more flexibility when segmenting
the continuous scan data into separate point clouds, and
snapshots of previous point clouds used to reduce drift. This
approach has many similarities with the method presented in
this article. Both approaches make an initial estimate of the
(distorted) platform trajectory. To process the estimated trajectory, both systems use a number of constraints (from scan
registration, initial conditions and smoothness constraints). In
our approach, the two latter types of constraints are implicitly
represented by the pose graph. One major difference is the
registration algorithm, where Zlot and Bosse [21] use socalled surfels, which are representations of key areas as
bins containing a surface descriptor, namely a spatial point
coordinate and a normal. In our approach we take advantage
of the entire point cloud and use the NDT-representation,
which also divides space into bins but where each bin stores
more information. In addition to a mean position and a
surface normal (as with a surfel), the flatness of the local
surface is also represented by the corresponding normal
distribution (in NDT).
Stoyanov and Lilienthal [16] presented an approach which
forms the foundation for the present work. The general idea
is that when a moving platform is continuously scanning the
environment, it should re-observe parts of the environment
in each sweep. In the work of Stoyanov and Lilienthal, ICP
registration is used on the parts of the environment that
are assumed to be re-observed, in order to find the pose
error that has accumulated during the sweep. A relaxation
algorithm [8] is used to distribute the error over the point
cloud, completing a mini-loop closure. The method is limited
to planar motion and assumes a flat floor. In the present
paper, the method of Stoyanov and Lilienthal [16] is extended
to provide full 6-degrees-of-freedom (both 3D translation and
rotation) compensation of point clouds.

III. 6DOF NDT MINI - LOOP - CLOSURE
In SLAM applications, accumulated pose errors are typically corrected at loop closures; i.e., when the robot revisits
a place that it has seen previously. The principle is that when
the sensors reobserve an area, the pose of the robot can be
updated and the uncertainty of the path travelled between
the observations can be reduced. In this section, we present
a method for mini-loop closure and pose-graph optimisation,
observing the fact that point clouds gathered consecutively
while moving by an actuated lidar will partially overlap. The
overlap is interpreted as a reobservation, which triggers an
edge to be added to the pose graph, and the path travelled
between the consecutive point clouds is improved using a
network optimisation method.

A. 3D point cloud acquisition
The 3D point clouds in our application are acquired using
a robot platform based on a Volvo L120F wheel loader.
The wheel loader is equipped with odometry sensors and
an actuated SICK LMS291 lidar. The actuator rotates the
lidar perpendicular to the vehicle’s heading, thus making
a pitching motion. Odometry data are gathered from two
sensors measuring the wheel revolutions and the waist angle.
The odometry coordinates Oodom are two-dimensional, but
inserted in a three-dimensional framework and are recalculated into Cartesian coordinates using a kinematic model [1],
giving Oodom = {xo , yo , zo , φo , θo , ψo }.
B. 3D registration
To improve the accuracy of the point clouds, we interpret
the registration of two consecutively gathered point clouds
as a mini loop closure. The second point cloud is registered
to the first using NDT registration, which has been chosen
because of its good performance with respect to accuracy
and speed, compared to ICP [6, 14, 15].
The normal-distributions transform, NDT, was originally
developed in the context of 2D laser scan registration [3],
but has later been extended for 3D registration [12, 13]. The
central idea is to represent the observed range points as a
set of Gaussian probability distributions. To create a 3DNDT representation Mndt , the space occupied by the point
cloud is subdivided into cube-shaped cells. A probability
density function (PDF) is calculated for each cell, based
on the point distribution within each cell. The PDF in
each cell can be interpreted as a generative process for
surface points Pi within the cell. One of the key advantages
of 3D-NDT is the fact that it forms a piecewise smooth
spatial representation, with analytic first- and second-order
derivatives. Consequently, standard optimisation methods can
be used to register of 3D point clouds. In particular, Newton’s
method can be used to efficiently find the pose that minimises
the negative log-likelihood of the points of the second scan,
given the set of PDFs describing the first scan. Furthermore,
given the existence of analytic derivatives, the Hessian at the
solution can be used as an estimate of the certainty of the
registration result.
C. Network optimisation
A number of odometry readings are collected while acquiring a point cloud. These 3-DOF transformations can be
used as an initial estimate when correcting the point cloud.
The registration to the previous point cloud performed at
the end of each sweep renders a 6-DOF transformation. To
estimate the path where the two consecutive point clouds
were gathered, a constraint network forming a loop is
built, which is then optimised with the Toro3D maximumlikelihood optimisation method [9].
Each odometry position Oodom is represented by a node
in the network and the transformation between two nodes
is represented by an edge. The first and last nodes are also
connected by an edge representing the transformation from
the registration. The principle is shown in Fig. 2 where

Fig. 2. Nodes and edges in the local pose graph created during one sweep.

nodes n1–n5 are the odometry readings and the edges e1–
e5 are the transformations. The transformations on edges
e1–e4 are gathered directly from the odometry, while the
transformation on edge e5 is the result from the registration.
When there is an error in the odometry and the registration
is successful, there will be a conflict between edges e1–e4
and edge e5 regarding the position of node n5.
Each edge also contains an information matrix, in addition to the transformation matrix, which tells how firm
the transformation is. The information matrix is estimated
as the inverse covariance of the transformation parameters.
Each odometry reading Oodom is assumed to be corrupted
by multivariate Gaussian noise, forming the 6 × 6 covariance
matrix Codom . Codom is estimated with the diagonal matrix
Cj−1,j according to the technique presented in Frese [7],
but extended to six degrees of freedom, as a measure of the
uncertainty of two consecutive readings at times j − 1 and
j. For the 3D case, the diagonal elements of Cj−1,j are
a = kxd d¯j + kxt γ̄j
b = kyd d¯j + kyt γ̄j
c = kzd d¯j + kzt γ̄j
d = kφd d¯j + kφt γ̄j
e = kθd d¯j + kθt γ̄j
f = kψd d¯j + kψt γ̄j

(1)

and the off-diagonal elements are zero. In Eq. 1, d¯j is
the Euclidean distance between Oj−1 and Oj and γ̄j is
the respective angular increment. kXd = 10 and kXt =
10 are heuristically chosen constants based on the fact
that the odometry is a 2-dimensional approximation in a
3-dimensional world. The magnitude of the constants is
intentionally aggressively large to emphasize the accuracy of
the registration over the odometry. As input relation to the
network optimisation algorithm, i.e. the edge between odom∗
etry readings, the adjusted incremental covariance Cj−1,j
=
T
JCj−1,j J is used to estimate Codom , where J is the
Jacobian between two consecutive odometry readings.
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In Eq. 2, cφ , cθ and cψ stands for cos(φj−1 ), cos(θj−1 ) and
cos(ψj−1 ), and sφ , sθ and sψ stands for sin(φj−1 ), sin(θj−1 )
and sin(ψj−1 ), respectively.
Again looking at the example in Figure 2, the information matrix for edge e5 represents the registration. For
this information matrix, we use the Hessian matrix of the
NDT score function after convergence, which describes the
uncertainty of the registration. After a successful registration,
the determinant of the Hessian will be large, indicating a
small uncertainty. The lesser uncertainty for edge e5 fixes
this edge and thus the relative position of node n1 and n5. By
applying the optimisation algorithm, the nodes n2–n4 will be
moved to minimize the tension in the network, thus forming
a smoother 3D path. The smooth path is used to recalculate
the points in the point clouds and thereby reducing errors
originating from the initial odometric readings. We call the
resulting scan an “improved point cloud”.
The proposed method for improving point-cloud accuracy
requires an accurate registration of consecutive point clouds.
Consequently, it is important to detect whether the registration is successful or not, before attempting to optimise the
pose graph. In this work the NDT score function has been
used for the evaluation of the NDT-registration. A threshold
on the NDT score is set to sort out registration failures. This
treshold is found by visual inspection of the outcomes of a
large number of registration attempts, setting the treshold so
that the score for all successful registrations fall below the
threshold value. For these data, we have found that −0.2 is a
good threshold. An in-depth evaluation of alternative ways to
classify successful and failed registration will be presented
in a publication currently in preparation.
The method, as described here, makes use of vehicle
odometry as an initial solution. However, the odometry is
not a fundamental requirement. An initial trajectory estimate
could also be given as a sequence of Oodom nodes with
arbitrary poses, using large covariance estimates for the
connecting edges. However, we have not yet tested this kind
of solution. Furthermore, if the 3D scans have sufficient
resolution (and the environment has sufficient features), registration constraints could be added to the graph throughout
the duration of the sweep, instead of only at the end.
However, the scan data from the current environment is too
sparse for segmenting the scans into smaller pieces.

Fig. 3. Point clouds acquired from the simulator before the method is
applied (to the left) and after (to the right). The improvement in the definition
of the cube edge to the right is clearly seen.

post . Also a set of corresponding negatively classified points
negt can be generated using P. The set negt is generated
by subtracting a random offset of between 0.1 m and 1.0 m
along the laser beam’s direction of each point in P, and the
resulting point is saved to negt . This method of generating
free-space samples is consistent with the sensor output, as
each point in negt is located between the sensor origin and
a corresponding reported obstacle point from post . Next, all
points in post and negt are tested for occupancy, using the
ground-truth NDT model. This is done by comparing the
occupancy probability for each point to a threshold. The
receiver operating characteristic is calculated for a set of 100
different thresholds between 0 and 1.
The samples in post that have a sufficiently high probability of being sampled from an occupied region (e.g., points
where the value of Mndt is above a threshold) are labelled
as positive by the classifier, and as such constitute the true
positives. The samples from post that do not correspond to
occupied regions of Mndt are false negatives. Similarly, the
positively labelled points from negt constitute false positives,
while the remaining points are true negatives. The true
positive rate tpr can then be calculated as the number of
true positives tp over all samples labelled positive by the
classifier (true positives and false negatives f n): tpr =
tp
tp+f n . The false positive rate f pr is defined as the number
of false positives f p over all negatively labelled points (false
fp
positives and true negatives tn): f pr = f p+tn
.
Thus, the point set P can be represented by a point
p = (tpr, f pr) on a receiver operating characteristic (ROC)
plot. The 100 different thresholds samples a curve and by
comparing the ROC plot generated with the odometry-based
point cloud to the ROC plot of the improved point cloud
(e.g., see Fig. 5), the improvement (if any) can be assessed.
IV. E XPERIMENTAL EVALUATION

D. Evaluation Method
To investigate the improvement of a point cloud after
the method has been applied, compared to using odometry
alone, a method based on the work in Stoyanov et al. [17]
(originally developed to evaluate the relative accuracies of
different range sensors) has been used. In the present work,
the method has been adapted to compare an odometry-based
point cloud and its corresponding improved point cloud
against a ground-truth point cloud.
First, an NDT representation, Mndt , of the ground-truth
point cloud is constructed. Let P, be the point cloud to be
evaluated. We can imagine a binary classifier associated with
P, which considers all points in P to be positive examples,

A simple simulation has been set up to demonstrate the
concept of the method and further tests have been carried
out on a real-world outdoor data set (see Sec. IV-B).
A. Simulations
To verify the method, we have driven a simulated wheel
loader with an actuated laser in a setup with geometric shapes
(planes, spheres and boxes) and added odometry errors to
the gathered data. An example is shown in Fig. 3 where the
improvement of the definition of a cube is clearly visible.
The evaluation results in Fig. 4 also show an improvement of point-cloud quality, with the curves representing
the improved point clouds consistently above the curves
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representing the point cloud before improvement. The tpr
and f pr values using a representative threshold for the
point clouds before and after improvement are shown in
Table I. The threshold was set to 0.05, as this value in
previous work [19] has been found to be a good classification
threshold when assessing the precision of NDT as a spatial
representation. The increase in tpr and decrease in f pr after
improvement, as well as the result visualised in Fig. 3, shows
that the method performs well in an idealised scenario. We
now move on to evaluate the performance in a real-world
scenario.
B. Field Experiments
The field experiments in this work have been carried out
with the L120F wheel loader platform. Data gathering has
been conducted at an operational asphalt manufacturing site
at two occations and evaluated offline. The data sets have
been gathered by driving along paths commonly used by real
operators while continuously sweeping the lidar. The first
set of scans were collected while driving at approximately
10 km/h, and the second while driving at 18 km/h.
The ground-truth point cloud has been acquired by sequential “stop-scan-go” scanning of the entire scene. All
ground-truth point clouds were merged into one large point
cloud of the scene using NDT registration. The point clouds
gathered in the experiments are evaluated one by one versus
the ground truth.
By processing each scan pair, a ROC plot is generated
as described in Sec. III-D. Fig. 5 shows examples of the
improvement of the point-cloud quality in six different scan
pairs. From these graphs, we can conclude that the pointcloud quality has consistently increased in all cases. The
top three are gathered at low speed and the lower three
are acquired at high speed. Table II shows the improved
mean squared point-to-point distance for the three lower
point clouds in Fig. 5 when compared to the ground truth.
Situations occur when no improvement of the point cloud
quality is possible. This happens primarily when the odometry is of such good quality that the point-cloud errors are
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Fig. 5. Graphs showing improvement of point-cloud quality. Each line
consists of evaluations for 100 thresholds. The top three examples are
acquired at low speed and the botton three are acquired at high speed. The
blue/dark line represents the quality before the method has been applied
and the green/light line afterwards.
TABLE II
T HE RMS VALUES FOR THE FIELD EXPERIMENT EXAMPLES BEFORE
AND AFTER IMPROVEMENT. H ERE WE CAN ALSO SEE A CONSISTENT
IMPROVEMENT WITH LOWER RMS- VALUES FOR ALL EXAMPLES .

example 4
example 5
example 6

RMS before
0.1715m
0.1809m
0.1068m

RMS after
0.1423m
0.1326m
0.0743m

Difference
-0.0292m
-0.0483m
-0.0325m

small enough to fall within the error margins of the sensors
and the registration algorithm. The frequency of these errors
depends primarily on the speed of the platform. In Fig. 6,
the evaluation of such an event is seen as the curves cross
each other several times.
For a more quantitative evaluation we have been looking
on the f pr and tpr values on a series of 29 scan pairs from
a data set acquired at low speed. Out of the 29 scan pairs
evaluated, 19 were improved according to the evaluation
method, resulting in approximately 65 percent improvement
rate. The average change in f pr and tpr over all scans
were: δf pr = −0.79% and δtpr = 1.00%. So even without
sorting out unimproved results, the method renders an overall
improvement of the point cloud quality. If we look at the
average change in f pr and tpr for the 19 scan pairs resulting
in an improvement we get δf pr = −4.46% and δtpr =
1.30% which, as expected, shows a better performance than
the overall result.
In Fig. 7, the magnitude of the error in the vehicle
trajectory is visualised. For this evaluation, we look at 18
consecutive scans. While scanning, the vehicle travelled
through the bin area of the site up to bin number four on
the right-hand side, came to a halt and started to reverse (as
when the vehicle travels to a bin and empties the bucket).
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TABLE I
T HE TABLE DISPLAYS tpr AND f pr VALUES OF A SAMPLE OF THE
SIMULATED DATA BEFORE AND AFTER IMPROVEMENT. T HE INCREASE
IN tpr AND DECREASE IN f pr INDICATES IMPROVED QUALITY.
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Fig. 4. ROC plots for simulated point-cloud quality evaluation demonstrating the improved accuracy of the improved point clouds, as can be seen by
the higher tpr/f pr ratio. The blue/dark line represents the quality before
the method has been applied and the green/light line afterwards.
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in comparison with a ground truth. Even subtle accuracy
improvements can be detected in the evaluation step.
The performance of the method in this article relies on
the success of the point-cloud registrations. An in-depth
evaluation of alternative ways to classify successful and
failed registration will be presented in a publication currently
in preparation. A direct comparison with the performance of
other methods for scanning while moving is also the topic
of future work.
Fig. 7. NDT-registered path (in green/gray) and path after improvement
(in white). The vertical row of bins in the figure is approximately 3 m wide
and 21 m high. Each bin (each square) is 3 × 3 meters.

The green lines show the vehicle’s estimated path using only
3D registration of consecutive scans. The white line shows
the path when NDT mini-loop closure has been applied to
each scan. Each lidar sweep is represented by one “chop” of
the green line, and shows how the path used to calculate the
registered point clouds would look like if the local network
optimisation were not performed. The error at the end of
each sweep is in the range of 0.1 m–0.2 m, even though the
starting point of each sweep is properly registered.
C. Execution times
Our current implementation has an execution time of 1–
5 seconds for each scan pair of approximately 3000–5000
vertices each. The NDT registration algorithm is configured
with an iterative cell size from 2 m to 0.5 m, a maximum step
size of 4 m, linked cells and a trilinear interpolation method.
For an in-depth description of these parameters, see Chapter
6.3 in Magnusson [11].
Most of the execution time is spent on NDT scan registration. When not using trilinear interpolation, the registration
time is typically four times faster. Interpolating the NDT
structure makes the registration algorithm more robust to
poor initial pose estimates, and was needed for a few difficult
cases with the scan data from the present scenario. As each
sweep of the lidar takes 1–2 seconds, the proposed method
can be run nearly in real time. It may well be possible to
tune the parameters further, to enable real-time processing.
Also, the current point-to-NDT registration method could
be exchanged for NDT-to-NDT registration [18] for faster
registration.
V. C ONCLUSIONS AND FUTURE WORK
We have proposed a method for improving the quality of
3D point clouds made from a mobile platform in rough terrain. The method makes use of NDT-based mini-loop closure.
The feasibility of the method has been shown in a simulated
environment and the benefit of the method in an autonomous
construction-vehicle application has been evaluated on data
gathered with a wheel loader; however, the proposed scanimprovement method is applicable in all systems where 3D
point clouds are gathered under movement.
An evaluation method for point-cloud accuracy based on
receiver operating characteristics has also been proposed.
The method can detect improvements in point-cloud accuracy
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