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Abstract
This thesis is concerned with autonomous navigation of a robotic vehicle in
a semi-structured environment. Starting from the low-level problem of range
sensing and moving on to more complex tasks like spatial representation, registration and mapping, path planning and following, this dissertation aims at
providing a consistent picture of an autonomous navigation system.
A unifying concept throughout this work is the use of the Three-Dimensional
Normal Distributions Transform (3D-NDT) as a base for modeling space. The
3D-NDT is a compact, yet expressive means of modeling the environment, using a set of Gaussian probability density functions. Closely related to Gaussian
Mixture Models (GMMs), the 3D-NDT can adequately model semi-structured
indoor or natural environments. Unlike GMMs however, the 3D-NDT can be
constructed very rapidly from 3D sensor data, making it ideal for use in timecritical algorithms, often necessary for successful autonomous navigation.
One of the contributions of this dissertation is a method for comparison of
spatial representation models. The proposed method is used on a large benchmarking data set, demonstrating the accuracy and expressive power of the 3DNDT. The proposed methodology is modified and used to compare the accuracy of four 3D range sensors in complex operational scenarios. A central task
in robotics is that of registering range measurements in a consistent model of
the environment. In an important contribution, we propose a registration algorithm which operates directly on the 3D-NDT representations of the raw point
cloud data. Using the compactness and expressive power of the 3D-NDT, accurate registration results are obtained at run times, an order of magnitude faster
then those of current algorithms. Algorithms to choose a good starting position for registration and to estimate the match covariance are also presented,
paving the way to future 3D-NDT-based simultaneous localization and mapping (SLAM) solutions. This dissertation also makes a contribution to another
essential component of an autonomous navigation system — namely the planning and safe execution of a drivable path. A traversability analysis technique,
based on the 3D-NDT, is proposed and used in a modified wavefront path planner to produce safe paths in complex 3D environments. Finally, the proposed
traversability analysis algorithm is used for obstacle detection and avoidance.
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Chapter 1

Introduction
Nearly half a century ago, the Stanford Research Institute in California was
working on the first cognitive mobile robot Shakey. Although alternative approaches, using analog or even mechanical circuits, have been attempted over
the course of history, Shakey was the first example of an autonomous machine
operating on the sense-reason-act principle. Needless to say, robotics has made
tremendous advances since the time of Shakey, both in a hardware (sensors,
processing power, actuators) and in an algorithmic perspective. In many respects, robotic devices designed for specific tasks are already entering a production phase and becoming more common in our daily lives. Does that mean that
the super-human robots of science fiction books and movies are just around the
corner?
The gap between the expectations created by fiction and the reality of robotics is unfortunately still very wide. The robots of our imaginations are agile
and intelligent, they move seamlessly in any environment and often do it better
and faster then humans. In fact, in many respects robots in science fiction are
super-human and multi-purpose. On the other hand, the robots that came in
the foot steps (or maybe better wheel tracks) of Shakey have been increasingly
concentrating on performing a small set of tasks. None of the intelligent machines developed today (Figure 1.1) is truly designed to have the capabilities of
a human. Not even advanced humanoid robots like Asimo (Figure 1.1(g)) are
close to being able to sense, act or reason like a human. In reality, the practical
robotic systems currently developed and deployed often concentrate on doing
well just a single task.
An often cited acronym, motivating the use robotic platforms, summarizes
the tasks that a robot should perform as the three D’s — Dull, Dangerous and
Dirty. Many of the robots in Figure 1.1 follow precisely the single-task triple-D
paradigm. The DustCart and DustClean robots in Figure 1.1(b) deal with cleaning the streets and collecting garbage. Autonomous cars, like Stanley and Boss
(Figures 1.1(d) and 1.1(e)) aim at automating the mundane task of driving and
also serve to pioneer technology for automated freight trucks. Construction
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

Figure 1.1: Some of the robotic platforms available today. Top to bottom: Figure 1.1(a)
— an ATRV Jr robot by iRobot, a model with wide-spread use in research. Figure 1.1(b)
— the DustCart and DustClean urban service robots developed in the EU project Dustbot. Figure 1.1(c) and Figure 1.1(f) — a Scooptram ST1030 mining vehicle by AtlasCopco and a wheel loader by Volvo, two experimental vehicles with different levels of
autonomous behaviour. Figure 1.1(d) and Figure 1.1(e) — Stanley and Boss, two of the
most successful autonomous driving cars. Figure 1.1(g) and Figure 1.1(h) — Honda
Asimo and Aldebaran Robotics Nao humanoid robots. Figure 1.1(i) — Willow Garage
PR2 service robot.
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and mining equipment like the machines from Atlas Copco and Volvo (Figures 1.1(c) and 1.1(f)) offer increasingly more automated functionalities and
are a perfect candidate for fully unmanned operation. More general-purpose
robots, capable of working in everyday human environments are also being
developed (Figures 1.1(g)-1.1(i)). All of these research robots have complex
modes of interaction with the world, through sophisticated sensing, perception
and manipulation modules.
One of the major points of divergence between real and fictional robots is
in the capabilities that the respective systems posses. Relatively simple tasks,
like climbing a staircase, have been the focus of many research papers in autonomous perception, manipulation and control. Being able to successfully
climb a staircase, with an execution time and success rate similar to that of
a human, can be seen as a big achievement in robotics research. From an everyday perspective however, this task does not seem impressive — partially because
any human can do it, and partially because robots in a science fiction context
tend to overcome doors with ease. Being able to move in and interact with the
environment in a safe, reliable and efficient way, still remains one of the major
challenges of mobile robotics and is the focus of this thesis.

1.1

The Challenges of Autonomous Navigation

Moving, or navigating between different physical locations is a fundamentally
important capability for an autonomous system. One way to broadly define the
task of navigation, in the context of mobile robotics, is as the process of determining and maintaining a course or trajectory to a goal location [1]. Needless
to say, reliable navigation is a key requirement for autonomous robots and has
been an active research area for decades. Many approaches to the navigation
problem have been proposed, ranging from biologically inspired, behaviour
based architectures to rigid, predetermined control schemes. One of the predominant frameworks, and also the one explored in this thesis, is built upon
several components: sensing, localization, mapping, motion/path planning and
path following. The following chapters will explore some aspects of the most
crucial components of an autonomous navigation system, using a common,
probabilistic framework.
The complex task of navigating between two physical locations presents numerous and equally complex challenges. As a first step, the robotic system has
to be able to sense and measure the environment. Thus, the physical characteristics of the available sensors — type, accuracy, noise model, bandwidth, play a
key role in the navigation process. Choosing the correct sensors and finding the
best performing accuracy settings and error models is thus a challenge of pivotal importance. Individual sensor measurements, however precise, do not offer
a globally consistent view of the environment. Thus, a second big challenge is
the fusing of different sensor views in some form of a world model or map.
The problem of mapping an environment is usually presented together with its

4
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dual problem of localization — namely the task of determining the position
and orientation of a robot, given a world model and sensor measurements. The
task was approached in a unified framework — Simultaneous Localization and
Mapping (SLAM), for the first time by Leonard and Durrant-Whyte [2] in 1991
and has been one of the most prolific disciplines in robotics ever since. The final challenge of the navigation task is the planning and safe following a path
through a partially mapped environment. All of the subproblems of navigation
face their own particular challenges and are subject to active research by the
scientific community.
Several factors influence the overall performance of an autonomous navigation system. One aspect of the problem has to do with the physical capabilities
of the robot — the available sensors, as mentioned earlier, but also the locomotion capabilities. Naturally, depending on the size, weight and actuators
available, a different space of motions and tasks are achievable by a system. A
path through a corridor and up the stairs might pose little challenge for Honda’s
Asimo (Figure 1.1(g)), but be completely infeasible for Carnegie Mellon University’s robot Boss (Figure 1.1(e)). This example also hints on the second important parameter that determines the sort of challenges, facing a mobile robotic
system — namely the type and structure of the environment of operation.
Semi-Structured Environments
In the early days of mobile robotics, most application scenarios were confined
to operation in indoor, human-built environments. Thus, many of the early navigation systems relied on several assumptions, typical for this type of environments. A common set of assumptions in this case is the so called flat floor scenario — all motions of the robotic system can be constrained to a single plane,
with all environmental features projected and accurately modeled on the same
plane. The flat floor assumption describes one component of indoor environments, but other conditions are commonly imposed as well. One such assumption, often made implicitly, is that of a structured environment. This assumption
is most important in the domain of sensor data registration — i.e., the fusion of
measurements into a common reference system, as it guarantees that sufficient
features can be identified and used in the process. Recent scientific advances
have produced high-performance navigation systems, operating in small-scale,
static, structured, flat-floor environments. Thus, this work addresses the problem of an autonomous navigation system which can reliably and safely operate
in complex, semi-structured three-dimensional environments.
The distinction between a structured and unstructured environment in robotics can be somewhat blurred at times, due to the ambiguity in definitions.
Typically, structure refers to the presence of human-built objects, while unstructured generally refers to completely natural environments. In this work we use
the term semi-structured environments, which is also widespread in the scientific community. As no unique definitions of structure have been agreed upon,
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different authors in robotics use the terms semi- and unstructured interchangeably, to denote a natural outdoor environment. In this work, we use the term
semi-structured, as it implies the possible existence of an emergent, be it natural, order in the environment. This definition better represents most natural
environments, which are not completely random in features and additionally
does not exclude the possibility of operation in (partially) man made environments.
Problem Statement
At this point, we can state the general problem of interest in this dissertation.
Problem: Given an unmanned mobile vehicle, equipped with a set of distance
sensors, a set of actuators and a controller, the task to be solved is that of
guiding this platform safely and reliably between different locations in a
semi-structured environment.
Most of the algorithms presented in this dissertation place no further assumptions on the problem to be solved. A notable exception is that of Chapter 6,
which deals with the planning of a safe path, constrained to a ground vehicle
scenario. Additionally, it is important to comment on the importance of one
particular word in the stated problem definition — that of the word distance.
The algorithms discussed throughout this work all rely on a specific class of
distance sensors — dense, three-dimensional range scanning devices. Thus, this
work focuses on robots, capable of acquiring and using three-dimensional geometrical information about the world.

1.2

Outline

The rest of this thesis is organized as follows.
Chapter 2 makes a broad introduction to the field of autonomous robot navigation, and the sub-problems that it contains.
Chapter 3 discusses one of the fundamental components of a navigation system — namely the modeling techniques used to represent the physical
space surrounding the robot. This chapter proposes a framework for
evaluating and comparing how well different representation techniques
model space. Additionally, this chapter serves to review the concept of
the Three-Dimensional Normal Distributions Transform (3D-NDT) [3],
which plays an important role in the remainder of this dissertation.
Chapter 4 discusses different sensors available in the context of an autonomous
navigation scenario, concentrating on integrated range scanner devices. In
a traditional bottom-up organizational approach, this chapter should be

6
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presented before Chapter 3, since sensor data acquisition and processing is a prerequisite for environmental modeling techniques. The order
we chose is necessary to ensure continuity and be able to build upon the
results, presented in the previous chapter. Thus, in this part of the dissertation, the methodology from Chapter 3 is modified to compare the
accuracy of several 3D range sensors in typical semi-structured environments.
Chapter 5 discusses the problem of fusing different sensor observations into a
single model or map of the environment. A special focus is placed on the
problem of registration, which aims at estimating the relative position and
orientation between sensor measurements taken at neighbouring physical locations. This chapter introduces and evaluates the novel 3D-NDT
distribution-to-distribution registration algorithm, as well as several important components, vital to a mapping system.
Chapter 6 discusses the problem of planning and safely following a path through
a (partially) known 3D environment, using the 3D-NDT for spatial representation of the environmental map.
Chapter 7 finally concludes this dissertation and summarizes the major contributions and directions of future research stemming from this work.

1.3

Contributions

The major contributions of this thesis, as outlined in the previous section, can
be summarized as follows:
An evaluation method for the comparison of the accuracy with which different
spatial representations model a physical environment. (Chapter 3)
A comparative evaluation of the accuracy of three different spatial representations, with a focus on the performance of the Three-Dimensional Normal
Distributions Transform (3D-NDT) and its variations. (Chapter 3)
An analysis of the performance of three spatial representations under varying
degrees of sensor noise. (Chapter 3)
A method for comparative evaluation of the accuracy of 3D range sensors,
based on the 3D-NDT. An application of the proposed method to four
3D range sensors. (Chapter 4)
A registration algorithm — 3D-NDT-D2D, that uses the 3D-NDT representations of two point sets to perform local-search optimization and find the
best-fitting alignment between the two sets. (Chapter 5)
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A global alignment algorithm based on the 3D-NDT Histogram, that can be
used to achieve a good initial alignment for a subsequent local registration
step. (Chapter 5)
A closed-form expression for the covariance of the 3D-NDT-D2D registration
algorithm. (Chapter 5)
An extension of a 2D path planning algorithm to produce ground-vehicle trajectories in a 3D-NDT map. (Chapter 6)
An obstacle detection system based on traversability analysis of a 3D-NDT representation of range sensor data. (Chapter 6)

1.4

Publications

Some of the work presented in this dissertation has been published in a number
of journal and conference papers. The following list summarizes all the publications accomplished during the course of working towards this thesis, as well
as the precise chapters of this work that each article contributed to. Author’s
copies of the publications are available online [4].
• Todor Stoyanov, Rasoul Mojtahedzadeh, Henrik Andreasson, and Achim J.
Lilienthal. Comparative Evaluation of Range Sensor Accuracy for Indoor
Mobile Robotics and Automated Logistics Applications. Robotics and
Autonomous Systems, Special Issue on the 5th European Conference on
Mobile Robots (ECMR), 2012. Under review. Advance copy available [5]
Main part of Chapter 4
• Todor Stoyanov, Martin Magnusson, and Achim J. Lilienthal. Benchmarking the Accuracy of Three-Dimensional Spatial Models. Journal of
Field Robotics, 2012. Under review. Advance copy available [6].
Main part of Chapter 3
• Todor Stoyanov, Martin Magnusson, Henrik Andreasson, and Achim J.
Lilienthal. Fast and Accurate Scan Registration through Minimization of
the Distance between Compact 3D NDT Representations. The International Journal of Robotics Research, Special Issue on 3D Exploration,
Mapping, and Surveillance, 2012. Under review. Advance copy available [7]
Main part of Chapter 5
• Todor Stoyanov, Martin Magnusson, and Achim J. Lilienthal. Point Set
Registration through Minimization of the Distance between 3D-NDT
Models. In Proc. of IEEE Int. Conf. on Robotics and Automation, ICRA
2012, May 2012. Accepted for publication. Advance copy available [8]
Main part of Chapter 5
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• Todor Stoyanov, Martin Magnusson, Håkan Almqvist, and Achim J. Lilienthal. On the Accuracy of the 3D Normal Distributions Transform as a
Tool for Spatial Representation. In Proc. of IEEE Int. Conf. on Robotics
and Automation, ICRA 2011. [9]
Main part of Chapter 3
• Todor Stoyanov, Athanasia Louloudi, Henrik Andreasson, and Achim J.
Lilienthal. Comparative Evaluation of Range Sensor Accuracy in Indoor
Environments. In Proceedings of the European Conference on Mobile
Robots (ECMR), Sep 7–10 2011. [10]
Main part of Chapter 4
• Todor Stoyanov, Martin Magnusson, Henrik Andreasson, and Achim J.
Lilienthal. Path Planning in 3D Environments using the Normal Distributions Transform. In Proceedings of the IEEE/RSJ International Conference on Intelligent Robots and Systems (IROS), October 18–22 2010. [11]
Main part of Chapter 6
Not included in this dissertation:
• Krzysztof Charusta, Robert Krug, Todor Stoyanov, Dimitar Dimitrov and
Boyko Iliev. Generation of Independent Contact Regions on Objects Reconstructed from Noisy Real-World Range Data In Proc. of IEEE Int.
Conf. on Robotics and Automation, ICRA 2012, May 2012. Accepted
for publication. Advance copy available [12]
• Todor Stoyanov and Achim J. Lilienthal. Maximum Likelihood Point
Cloud Acquisition from a Mobile Platform. In Proceedings of the IEEE
International Conference on Advanced Robotics (ICAR) [13], June 22–
26 2009.
• Gabriele Ferri, Alessio Mondini, Alessandro Manzi, Barbara Mazzolai,
Cecilia Laschi, Virgilio Mattoli, Matteo Reggente, Todor Stoyanov, Achim J.
Lilienthal, Marco Lettere, and Paolo. Dario. DustCart, a Mobile Robot
for Urban Environments: Experiments of Pollution Monitoring and Mapping during Autonomous Navigation in Urban Scenarios. In Proceedings
of ICRA Workshop on Networked and Mobile Robot Olfaction in Natural, Dynamic Environments, 2010. [14]
In all articles for which I am first author, I performed the software implementation, experimental set up and tests, as well as the major part of analyzing
and reporting the results obtained. In the extended article [5], additional data
collection and sensor calibrations were performed by Rasoul Mojtahedzadeh.
For the work with Charusta et al. presented in [12], I performed data collections
and collaborated in the design of algorithms and dissemination. The last paper
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(Ferri et al.) presents a description of the DustBot system, for which I was a
primary developer, involved in the design and implementation of autonomous
navigation and localization functionalities. The experiments and most of the
text for this paper were produced by my co-authors, largely by Gabriele Ferri
and Alessandro Manzi.

Chapter 2

Background
2.1

Autonomous Navigation

In their review on Biomimetic Robot Navigation [1], Franz and Mallot provide
a context for and cite some excellent examples of robotic navigation. According
to the authors, the term navigation derives from the process of guiding a ship
and involves three stages — determining the ship’s position, determining a reference path to the goal, and finally relating commands to the crew, thus moving
the ship. When extended to the domain of mobile robotics, however, navigation
is defined even more broadly as moving a robot towards a desired location [1].
Several different types of architectures have been proposed, including biologically inspired approaches, like the ones overviewed in the article by Franz and
Mallot. The predominant approach to navigation in robotics however follows
the original idea from the area of ship navigation and is based on a map of the
environment.

2.1.1

Map-based Navigation

This dissertation discusses components, necessary for the implementation of a
map-based autonomous navigation system. Thus, it is important to also specify
what kinds of maps we are interested in. Figure 2.1 shows two examples of
maps — a topological map in Figure 2.1(a) and a metric map in Figure 2.1(b).
The distinction between metric and topological is a common dichotomy of
mapping approaches. Topological maps, like the map of public transportation
routes in Örebro shown in Figure 2.1(a), usually feature a graph structure.
Nodes in the graph represent distinct places, or often in robotics —- sensor
data from a particular portion of the environment. Edges encode a connectivity
property, that usually reflects on some higher-level concept — most notably on
the ability to move between two nodes. On the other hand, metric maps like
the GoogleMaps map shown in Figure 2.1(b) present a scaled-down geometric
model of the real world.
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(a)

(b)

Figure 2.1: An example of two instances of maps from daily life. Figure 2.1(a) shows
a topological map of the city buss lines of the Lanstraffiken transportation company in
Örebro. Figure 2.1(b) shows an example of a metric map — a Google Map of the same
area of the city.

Both topological and metric maps, as well as hybrid combinations of the
two, can be used to aid autonomous navigation. When considering larger environments or long-term operation of vehicles, it may be advantageous to extend the approaches presented in this thesis to hybrid metric-topological data
structures, like the works of Blanco et al. [15] or Fairfield [16]. In this thesis
however, we will focus on using purely metric environmental maps as a base for
robot navigation. As it will be demonstrated throughout this work, the challenges associated with navigating in even moderately sized three-dimensional
environments are complex enough and still present an active research topic.
In the following chapters, we will focus on several of the components, necessary for the implementation of a reliable navigation system for ground vehicles,
operating in semi-structured environments. The navigation scheme considered
follows a classical approach, that can be summarized by the following steps:
(a) Sense the geometrical properties of the environments
(b) Construct a model of the world
(c) Localize the robot, with respect to the world
(d) Plan a path to a target location inside the world model
(e) Execute the planned path, while avoiding collisions with unexpected obstacles
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This dissertation covers some aspects of all of the above mentioned components. Building on methodology from Chapter 3, Chapter 4 deals with the
comparative evaluation of different 3D range sensors, needed for point (a). Before that, Chapter 3 discusses the accuracy of different 3D environment models,
needed for subtask (b) in the list. Subtasks (b) and (c) — Localization and Mapping are also featured in Chapter 5, with a focus on the problem of finding the
relative alignment between different 3D point scans (also known as the registration problem). Finally, path planning and path following — or items (d)
and (e) are discussed in Chapter 6. An overall, integrated system, based on the
components presented in this dissertation has not been fully implemented and
will not be discussed in this thesis. Such a full system may present additional
challenges and will be a topic of further investigations. It is important however
to note, that with the work presented in this thesis, we make an important step
towards such an integrated system, based on a common spatial representation
framework for environmental modeling, path planning and obstacle avoidance.

2.2

Robots and Data Sets used in This Dissertation

Most of the algorithms, proposed and evaluated in this dissertation, can be
easily generalized to different mobile robots. The Three-Dimensional Normal
Distributions Transform (3D-NDT), overviewed and evaluated in Chapter 3 is
a general geometrical modeling technique, independent of the types of vehicles
or range sensors used. The subsequent chapter of this dissertation deals with a
method for comparative evaluation of different distance sensors, that is as well,
general and applicable to any 3D range producing device. The chapter on mapping and registration (Chapter 5) discusses algorithms that fuse range measurements, obtained from a mobile robot, traversing different 3D environments.
Again, the algorithms presented do not make assumptions on the environment
or vehicle, beyond the ones discussed in Section 1.1. In fact, as mentioned earlier, the only component that limits this thesis to ground vehicles is the path
planning and following algorithms presented in Chapter 6. All other navigation modules can easily be applied to unmanned aerial or underwater vehicles,
given that appropriate sensor modalities are available.
Although the algorithms presented in this thesis are broadly generalizable,
the evaluations performed have been targeted at specific application scenarios.
Consequently, a particular collection of real-world data sets have been used
throughout this work. It is important to acknowledge the people who have
collected and made publicly available most of those data sets. Special mention
goes out to all the contributors of the Osnabrück University Robotic 3D Scan
Repository [17] whose efforts have helped shape a more standardized evaluation picture for many algorithms in mobile robotics.
Apart from standardized data sets, several robotic systems have been served
as test and data collection platforms, at different stages of this dissertation.
Data sets, collected by Martin Magnusson, using a P2-AT robot with a tilt-
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(a)

(b)

Figure 2.2: The robots Alfred in 2.2(a) and Kurt3D in 2.2(b). Data sets collected by
Alfred and by a similar P2-AT iRobot robot were used for evaluation in this dissertation.

ing actuated laser scanner in the Kvarntorp mine (Figure 2.2(b)) were used in
evaluation of the path planning algorithm, presented in Chapter 6. The ALL-4eHAM project [18] and the Volvo wheel loader in Figure 1.1(f) also provided
data sets for path planning and spatial representation accuracy evaluation. The
robot Alfred 2.2(a) was used on multiple occasions as a test platform and provided one data set for path planning evaluation. Finally, Chapter 4 performs
evaluations of four different 3D range sensors. A custom sensor set up (Figure 4.2(a) and 4.2(b)) was placed on a mobile robot and data collection was
performed in several laboratory environments. Details of the sensor characteristics and data collection are reported in Section 4.3.

2.3

Notation

Some common notations and symbols used throughout this dissertation are
shown in Table 2.1. Common symbols are used whenever possible in all chapters, with concepts introduced inline with the text.
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Table 2.1: Table of Notations, Commonly Used Throughout This Thesis

a, . . . , z
A, . . . , Z
A, . . . , Z
A, . . . , Z
xT , Y T
Y −1
x̂
x?

General Notation
the set of real numbers
scalar quantities, unless otherwise stated, assumed
to be real numbers — i.e., a, . . . , z ∈ R
vector quantities of dimensionality n, with a, . . . , z ∈ Rn
Matrix quantities, with A, . . . , Z ∈ Rm×n
Random variables, defined over a given space
Sets
the transpose of the vector x, transpose of the matrix Y
inverse of the square matrix Y ∈ Rn×n
an estimate of the vector x
optimal value of the vector x

Ω = [0, 1] ∈ R
U
N(µ, Σ)
µ, Σ
M : R3 → Ω
M(X)

Probabilities
the continuous interval of probability values
the uniform probability density function (pdf)
the Gaussian probability density function (pdf)
the mean vector and covariance matrix of a Gaussian pdf
a probabilistic model for three-dimensional space
the spatial representation model, constructed using the input data X

R
a, . . . , z

SO(3)
S2
C

Manifolds
special orthogonal group, representing rotations in R3
the 2-sphere in R3
configuration space of a mobile robot —
a Cartesian product of rotation and translation manifolds

Chapter 3

Spatial Representation
3.1

Introduction

The task of creating a geometric representation of the physical world has been
extensively explored in the mobile robotics community over the past forty
years. The estimation of accurate models of the environment is beyond doubt
important for many robotic systems, especially so when those models are utilized for essential tasks like navigation, path planning, collision avoidance or
mobile manipulation. Thus, the field of robotic mapping has generated a multitude of different strategies for reconstructing and representing a robot’s workspace environment.
With the advent of three-dimensional range sensors and the according exploration of more challenging application scenarios, the focus of the mapping
problem has shifted away from the classical flat floor environments and on to
3D spatial modeling. Several techniques to represent the structure of 3D environments have been proposed. The choice of a good map representation is often
difficult and may depend on domain specific parameters. Therefore, it is very
important to be able to benchmark the performance of different spatial modeling algorithms, in order to compare their performance in different use-case
scenarios.
As Chandran-Ramesh and Newman point out [19], little attention in the
robotics community has been expended on the evaluation of the accuracy and
consistency of autonomously constructed maps. Depending on the type of model
of the environment, even the concept of accuracy might be difficult to define.
As mentioned in Chapter 2, robotic maps are often classified as either topological or metric — the former are usually based on physical connectivity graphs,
while the latter directly utilize a set of geometric primitives. Due to their predominance and widespread use in robotics, metric maps have been the focus
of more extensive benchmarking and analysis, and are also the focus of the
subsequent analysis in this chapter.
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The most popular evaluation approach does not directly asses the quality of
the environmental model, but rather the accuracy of the localization estimates
used to integrate different sensor measurements [20]. This strategy is founded
on the well known coupling between localization and mapping and often produces meaningful results, if a reliable ground truth reference trajectory is available. While such a localization based metric produces a measure of the expected
global model consistency, it does not provide for a direct assessment on how
well the model locally represents the actual physical world.
Efforts in direct comparison of spatial models have mostly concentrated on
comparing 2D occupancy grid maps. Even when dealing with this restricted
domain, a multitude of possible metrics can be defined, especially so when considering application specific definitions of accuracy. Collins et al. [21] compare three basic categories of benchmarks for occupancy maps — correlation
based, per-cell difference and utility based. Correlation-based approaches treat
2D maps as images and compute standard image correlation functions. The
cell-wise difference-based comparison technique discussed is based on the work
of Martin and Moravec [22] and compares the difference between two maps
by summing the per-cell occupancy probability difference. Utility based approaches generally evaluate how well the map can be used to perform tasks
like navigation, localization, etc. A further discussion of these model comparison methods is provided by Balaguer et al. [23], with a central focus on applications in the field of rescue robotics. However, as Birk [24] points out, the
proposed comparison techniques have limitations — they do not properly handle structural errors, especially in cases when a small misalignment can lead to
a disproportionally large difference in the accuracy score. The evaluation methods presented so far also have another shortcoming — they do not assess the
accuracy of the underlying modeling approach, but rather focus only on the
global consistency of the produced maps.
Several works propose methods that concentrate on evaluating the performance of specific 3D modeling techniques, usually in the course of evaluating
the performance of a newly proposed modeling approach. A more comprehensive summary of these benchmarking criteria is presented in Section 3.2.
This chapter is closely based on the work presented in [6]. A novel method
for the empirical evaluation of the accuracy of spatial modeling techniques is
proposed and used to compare the accuracy of three classes of spatial representation models. An in-depth analysis of the proposed metrics is presented, with
tests performed on nine data sets from three simulated environments and six
real world data sets, containing a total of 3700 point clouds. The effects of sensor noise on the evaluated spatial models is investigated. The results reported
in this chapter compare four different spatial modeling techniques — Occupancy Grid Maps [25], Triangle Meshes and two variations of the 3D Normal
Distributions Transform (3D-NDT) [3].
The rest of this chapter is organized as follows. Section 3.2 presents a discussion on the predominant 3D geometrical modeling techniques used in the
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mobile robotics community. A special focus is placed on any evaluations of the
accuracy of the discussed approaches — Occupancy Grid models are discussed
in Section 3.2.1, while Triangle Mesh models are presented in Section 3.2.2.
Section 3.3 introduces the Three-Dimensional Normal Distributions Transform
(3D-NDT), which is a central concept in not only this chapter, but this dissertation as a whole. Section 3.4 then describes the proposed evaluation approach
and outlines a guideline for interpreting the proposed metrics. The results of
the performed benchmarks are then presented and analyzed in Section 3.5, with
simulation-based results discussed in Section 3.5.1 and real-world experiments
in Section 3.5.2, respectively. Finally, Section 3.6 summarizes the main contributions and lessons learned in this chapter.

3.2

Spatial Representation Models

Several different approaches for modeling 3D space have been proposed and
successfully used by robotic systems. Depending on the application, different
parametrizations can be used to describe space. Probably the simplest example
of a 3D model is the one usually obtained directly from sensor data — namely
the point cloud. The point parametrization is useful for display purposes, but
does not provide for a very accurate description of space, without the addition
of further assumptions. Since only the points in the point set are considered
to belong to obstacles, any other physical location is assumed to be free. The
task addressed by a mapping algorithm is to interpolate between the sensor
measurements and build a model that can reliably and efficiently predict the
occupancy of space.
One of the widespread models for 3D space is in fact a 2.5D parametrization — namely the elevation map. Inspired by contour maps in cartography
and largely used for outdoor robotic scenarios, elevation maps are obtained
by associating a height value to cells organized in a 2D grid. Although easy
to construct and low in memory requirements, elevation maps also have some
significant limitations. As with most grid-based methods, a common problem is
the handling of discretisation issues which, depending on the topology of space,
can cause significant errors. Another important concern is that, due to the dimension reduction, elevation maps can only represent a single surface per cell,
making overhanging structures like bridges or tunnels impossible to handle.
Some of the limitations of the elevation grid have been addressed by terrain
modeling through Gaussian Processes (GPs). In the most common parametrization, each point in 2D space x = (px , py ) is associated to a height value
f(x) = pz . The central idea of GPs is then to represent f(x) as a Gaussian
Distribution in function space. The available sensor data is used in order to
learn the hyperparameters of a GP, which can then be used in order to perform
regression for any point in 2D space and obtain an interpolated height value.
An important choice in designing a GP is the choice of a kernel type — i.e.,
to define the type for the covariance matrix K, associated with the function-
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space Gaussian PDF. Lang et al. [26], as well as Plagemann et al. [27], employ
a non-stationary kernel that is adapted explicitly in order to handle different
surface types. In another series of influential works, Vasudevan et al. [28] propose to use GPs with the non-stationary neural-network kernel. Finally, in a
recent work Hadsell et al. [29] propose the use of a space carving kernel that
also incorporates the use of viewpoint awareness in order to improve the GP
regression.
A key advantage of the GP frameworks discussed is their continuous nature and ability to make reliable predictions from very sparse training data.
The usual means of evaluating the accuracy of the GPs is through the use of
a mean square error (MSE) metric. Typically a k-fold cross-validation is performed. A number of test samples are retained (not used in training the model)
and later used as query points to the GP. The discrepancy between the predicted
height and the actual height value is then used to measure the per-sample error. Vasudevan et al. [28] use this evaluation methodology to compare their
GP framework to elevation maps and triangle-based interpolation, with the GP
model exhibiting a clearly superior performance. While the MSE measure provides for an unbiased comparison metric, it alone is not very informative in
an analysis of the benefits or disadvantages of different spatial models, as the
only information it provides is an average expected per-point error. A further
problem with the use of this particular version of MSE is that it cannot be generalized for use on some of the other 3D modeling paradigms, since it is still
based on the functional assumption that a single height value corresponds to
every physical location.
Different approaches to 3D representation attempt to relax the functional
constraint of a unique height value per x-y location, placed by the models discussed so far. Triebel et al.[30] propose the Multi-Level Surface (MLS) Map
as an extension to elevation grids that allows for multiple height values to be
stored per cell. A re-formulation of the GP framework that relaxes the functional assumption is proposed by Plagemann et al. [31]. The proposed technique — Gaussian Beam Processes, performs a regression on the range in a
typical 2D (and by simple extension also 3D) laser scan, thus assuming only
a single value per sensor ray, in a manner consistent with the physical properties of range scanners. Recently, Smith et al. [32] present a similar formulation
in three dimensions that is centered around a push broom laser configuration.
These GP frameworks can be used to represent fully 3D environments and are
tightly coupled with the principle of operation of 3D range sensors. Smith et
al. [32] are primarily interested in the compression rate achieved by their GP
formulation, but also use the accuracy of predicting future sensor measurements as a comparison criterion. The proposed metric is useful when considering the GP framework presented, but would be difficult to extend to other
3D modeling techniques, as prediction of future measurements is not always
possible.
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Occupancy Grid Map

One of the most popular mapping approaches is the 3D extension of the well
known occupancy grid map [25], which offers a solid probabilistic framework,
ease of implementation and robustness to sensor noise. Formally an occupancy
map Mocc is an indexed array of voxels of uniform size. Each cell is modeled
as a discrete random variable Xijk = {0, 1}, with 1 signifying an occupied cell,
and 0 a free cell. Thus the probability that a cell belongs to the set of occupied
locations in the environment Cobst can be defined as:
p(x ∈ Cobst ) = p(Xijk = 1).

(3.1)

The probabilities for each cell can be updated iteratively from input range data,
using a sensor model and ray tracing. Eventually, each cell holds a continuous
value, indicating the likelihood of encountering an obstacle in this cell. An important observation is that the accuracy of the map is tightly coupled to the
size of the cells used, since all points within a cell have the same uniform probability. Thus, details smaller then the cell size are averaged out. Consequently, a
disadvantage of this approach is that three dimensional grids have much higher
memory requirements than in 2D, resulting either in a loss of accuracy, or a
limitation on the area that can be mapped.
One approach to addressing the limitations presented by storing cells in a
uniformly discretised array, is to use an Octree data structure [33][34], or even
a list containing only the occupied volumes [35]. Both Wurm et al. [33] and
Einhorn et al. [34] rely on the Octree — the three-dimensional equivalent of
quad trees. In a typical mapping scenario, a large portion of space remains
free, thus leafs of the tree can be compressed almost losslessly [34]. Ryde and
Hu [35] propose to only keep a list of the cells that are likely occupied, thus
greatly reducing the number of voxels allocated. While these approaches propose improvements on the original occupancy grid map in terms of memory
requirements, the accuracy of the proposed models has not been thoroughly assessed. Instead, a common performance metric is the number of voxels updated
or maintained, which as shown by Ryde and Hu is correlated with the entropy
of the model — i.e., the higher the number of voxels maintained, the higher
the entropy of the model. The entropy of the model is, however, also correlated with the area explored, properties of the environment and the resolution
of the occupancy grid. Thus, entropy does not directly measure the consistency
of the model with respect to the sampled point observations and is not a good
candidate for a model comparison metric in the current context.

3.2.2

Triangle Mesh

Another popular parametrization of 3D space relies on triangle primitives. Unlike occupancy grid maps which represent volume, triangle meshes model the
surfaces of objects in the environment. Each triangle represents a facet in a mesh
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— a graph of interconnected vertices. Thus, a triangle mesh can be defined as a
set of triangles — Mesh = {∆i }, each in turn defined by three (possibly shared)
vertices in 3D space — i.e., ∆i = (ai , bi , ci ). Triangle meshes have been very
popular in the computer graphics community and form the basis of modern
graphics card rendering systems. The abundance of research on triangle mesh
visualization, reconstruction, and collision checking, offers a powerful incentive to utilize them in robotics. In order to obtain the best reconstruction results
from noisy point clouds, special care has to be taken in filtering and handling
of uncertainty. In this chapter triangle mesh model construction is based on
the open-source LSSR tool by Wiemann et al. [36]. The algorithm utilized is
based on the well known Marching Cubes method and is specifically designed
to work on point clouds taken by mobile robots with an actuated laser sensor.
Several criteria can be used to evaluate the performance of triangle mesh
reconstruction algorithms. As with occupancy maps, the entropy or number of
triangle faces obtained is a frequently reported metric. More interesting is the
calculation of a surface reconstruction error, which can be used to compute
an MSE estimate. If a number of ground truth surface points are available
(or alternatively are retained in a cross validation procedure), the distance to
the closest reconstructed triangle can readily be computed for each point. This
distance can also be used, together with a threshold, in order to discriminate if
a point can be considered as occupied, according to the triangle mesh model:
p(x ∈ Cobst ) =

1
0

: dist(x, ∆c ) < tmesh
: else

(3.2)

where dist(x, ∆c ) is the distance between the query point x and the closest
triangle ∆c in the mesh, using the point-to-triangle distance metric as described
and computed by Jones [37], and tmesh is a threshold value.

3.3

The Three-Dimensional Normal Distributions
Transform (3D-NDT)

The Normal Distributions Transform was originally developed in the context
of 2D laser scan registration [38]. The central idea is to represent the observed
range points as a set of Gaussian probability distributions. NDT has later been
extended to three dimensions [39] and applied to the domains of 3D scan registration and loop detection [3], as well as change detection [40] and path planning [11]. One of the key advantages of 3D-NDT is the fact that it forms a
piecewise smooth spatial representation, resulting in the existence of analytic
derivatives. Consequently, standard optimization methods can be employed to
produce state-of-the-art registration of 3D point clouds using the 3D-NDT representation [41]. After registration, a complete 3D-NDT map, which can be
used for further tasks, can be created from the individual scans, using a global
network-optimization scheme.
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The 3D-NDT representation has been used and adapted to the needs of
various application scenarios. Several different approaches to estimating the set
of probability distributions contained in a 3D-NDT model have been proposed.
This section outlines some of the possible 3D-NDT estimation procedures, two
of which are evaluated in this chapter.
Assuming that a set of n point samples P = {pi = (xi , yi , zi )} with i =
1, . . . , n has been drawn from a Gaussian distribution N(µ, Σ), the maximum
likelihood estimates of the covariance and mean can be obtained from the observations:
µ=

i=n
1X
pi
n

(3.3)

i=1

M = [p1 − µ . . . pn − µ]
1
Σ=
MMT
n−1

(3.4)
(3.5)

The probability density function estimated in this manner might or might not
be a good representation of the sampled points, depending on the extent to
which the assumption of Gaussianity on P holds. In a typical scenario of points
sampled from a physical environment, a single normal distribution would not
produce a good global estimate. However, at a sufficiently small scale, a normal
distribution can be considered a good estimate of the local surface shape. Thus,
the basic principle of the NDT is to represent space using a set of Gaussian
probability distributions.
The formulation of a 3D-NDT model MNDT , using a collection of Gaussian
probability density functions, is in fact analogous to that of a Gaussian Mixture
Model (GMM). A GMM MGMM , or alternatively a 3D-NDT model MNDT ,
reconstructed from the point cloud P is defined as a set of Gaussian probability
distributions:
MNDT (P) = {N(µj , Σj )}, j = 1, . . . , nP
(3.6)
where nP is the number of Normal distributions in the model (typically nP 
|P|). The likelihood of observing a point x, generated by the model, can be
expressed as a sum of nP weighted Gaussians:
p(x ∈ Cobst ) =

nP
X

wj N(x|µj , Σj ).

(3.7)

j=1

It is important to note that Gaussian Mixture Models can be used to model
arbitrary smooth density functions, thus making it an ideal candidate for a an
accurate spatial representation. This desirable property of GMMs comes however at a price — it is not straightforward to estimate (or learn) a GMM, given a
set of input point data. The classical approach taken uses an Expectation Maximization algorithm in order to find the combination of weights, mean vectors
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and covariances that produces the smallest residual errors in predicting input
data. The EM algorithm however needs as an input the number of components
nP , which are not straightforward to guess. In this sense, the 3D-NDT provides
a different method to estimate a GMM, based on a grid discretisation of space.
To obtain an accurate 3D-NDT model, it is important to discretise space in
a way that would permit for each distribution in the set to be well supported
by the observations in P. Several possible methods of obtaining a well-fitting
estimate have been proposed and are outlined bellow.

3.3.1

Regular Grid Discretisation

One possible discretisation strategy is to split the sampled points into a grid
of regular size and to estimate a pdf for each cell. This is the most typical implementation and will be henceforth referred to as 3D-NDT with grid discretisation (or 3D-NDT-Grid). An example, comparing different grid discretisation
strategies is shown in Figure 3.1. The regular grid, shown in Figure 3.1(a), is
the simplest approach and easiest to implement. The only free parameter — the
size of the cells used, controls the maximum number and extent of the Gaussian
components.
The choice of cell size affects the accuracy and compactness of the 3D-NDT
representation and may not always be straightforward. If an overly large cell
size is used, larger portions of the environment fall inside the same cell, resulting in a blurring out of details. On the other hand, the prospect that the key
assumption of the 3D-NDT — namely, that a Gaussian pdf is a good representation of local surface shape, is more likely to be violated, as the grid resolution
is decreased, resulting in overfitting and thus over-confident estimates. In order
to use equation (3.5) (in three dimensional space), at least four linearly independent samples are needed. Thus, if the cell size used is too small, it may not
be possible to estimate a normal distribution. This behaviour can also be seen
in the illustrative Figure 3.1(a), where cells with less then three independent
samples (in two dimensional space) have no Gaussian components. Choosing a
good cell size has to be done based on a priori knowledge on the density and
type of input data, and may at times be a difficult task.

3.3.2

Irregular Grid Discretisation

Another option is to construct a 3D-NDT that uses an irregular grid discretisation, in an attempt to better account for variations in the input point cloud
data. One solution, explored earlier by Magnusson [3], is to use an Octree
data structure, which maintains a hierarchical tree structure of voxels of different volumes. An Octree is the three-dimensional extension of the well-known
Quadtree data structure. Point samples are stored in the leaf nodes of the tree,
while the parent-child structure encodes the spatial relation and is utilized in
indexing and search operations. An illustration of a Quadtree, showing the
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(a)

(b)

(c)

(d)

Figure 3.1: An example outlining the different discretisation methods for constructing
the 3D-NDT grid. A regular grid in Figure 3.1(a). An Octree irregular grid in Figure 3.1(b), with a constraint on the maximum number of point samples per cell (6
samples in this example). Figure 3.1(c) — an Octree with a flatness constraint on cells.
Figure 3.1(d) — an illustration of the Quadtree with children-parent relations shown
for each layer.
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parent-child relations is shown in Figure 3.1(d). An Octree is a straightforward extension of the concept to three dimensions, resulting in eight children
nodes for every parent. Due to differences in the sparsity and size of the data
sets processed, the choice of an optimal leaf size can vary substantially. Several
heuristics have been proposed to adaptively estimate a good cell size for each
leaf of the tree, resulting in the 3D-NDT versions outlined bellow.
Magnusson [3] proposes to use an Octree that provides a finer resolution in
places of high sample point density, while maintaining a general enough view in
areas with few points. This approach, henceforth referred to as 3D-NDT-Tree,
iteratively adds points to the corresponding Octree leafs. When a leaf contains
more then a pre-set number of points, it is split, creating new children leafs
of smaller cell size. A minimum cell size constraint is imposed, thus ensuring
that the tree depth and number of Gaussian components are within reasonable
bounds. In order to lessen the effect of remote outlier points, the implementation used in this thesis also places a maximum cell size constraint, thus limiting
the area of influence of point samples. An example of an Octree with sample
size-based splitting heuristic is shown in Figure 3.1(b). In this illustrative 2D
example, a threshold of six points is used to decide on splitting the tree leafs.
This simple strategy for adaptively adjusting the cell size produces good results
in practice.
A different cell splitting strategy, proposed by Andreasson et al. [40], makes
use of an observation on the properties of the sample point set P. In their
work on change detection, the authors note that due to the nature of the sensing process, the point samples come from the surface of the objects in the
environment. Thus, in an indoor environment, and on a small scale, most
local neighbourhoods should be flat. The authors propose to apply this observation to the obtained Gaussian components and to devise a cell splitting
heuristic that favors flat probability distributions. As noted also by Magnusson [3], three basic classes of Normal distributions can be discerned, based
on the shape of the ellipsoid, associated with the covariance matrix Σ. The
shape is governed by the eigenvalues of Σ. Assume an eigen decomposition of
Σ = Qdiag(λ1 , λ2 , λ3 )Q−1 , with the columns of Q holding the eigenvectors of
Σ, and λ1 > λ2 > λ3 > 0 being the ordered associated eigenvalues. Depending on the relation between the eigenvalues, Σ can be spherical (λ1 ∼ λ2 ∼ λ3 ),
disc-shaped (λ1 ∼ λ2  λ3 ) or line-shaped(λ1  λ2 ∼ λ3 ). Andreasson et
al. [40] propose to split the leaf cells, only if all three eigenvalues are similar
to each other and to keep lowering the resolution, until either a flat disc- or
linear-shaped Σ is obtained. An illustration of a discretisation strategy, based
on the distribution flatness principle is shown in Figure 3.1(c). A normal distributions transform, estimated using this cell-splitting strategy, will be referred to
as 3D-NDT-AdaptiveTree. In a prior work [10], we evaluated the performance
of the AdaptiveTree discretisation strategy, over a small point cloud sample
size. The tests performed were based on the same methodology, outlined in this
chapter. No significant differences between the 3D-NDT-Tree and 3D-NDT-
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AdaptiveTree representations were detected. Thus, for the more extensive tests,
performed in this chapter, we have chosen to omit the 3D-NDT-AdaptiveTree.
Following up on the main idea of the AdaptiveTree discretisation strategy,
we proposed [11] one additional cell-splitting heuristic. Although the proposed
method is also not evaluated in this section, it is important to introduce it
here for consistency, as it is used for the experiments performed in Chapter 6.
The central idea for the proposed method is to use as a splitting criterion not
the flatness, but rather the Gaussianity of the estimated probability distributions. Few statistical tests for the Gaussianity of multi-variate point samples
exist. One possible option is to use the Omnibus test, proposed by Doornik
and Hansen [42]. Although this test has good power, even for sample sizes as
low as seven points, preliminary tests using this test showed that the Gaussianity criterion was almost always violated. Thus, a different heuristic approach,
based on residual errors, was used to determine whether leaf cells should be
split. The proposed test computes a residual i = |pi − µ| for each point pi in
the considered cell, as well as a variance σ2 over the residuals of all points in
the considered cell. A measure of the model fitness is then obtained using the
variance and residual square sum:
Pn
2i
(3.8)
fit = i=1
2
σ
The proposed fitness criterion penalizes models with a high frequency of outliers, as these result in disproportionately large residuals. A smaller fitness value
indicates a better coverage of the observed points and no need to split the cell.
In the tested implementation, an empirically set threshold of 1000 is used and
all cells are further split until satisfying the fitness criterion or reaching a minimal cell size. This irregular grid discretisation method will be further referred
to as 3D-NDT-StatTree, and will be further used in Chapter 6 in the context of
path planning.

3.3.3

3D-NDT Estimation Practical Considerations

Having discussed different types of grids, useful for 3D-NDT estimation, we
should mention some additional points of interest. The 3D-NDT variations,
described in the previous subsection, all consider estimating a single Gaussian component per cell. The prior work of Biber et al. [38] uses an overlapping grid, in order to obtain overlapping Gaussian components. In three
dimensions however, the number of grids needed and the additional memory
requirements may become prohibitively high. In an attempt to obtain a similar, more continuous performance, Magnusson et al. [3] use a grid interpolation function to obtain an averaged likelihood value. Though these approaches
could produce smoother estimates, in this dissertation only the likelihoods from
the closest Gaussian components are considered. As the results in the rest of
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this dissertation will demonstrate, sufficient accuracy can be achieved by using non-overlapping Gaussian components, with an added benefit of maintaining a sparser representation. Due to the sparsity of the non-overlapping Gaussian components, likelihood queries can be answered faster, using a nearestneighbour look-up, while constructing the sparse representation can be done
with a single pass over each point in the original point set P.
A last practical consideration, worth mentioning in this section is that of
distribution inflation. As mentioned earlier, when estimating a Gaussian pdf,
the sample size and diversity play an important role. In order to get an accurate representation, it is important that enough linearly independent samples
are considered. In some cases however, all points may lie on the same plane,
resulting in an ill-conditioned estimation and a non-positive definite covariance
matrix Σ. In order to prevent such occurrences and keep the Gaussian components well defined, very thin Gaussian distributions (with a very small, or close
to zero smallest eigenvalue λ3 ) are “inflated”, by artificially setting the smallest
eigenvalue λ3 = 0.01λ2 .

3.3.4

3D-NDT Model Evaluation

After estimating the 3D-NDT map, the original points are no longer necessary
and can be disposed of. Thus, just nine values are used to represent the local
surface shape in a cell — three for the mean value and six for the symmetric
covariance matrix. This greatly reduces the storage requirements for a map,
provides for a compact representation and ensures that the size depends on
the explored area and not on the number of observed points. It is important
to note that after representing the point set as a set of Gaussian distributions,
the only information that is available from the 3D-NDT data structure are the
means and covariance matrices for each cell. An example of a point cloud and
its 3D-NDT representation is shown in Fig. 3.2.
In the rest of this chapter, the variants of 3D-NDT models evaluated are
limited to the regular grid and basic Octree discretisation strategies, with single component likelihood. While interpolated or interleaved grids offer some
advantages in terms of accuracy, the gain was not observed to be significant.
A preliminary evaluation on different Octree splitting strategies also did not
yield significant improvements, as the number of components affected by the
heuristics was found to be insignificant on the tested environments. Thus, the
following formulation of the 3D-NDT models was used for benchmarking in
the rest of this chapter.
Given a 3D-NDT model MNDT and a query point x, a probability of occupancy can be estimated, using equation (3.7) and the 3D-NDT Gaussian components. Let N(µx , Σx ) be the Gaussian component of MNDT , closest to x. We
approximate (3.7) by setting the weight wx , associated with N(µx , Σx ) to 1
and all other wi to 0. By construction, the components of MNDT are largely
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(a)

(b)

Figure 3.2: Figure 3.2(a): A point cloud acquired with a 3D laser in an indoor hallway
environment. Figure 3.2(b): 3D-NDT representation of the same point cloud. Ellipsoids
are used to visualize the Gaussian distributions in each cell. All ellipsoids are centered at
the distribution means and orientated and scaled according to the respective covariance
matrices, at three standard deviation levels.

disjoint, thus such an approximation can be reasonably made. The probability
of observing x can then be calculated as:


1
(x − µx )T Σ−1
x (x − µx )
p
p(x) =
exp −
(3.9)
2
(2π)3/2 |Σx |
p
The division by (2π)3/2 |Σx | is used to normalize p(x), thus enforcing that the
total mass of the pdf reaches one (over an infinite interval). For the purpose of
discriminating between occupied and free space this rescaling does not play a
central role and has been eliminated from the subsequent analysis. Additionally, the value of the pdf expressed by (3.9) is not a probability, but a likelihood
instead, since the probability of observing any particular value for a continuous random variable is zero. As already mentioned, this work only considers
the likelihood using the Gaussian component N(µx , Σx ) closest to x. Thus, the
results for the 3D-NDT representation evaluated represent a lower bound on
the accuracy, achievable by an approach that evaluates the complete likelihood
function (3.7).

3.4

Evaluation Methodology

As stated earlier, the objective of this chapter is to benchmark and compare different three-dimensional spatial representations. In this context, it is important
to properly define what kind of models will be considered for evaluation. In
the most general sense, a spatial representation is a mathematical model that
encodes information about the occupancy of physical space. In this dissertation
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as a whole, we concentrate on probabilistic spatial models that can provide
a likelihood of occupancy value, correspondent to any arbitrary point in R3 .
In more strict terms, we consider a model M : R3 → Ω, which associates a
probability of occupancy to any point p ∈ R3 .
An important aspect that influences the accuracy of a model M is the procedure under which the model is constructed. We make a fundamental distinction
between a spatial representation model (or only spatial representation) and a
map. To illustrate the difference between the two, consider as an example a
classical scenario — a mobile robot equipped with a 2D range sensor mapping an unknown flat floor environment. The final map of the environment is
often represented by an occupancy grid spatial model, constructed by inserting the 2D range measurements at estimated poses (position and orientation).
Thus, the accuracy of the map is tightly coupled to that of the localization
system that provided the pose estimates. On the contrary, the accuracy of the
spatial representation (occupancy grid in this case) is independent of the localization system — it is a function of how well the model handles the noise
inherent in the range sensor and how well it manages to estimate the continuous physical world, based on discrete point samples. Thus, unlike previous
works [21] [23] [24], in this chapter we will not evaluate the accuracy of a
map, but that of different spatial modeling techniques that can be used as an
underlying map representation.
In order to limit the effect of inconsistencies in the localization system, all
subsequent evaluations are performed on a single point set at a time. Assume
that a 3D range sensor measures a set of points P = {pi ∈ R3 }, with all points
calculated for simplicity in the sensor reference frame. The points P can then
be used to construct a spatial model M(P), which estimates the geometry of the
observed physical space.
A central idea in this chapter and the proposed evaluation methodology
stems from a re-formulation of the spatial representation problem. In order to
compare the accuracy of different spatial models, it is useful to view the model
M as a probabilistic binary classifier. Thus, M can be seen as discriminating
between two classes — occupied and free, returning a probability of occupancy
value p. Having re-defined the problem of comparative accuracy evaluation to
that of comparing the performance of binary classifiers, a standard approach
can now be utilized. In this chapter, a k-fold cross validation (with k = 10 as
in [28]) procedure is used to produce Receiver Operating Characteristic (ROC)
and accuracy plots for each classifier. The procedure is summarized and discussed in the next paragraphs.
The point set P is randomly partitioned into ten subsets P1 , . . . , P10 of positive example points, positioned in occupied space. Next, for each subset Pi
a corresponding set of negative example points Qi (points not belonging to
any object in the environment) is generated. The negative examples are used
to evaluate how well M represents free space. Due to the nature of range sensing devices, any point located on the line of sight between a point p ∈ P and
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the sensor origin can be considered as a free space point. Thus, Qi are obtained by subtracting a uniformly-distributed offset noffset ∼ U(nmin , nmax )
along the beam direction from the points in Pi . As will become evident later,
the choice of negative examples can induce scaling in the performed evaluation
— for example, if noffset is too large all classifiers will have a good chance of
correctly labeling the points in Qi as free space. Thus, a choice of reasonable
(nmin , nmax ) is vital to the discriminative power of the performed evaluation.
In this evaluation, that choice was tied to the expected sensor noise variance
σs — a value of (nmin , nmax ) = (3σs , 10σs ) with σs = 10mm was used in
order to ensure the values in Qi are indeed negative, yet sufficiently difficult to
classify points.
Next, nine folds of positive examples Pi : i = {1, . . . , 10, i 6= j} are used
as training data for the respective spatial models. The remaining tenth set of
positive examples and the corresponding set of negative example points (Pj , Qj )
are retained and used as queries for evaluating the model accuracy. The process
is then iterated over j, with the likelihoods of points in Pj and Qj aggregated in
vectors p̄ and q̄ respectively. Next, for any given threshold tr ∈ n[0, 1] ∈ Ω, a
crisp decision on the occupancy of a point can be made, based on its occupancy
probability stored in p̄ and q̄. The samples in p̄ correctly labeled as occupied
are considered as true positives T p. The samples from p̄ that are judged to
be free space then constitute the set of false negatives Fn. Similarly, the points
from q̄ labeled as occupied represents the false positives Fp, while the remaining
points are true negatives T n. The true positive rate (tpr) can then be calculated
as the number of true positives over all samples labeled positive by the classifier
|T p|
tpr = |T p|+|Fn|
. The false positive rate (fpr) is defined as the number of false

|Fp|
. Thus, the output
positives over all negatively labeled points fpr = |T n|+|Fp|
of the classifier can be evaluated for a given threshold value tr, producing a
corresponding point c = (tpr, fpr) on a ROC plot. Varying tr over the full
range [0, 1] results in a ROC curve that shows all the achievable performances
for the classifier M.
The proposed cross-validation evaluation approach uses points drawn from
the same point set P for training and testing of a spatial representation model.
Thus, the information carried by the training samples is used in order to predict
the occupancy of the test point samples. In order to be able to predict accurately
the occupancy of a point pi however, sufficient information of the surface shape
in the local neighbourhood of pi is necessary. Thus, an assumption on the
density of the point cloud P has to be made — samples are drawn sufficiently
densely, with respect to their local topology. In practice, it is difficult to ensure
this assumption. In the evaluation performed, the density of the point set P
is maintained through filtering of the test points used — only samples with
at least three neighbours within a radius of one meter were accepted as valid
testing points. For the data sets, used in this article, this procedure rejects a
small portion of the samples, resulting in an adequate dense test set.
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Ground Truth

Mixed Measurement

Positives/Occupied

Error Beams
Density Filtered

Negatives/Free
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(a)
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True Negatives
False Negatives
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(c)

Figure 3.3: A 2D illustrative example of the evaluation procedure. The initial range
scan and the ground truth environment are shown in Figure 3.3(a). Error beam measurements are removed and model points and test points are selected in Figure 3.3(b).
Test points without sufficiently many neighbouring samples are filtered out (density filtered points).The 2D versions of the tested spatial models, along with sample true/false
positives and negatives are shown in Figure 3.3(c). For illustrative purposes, the three
models are shown side by side, while in reality each model is constructed for the full
environment.
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A two-dimensional example of the evaluation procedure proposed is illustrated in Figure 3.3. Initially, a set of points are collected by sampling the test
environment in Figure 3.3(a). As shown in the Figure, the points may be corrupted by different sources of noise. After removal of points, that extend beyond the range of the sensor (maximum range beams), a partition into ten
subsets is performed. Figure 3.3(b) shows one iteration of the cross-validation
procedure. The nine folds used to build up models are shown as red circles,
while the remaining test points are displayed as blue squares. Additionally, at
this stage, test points that are located in isolated neighbourhoods are removed
and not considered in current evaluations. The associated negative example
points are shown as green stars, offset along the sensor beam leading to each
positive point. Finally, Figure 3.3(c) shows the result of an example evaluation
on three models — an occupancy grid, an NDT and a line mesh. For display
purposes the models in the presented example are shown side-by-side, but in the
subsequent sections evaluation is performed in series and using the same input
data for all representations. Each of the test points, generated in the previous
step, can be classified as a positive or a negative according to each of the three
models. Thus, corresponding sets of true/false positives/negatives are obtained
for each spatial representation tested.
An example of instances of the four spatial representations evaluated is
shown in Figure 3.4. The models are created using nine out of ten subsets
of points from a single range scan from the Hannover 1 data set, available
online [17]. The original points (Figure 3.7) are also shown in the subsequent
results section. Figure 3.5 shows the corresponding ROC plots obtained over
one hundred threshold discretisations for each of the four representations evaluated — the occupancy map in Figure 3.5(a), the 3D-NDT with grid discretisation in Figure 3.5(b), the 3D-NDT with Octree discretisation in Figure 3.5(c)
and the triangular mesh in Figure 3.5(d). Each of the models evaluated can be
parametrized by a grid discretisation size dsize . For the occupancy grid and the
3D-NDT-Grid, this parameter has a straightforward interpretation — it controls the size of the voxels used. For the 3D-NDT-Tree representation this is
the minimal size of the voxels associated with a tree leaf. The Octree version
tested in this evaluation allows for an irregular grid size, based on the density of the samples considered. Thus, the Octree parametrized 3D-NDT model
can contain voxels of sizes varying between dsize and dmax
size , for each of the
discretisation sizes tested. Finally, the triangle mesh representation evaluated
was also parametrized by dsize as the size of the voxels used in the meshing
algorithm [36].
Each of the ROC plots shows the performance of the respective spatial representation, for four different values of the discretisation parameter dsize —
0.2, 0.4, 0.8 and 1.6 meters. The parameter dmax
size for the Octree representation was set to two times the maximum resolution tested — i.e., to 3.2 meters.
The ROC plots presented offer an easy way to compare the performance of
any two classifiers. In general, the best-performing representation would be the
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(a)

(b)

(c)

(d)

Figure 3.4: Spatial representation models reconstructed from a point set from the Hannover 1 data set, with discretisation level of 0.2 meters. Figure 3.4(a) — an occupancy
grid model. Figure 3.4(b) — 3D-NDT model with grid discretisation. Figure 3.4(c) —
3D-NDT model with Octree discretisation. Figure 3.4(d) — triangle mesh model.

one that achieves the highest true positive rate, while keeping the false positive
rate at a minimum. As a rule of thumb, a curve that is above another curve
exhibits better performance. A random classifier would produce results along
the diagonal between (0, 0) and (1, 1) for true and false positive rates. ROC
curve connect those two end points, with points drawn for each threshold level
tr tested. Note that for display reasons, the first and last points of the curves
(thresholds of 0 and 1) are not shown, explicitly limiting the ROC curves to
stay inside the space of feasible thresholds. Overall, the best results in this example are achieved by the two 3D-NDT variants, while the occupancy grid and
triangle mesh models clearly attain a lower accuracy. Additionally, we note that
both the occupancy map and triangle mesh attain their best performance at the
lowest resolution 0.2 meters, while the 3D-NDT based methods perform better
at the 0.4 meter resolution. The effect of discretisation sizes is discussed further
in the results section of this work.
Another important parameter that can easily be evaluated with the proposed scheme is the accuracy of a spatial representation. In this context, accuracy is defined as the number of correctly classified test samples, over the

35

1

1

0.9

0.9

0.8

0.8

0.7

0.7

True Positives Rate

True Positives Rate

3.4. EVALUATION METHODOLOGY

0.6

0.5

0.4

0.3

0.5

0.4

0.3

0.2

0.2

0.2m
0.4m
0.8m
1.6m

0.1

0
0

0.6

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

0.2m
0.4m
0.8m
1.6m

0.1

0
0

1

0.1

0.2

0.3

False Positives Rate

0.5

0.6

0.7

0.8

1

1

0.9

0.9

0.8

0.8

0.7

0.7

0.6

0.5

0.4

0.3

1

0.6

0.5

0.4

0.3

0.2

0.2

0.2m
0.4m
0.8m
1.6m

0.1

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

0.2m
0.4m
0.8m
1.6m

0.1

0
0

1

0.1

0.2

0.3

False Positives Rate

0.4

0.5

0.6

0.7

0.8

0.9

1

False Positives Rate

(c)

(d)

0.9

0.2m
0.4m
0.8m
1.6m

0.8
Accuracy

0.9

(b)

True Positives Rate

True Positives Rate

(a)

0
0

0.4

False Positives Rate

0.7
0.6
0.5
Occupancy Grid

3D−NDT Grid

3D−NDT Tree

Triangle Mesh

(e)

Figure 3.5: ROC plots for the models in Figure3.4. Figure 3.5(a) — an occupancy grid
model. Figure 3.5(b) — 3D-NDT model with grid discretisation. Figure 3.5(c) — 3DNDT model with Octree discretisation. Figure 3.5(d) — triangle mesh model. Points
in the curves at which accuracy value calculations were performed are marked with
red cross signs. Figure 3.5(e) — accuracy of the tested spatial representations at the
threshold values shown in Table 3.1.
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Table 3.1: Thresholds for accuracy calculation

Spatial Representation
Occupancy Grid
3D-NDT Grid
3D-NDT Octree
Triangle Mesh

Threshold
0.5
0.05
0.05
0.01

|T p|+|T n|
number of samples altogether acc = |T p|+|T
n|+|Fp|+|Fn| . Notably, an accuracy
value is linked to a specific point on the ROC curves displayed — i.e., a particular choice of the threshold tr. Thus, a threshold value has been chosen for
each of the tested representations. The values used in this work are summarized in Table 3.1 and the associated points on the ROC curves in Figure 3.5
for each classifier are marked by red cross signs. The threshold values were
chosen empirically for the 3D-NDT representations and the triangle mesh, after evaluation on a small-scale representative test scenario. The occupancy grid
threshold value was set to the theoretical value of 0.5, traditionally used [25].
An accuracy plot for the example from Figure 3.4 is shown in Figure 3.5(e).
The classification accuracy in this case indicates how often the spatial representation can correctly predict the occupancy of a test point, given the set of
training points. Evidently, the occupancy grid performs best at low resolutions
(0.2 meters), while the 3D-NDT methods achieve the highest accuracy for a
larger grid size. This behaviour can be explained by the need for a larger number of samples in order to estimate an accurate Gaussian distribution in each
3D-NDT cell. In order to perform a thorough evaluation of the discussed spatial models, a more extensive benchmarking suite was used, results of which
are presented in the next section.

3.5
3.5.1

Results
Experiments on Simulated Data

Data Collection
Simulation environments have proved to be a powerful tool in fast prototyping
of robotic systems and algorithms. The easy access to ground truth information
about the structure of the observed environment makes a strong case for running preliminary evaluations on simulated data. However, before starting the
analysis of performance on simulated measurements, it is important to discuss
one of the largest weaknesses of simulated experiments — namely the modeling
of noise.
The measurement accuracy of range sensor devices in the real world is often
influenced by various sources of noise. When modeling such devices in simula-
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tion, it is often assumed that the noise process is Gaussian. For the purposes of
the evaluation performed in this chapter, the Gazebo simulation engine package from the Robot Operating System (ROS) [43] is used to generate simulated
point sets. The noise model available in this package also makes the assumption of Gaussianity, leading to spherical uncertainty levels on all scan points.
Sun et al. [44], however, point out that for the integrated 3D range sensor they
use, noise is neither distributed as a Gaussian, nor independently. As similar
observations can be made for other 3D range scanner models, it is important
to quantify the types of sensor noise that can be expected in a mobile robotics
scenario.
A large variety of systematic and non-systematic errors can occur in different range sensor models. As most of the real-world data sets evaluated in
the next subsection were acquired with SICK laser scanners, the subsequent
analysis will focus on this particular class of devices. Ye and Borenstein [45]
characterize the noise present in one of the most popular sensors in mobile
robotics — the SICK LMS 200. The analysis is performed on flat targets that
are mounted on a high-precision linear motion table. The range measurements
of the central laser beam are compared to the ground truth over a range of
different target placements, orientations and materials. The authors conclude
that a small linear error is present, as well as a random noise offset. The noise
variance depends on the gray level intensity of the target, as well as on the
beam angle with respect to the normal of the scanned surface, but not on the
measured distance. The noise characteristics discussed by Ye and Borenstein are
valid when scanning a flat target. As Tuley et al. [46] point out, another common error source occurs due to the so-called mixed measurements — range
values that correspond to a reflection from multiple objects. The authors identify four modes of mixed measurements pertaining to the SICK LMS 200 —
at edges, within thin structures, at floor points close to corners and internal
SICK specific. The most common problem by far occurs when scanning points
at edges of objects. Due to the physical characteristics of the laser beam, light
reflects both from the foreground and background, resulting in a measurement
that is placed somewhere in between.
In order to perform a more realistic evaluation, the error models proposed
by Ye and Borenstein [45], as well as Tuley et al. [46] were implemented. The
error model, implemented for the purposes of this evaluation, assumes two
components on the range variance — one based on inclination σinc and one
based on intensity σint . The value of σinc varies from 2mm when the angle to
the normal vector of the scanned surface is zero degrees to 5mm at 80 degrees.
For angles higher then that, an error beam is returned, in consistence with the
results reported [45]. In a similar fashion, σint varies from 2mm for white objects to 5mm for completely black objects. Additionally, mixed measurements
were implemented when the simulated laser beam was close to an edge of the
object model. The range value returned in such cases is a linear combination of
the fore- and background range, with a random mixing coefficient. The newly
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implemented error model is further referred to as full errors, distinguishing
it from the already available Gaussian errors and ground truth measurement
modes.
Three simulated environments were used in order to collect evaluation data.
For each of the discussed noise models, a data set of point clouds was collected
in each of the three environments. Two hundred different position/orientation
pairs were used for point cloud acquisition in each environment. Each point set
had a resolution of 180x100 samples, with a field of view (FOV) of 180x60 degrees. Two of the environments were standard indoor ROS/Gazebo models —
the Willow Garage office world and the Technical University Munich (TUM)
kitchen model. The Willow world is a typical office environment with varying
room sizes and corridors, but little clutter from furniture or objects. The TUM
kitchen is a smaller scale environment, featuring a kitchen cupboard and a table
with several household objects. The third test scenario — an outdoor environment representing an asphalt mill, features gravel piles, material collection bins
and large open spaces. This final model was custom developed for prototyping
in the ALL-4-eHAM project [18], which is concerned with automating a wheel
loader operating in an asphalt mill.
Results on Noisy Data
Results for the three simulated environments, under full errors noise model are
shown in Figure 3.6. The left column shows an example point scan from each of
the three data sets considered — kitchen, Willow and asphalt mill. The middle
column zooms in on the ROC plots for the mean results of each of the four
tested spatial models, over each data set. For the first two data sets, the 0.2
meter discretisation level curves are shown, while for the third set the 0.4 meter
level is shown. Finally, the accuracy box plots, at the thresholds indicated with
a cross, for each representation are shown in the last column. The mid points
of the thick bars denote the average values for each series, while the median
values are shown as a circle. The thick bar extends to the 25 and 75 percent
significance levels, while the thin whiskers show the full extent of the data, with
outliers displayed as circles.
The results for the two indoor data sets show similar performance. The occupancy grid exhibits high accuracy at fine discretisation levels, which severely
drops as the cell size increases. The two 3D-NDT representations have a higher
accuracy, but also exhibit a drop in performance for larger grid sizes. The reconstructed triangle meshes tended to perform worse then the other representations and also degraded for rougher discretisation sizes. The outdoor data
set showed similar performance of the occupancy grid and triangle mesh. The
3D-NDT representations, however, exhibited a slight gain in performance with
increasing grid size, especially between the 0.2 and 0.4 meter levels. This behaviour is due to the largely open spaces and the lower sampling density of the
outdoor set. At the lower resolution grid cells contain fewer point samples on
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Figure 3.6: Results for the four tested models, over three data sets — “kitchen”, “Willow” and “asphalt mill”. Left column: example point scans. Middle column: average
ROC curves at resolution 0.2 meters for rows 1 and 2 and 0.4m for the outdoor scene
in row 3. Right column: Accuracy mean and deviation at preset tr values.

average, resulting in poorer estimates for the mean and covariance of the fitted
Gaussian pdfs.
Noise Sensitivity
As discussed previously, the results in Figure 3.6 reflect the performance of the
spatial models on data sets corrupted with the full errors noise model. The
same experiments were also performed on the ground truth and Gaussian errors noise models. It was observed that the more complex the noise model was,
the worse were the average performances of the classifiers. Notably however,
some of the spatial models seemed to handle sensing noise better, with similar ROC curves over different noise levels. In order to evaluate which spatial
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models were least affected by the noise, a statistical testing procedure was employed.
The performance of each of the spatial representations, evaluated at a specific grid discretisation size, can be visualized as a single curve on the ROC
plot. Since a fixed number of threshold discretisations for tr is used (one hundred steps in this evaluation), a ROC curve can be viewed as 100 ordered
pairs of two numbers (tpr, fpr), associated with each threshold. By definition, the true positive rate and false positive rate associated with each classifier are independent variables. Thus, a different way of representing a ROC
curve is as two 100-dimensional vectors ti = (tpr1 , tpr2 , . . . , tpr100 ) and fi =
(fpr1 , fpr2 , . . . , fpr100 ). Next, consider the performance of a spatial representation r at some discretisation level d, over the full data set of n = 200 point
scans. The vectors ti , fi : i = 1, . . . , n can then be considered as samples,
drawn from two independent random variables T rd and Frd . The evaluation
performed in this dissertation considers four different values for the discretisation parameter d, thus the results of each spatial representation on a particular
data set can be parametrized as samples drawn from eight 100-dimensional
random vectors — four sets of true positive ti and four sets of false positive
fi vectors. Thus, the performance of a spatial model on two different data sets
can be compared by examining the corresponding random variables.
In order to evaluate the robustness to noise of the four spatial representation models considered, the probability distributions associated to each of
the respective random variables over the three data sets can be compared. If
a given spatial model handles noise well, the shapes of the probability distributions should not change substantially in between the different data sets. A
statistically sound way of performing this comparison is through the use of a
two-sample test. Given samples drawn from two random variables R and S,
the task is to test if the probability distribution behind the samples is the same.
For this purpose, a two-sample test formulates a null hypothesis that the two
sets of samples are drawn from the same probability distribution. If the null
hypothesis is rejected at some significance level α, the probability that the two
random variables R and S come from the same pdf is less then α. Although
failing to reject the null hypothesis is not equivalent to accepting it, for practical purposes the distinction is often factored out. The same approach is also
adapted for the purposes of this evaluation and failing to reject the null hypothesis is interpreted as accepting the hypothesis that the two sets of samples come
from the same pdf.
If no assumptions are placed on the class of distributions for R and S, the
most commonly used test is the Kolmogorov-Smirnov test. Although multidimensional extensions of this test exist, this chapter relies instead on the leastsquares two-sample test proposed by Sugiyama et al. [47], which has better statistical power. The method is based on a density ratio estimation of the Pearson
divergence PE(R, S). A non-parametric learning technique — unconstrained
Least Squares Importance Fitting (uLSIF), is used to acquire an estimate of the
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divergence from the samples. The statistical test [47] is based on a bootstrapping procedure. The Pearson divergence for a large number permutations of
samples from R and S is computed and used as a reference. A p-value is then
calculated by comparing PE(R, S) with the distribution of uncorrelated values,
obtained by the bootstrapping procedure. This value then represents an upper
bound of the probability that the two sets of samples are drawn from the same
distribution. Setting a significance level of α = 0.05, a crisp decision can be
made and the number of random variables that are identically distributed is
calculated.
Tables 3.2(a) and 3.2(b) show the results of comparing classifier performance on the ground truth data to the performance on the Gaussian errors and
full errors models respectively. Each table summarizes the number of times that
the samples from the respective random variables can be considered as drawn
from the same distribution. The tests are performed on all three simulated environments, thus the maximum number of identically distributed variables for
each cell in Tables 3.2(a) and 3.2(b) is three.
A first conclusion that can be drawn is that the Triangle Mesh models reconstructed behave in a completely different way on the point sets without noise
and those with. Thus, the mesh is also the representation with the largest sensitivity to noise. Additionally, by comparing the two tables, it is evident that the
full errors model induces more noise and has a greater effect on classifier performance then the Gaussian errors model. Overall, the two 3D-NDT variations
are more stable and provide statistically consistent results over the three noise
models considered. The number of times that the random variables are considered the same provides a measure of the consistency of the performance of the
evaluated spatial representations. In general, higher numbers in Tables 3.2(a)
and 3.2(b) indicate more consistent, but not necessarily good performance. For
example, the false positives of an Occupancy grid at 1.6 meter resolution are
statistically identically distributed in the ground truth and the full errors data
sets for one of the three point cloud sets (Table 3.2(b), row 5, column 4). Looking back at Figure 3.6, it is evident that the occupancy map performs almost on
par with a random classifier, for the specified resolution, thus demonstrating a
consistently poor performance.

3.5.2

Experiments on Real-World Data Sets

In order to test the performance of the four spatial modeling techniques discussed, six data sets from different real world environments were used. The
properties of these data sets are discussed bellow and summarized in Table 3.3.
Except for the “Loader” and “Moving” sets, all other data sets come from the
online University of Osnabrück 3D scan repository [17]. The remaining two
data sets were collected in the course of the automated wheel loader project
ALL-4-eHAM and represent two scenarios — a static sensor observing a machine working at an asphalt mill site and a sensor mounted on a moving au-
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Table 3.2: Number of identically distributed random variables between ground truth
and Gaussian errors(3.2(a)) or full errors (3.2(b)) data sets
(a) Gaussian Error Model

Random Variable
T OccGrid
T NDT Grid
T NDT T ree
T T riMesh
FOccGrid
FNDT Grid
FNDT T ree
FT riMesh

d = 0.2m
1
3
3
0
3
3
3
1

Random Variable
T OccGrid
T NDT Grid
T NDT T ree
T T riMesh
FOccGrid
FNDT Grid
FNDT T ree
FT riMesh

d = 0.2m
1
2
2
0
3
0
0
1

d = 0.4m
1
3
3
0
1
3
3
0

d = 0.8m
1
3
3
0
1
3
3
0

d = 1.6m
0
3
3
0
0
3
3
0

d = 0.8m
0
3
3
0
0
2
2
0

d = 1.6m
0
3
3
0
1
3
3
0

(b) Full Error Model

d = 0.4m
1
3
2
0
0
1
0
0
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Table 3.3: Data sets used for real-world evaluation

Data Set
“Loader”

Number Scans
364

Scan Points
∼ 12k

“Moving”
“Hannover 1”

78
469

∼ 10k
∼ 15k

“Hannover 2”

924

∼ 16k

“AASS loop”

60

∼ 90k

“Thermo Lab”

8

∼ 350k

Environment
outdoor, static sensor
moving objects
outdoor, asphalt mill
outdoor,
buildings & vegetation
outdoor,
buildings & vegetation
indoor,
corridors & hallways
indoor,
rooms & furniture

tonomous machine. The resulting ROC and accuracy plots for these six data
sets are shown in Figures 3.7 and 3.8, and discussed in the subsequent paragraphs.
The first group of data sets considered (shown in Figure 3.7) come from
outdoor environments, featuring large variations in sample density. The performance of the four spatial models tested are shown in the middle and right
columns of the figure. Overall, the two 3D-NDT representations have very similar performance, with the irregular grid parametrization showing slightly better
results at lower resolutions. The occupancy grid and triangle mesh representations have notably lower accuracies then the 3D-NDT models, with accuracy
peaks at the lowest resolution of 0.2 meters. The performance of both the occupancy grid and triangle mesh quickly degenerates with larger grid sizes, approaching that of the random classifier. The results of the triangular mesh also
reveal an additional limitation — a large variance in performance. This issue
is most notable for the “Loader” data set shown in the first row of Figure 3.7.
Since the scene is largely unchanged in between different point clouds in the
data set, a very low variance in performance should be expected. The occupancy grid and 3D-NDTs perform in accordance with this expectation. The
triangle mesh model, however, does not, supporting the observation that it is
more susceptible to sensor noise then the other modeling techniques. Contrary
to the triangle mesh and occupancy grid, the two 3D-NDT representations perform the best at the 0.4m resolution. This behaviour was also observed in the
simulated outdoor data set and the cause is the same — for the tested data
sets, the optimal tradeoff between having enough samples and representing a
homogeneous enough area is achieved at this resolution. Overall, results of the
four tested representations are consistent in between the four different outdoor
environments.
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Figure 3.7: Results for the four tested models, over four data sets — “Loader”, “Moving”, “Hannover 1” and“Hannover 2”. Left column: example point scans. Middle column: average ROC curves at resolution 0.2 meters. Right column: Accuracy mean and
deviation at preset tr values.
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Figure 3.8: Results for the four tested models, over the remaining data sets — “AASS
loop” and “Thermo Lab”. Left column: example point scans. Middle column: average
ROC curves at resolution 0.2 meters. Right column: Accuracy mean and deviation at
preset tr values.

The results of the four classifiers on the two indoor data sets are shown in
Figure 3.8. For both data sets, the 3D-NDT models clearly outperform both
the occupancy grid and the triangle mesh. Unlike the outdoor sets, however,
the 3D-NDT classifiers perform the best at the lowest discretisation level of 0.2
meters. This effect is due to the higher sampling density of the point clouds in
the indoor data sets — i.e., the overfitting and insufficient support size problems do not occur at low discretisations. Notably, the performance of all four
models degenerates sharply for the larger grid sizes. As the range of the sensors and size of environments indoors are typically smaller then in the outdoor
data sets, the higher discretisation sizes (0.8m, 1.6m) cover significant fractions
of the scanned environments. Additionally, in cases when a lot of environment
features are present, the key assumption made by the tested spatial representations — namely the Gaussianity/uniformity/flatness of the local neighbourhood
inside each cell, does not necessarily hold. Thus, overly large cells result in
blurring of small details and lower performance of all four spatial models.
Overall, both the outdoor and indoor tests follow the same pattern as the
corresponding tests performed in simulation using the full errors model. The
average accuracy values and their variance at all discretisation levels of all representations are very close to the corresponding values obtained in simulation.
In all tests, the best accuracy scores were achieved by the two variations of the
3D-NDT representation. For a fixed grid size, the 3D-NDT model estimates a
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higher number of parameters and achieves a better accuracy then an occupancy
map or triangular mesh with an equivalent discretisation. Additionally, the 3DNDT models tested proved to be more robust to sensor noise and varying grid
sizes, thus indicating a better overall performance.

3.6

Discussion

This chapter discussed a method for accuracy evaluation of spatial representation models in robotics. The spatial modeling problem was analyzed in a manner, decoupled from the localization task, and re-formulated as a binary classification problem. Standard techniques were then employed to compute Receiver
Operating Characteristic (ROC) and accuracy plots in order to compare the
performance of four particular spatial modeling techniques — the occupancy
grid, triangular mesh and two variations of the three-dimensional normal distributions transform.
Extensive evaluations of the proposed benchmark were performed on data
sets collected from three simulated environments, under varying degrees of
noise — both Gaussian and generated by a newly implemented error model.
The results from the comparative evaluation strongly suggest that the 3D-NDT
representation is the most robust to sensor noise and most accurate of the evaluated spatial models. The occupancy grid models on average perform better
then triangle meshes, reconstructed from noisy data. Benchmarks were also performed on six data sets from real-world environments: four of them outdoor
and two indoor data sets. The results were consistent with the performance
of the respective representations on the simulated data sets. In conclusion, the
3D-NDT representation was the most accurate in representing space over the
full range of tests performed.

Chapter 4

Sensing for Autonomous
Vehicles
4.1

Introduction

In recent years, a multitude of range sensing devices have become available
at more affordable costs. Notably, 2D laser range sensors have demonstrated
reliable performance and therefore have been widely used for both research and
industrial applications. As the complexity of application scenarios considered in
mobile robotics increases, so does the use of 3D range sensors. Although precise
commercial 3D laser sensors are available, their prohibitively high cost has
limited their use. Actuated laser range finders (aLRF) have thus been the most
widely used 3D range sensors in the mobile robotics community. Usually aLRF
sensors utilize commercially available 2D laser sensors of high accuracy and
well known precision, resulting in a reliable measurement system. Nevertheless,
aLRF sensors have several disadvantages — the lack of commercial availability
of an integrated system, slow refresh rates on the order of 0.1Hz, a high weight
and a large number of moving parts.
Several competing sensor technologies that attempt to solve the problems of
aLRF systems have been proposed. Recently, time-of-flight (ToF) and structured
light cameras have become more available and more widely used. A recently
developed class of ToF sensors operate by emitting modulated infrared light
and measuring the phase shift of the reflected signal. Typically, ToF cameras can
deliver dense range measurements at high frame rates of up to 50Hz. Structured
light cameras can produce similar measurements, using a projected pattern that
is observed by a CCD camera with a known baseline distance. Although the
ToF and structured light sensor technologies have a lot of potential for use
in mobile robotics, both are affected by several error sources. It is thus very
important to evaluate the accuracy of these emerging sensors, compared to that
of the actuated LRF.
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Over the course of development of ToF sensors, several works have evaluated their accuracy, in the context of sensor calibration. Kahlmann [48] proposes several calibration routines for the SwissRanger SR-2 and SR-3000 cameras. In order to evaluate their effect on the range measurement quality, he
proposes to scan a flat wall and compare offsets from the expected distance.
Several precisely engineered optical calibration setups, as well as a calibration
track line are also used. Linder et al. also use standard optical calibration setups (checkerboard images), in order to calibrate PMD ToF cameras [49] and
increase the accuracy of the depth measurements (the deviation of points on
a flat wall target is used as a performance metric). Fuchs et al. [50] evaluate
distance accuracy using a modified checkerboard pattern and a pair of ToF
cameras mounted on an industrial manipulator. Chiabrando et al. [51] perform a comprehensive evaluation of the SR-4000 ToF camera, also using a
pre-fixed optical calibration pattern and a tilted calibration board. While these
setups constitute an important test case for ToF cameras, they do not capture
the complexity of typical uncontrolled environments encountered by mobile
robots. May et al. [52] consider several real-world environments and measure
the distance to well known objects in these setups, resulting in a more complete accuracy evaluation. Several works have also implicitly evaluated the accuracy of ToF ranging systems by considering their utility in the context of
mapping [53] [54], obstacle avoidance [55] and object modeling [56].
Prior work dealing with the accuracy of ToF systems has uncovered complex
error sources. Features of the environment, such as dark textures, sharp edges,
foreground objects and distant bright objects, all introduce measurement errors
in the obtained ranges. Although investigations into structured light camera accuracy are lacking, similar complexity of the error sources can be expected.
Thus, the evaluation of both ToF and structured light cameras in strictly controlled environments and engineered test scenarios may not properly reflect on
their performance in a real world setting. It is therefore important to develop a
procedure for a holistic evaluation of novel range sensing devices for the purposes of mobile robotics applications.
In this chapter, we closely follow the results presented in our article [9].
Prior to the publication of that article, no similar comparisons had been reported in literature. A recent work by Wong et al. [57] presents a thorough
evaluation of several range sensors in an underground mine environment. The
authors perform an analysis, based on the properties of surface patches, estimated in dense regions of the point cloud samples they evaluate. Although the
comparison methodology Wong et al. use differs significantly from the one discussed in this chapter — it is based on the average variance of point samples
from the extracted surface patches, there is a similarity in the overall strategy of
evaluation without ground truth data. In this chapter, we extend the methodology for spatial representation accuracy evaluation from Chapter 3 to perform
a comparison of range sensor measurements. Three integrated 3D range sensors — the SR-4000 and Fotonic B70 ToF cameras and the Microsoft Kinect
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structured light camera are compared to a standard aLRF sensor. This chapter
proceeds with a description of the accuracy evaluation approach. Section 4.3
describes the test setup and evaluation environments considered. Section 4.4
presents an analysis of the obtained results, followed by a summary of the major contributions.

4.2

Accuracy Evaluation

In order to objectively compare the performance of different 3D range sensors,
a well-defined framework is needed. It is also important to define well-formed
comparison criteria and obtain meaningful, easy to interpret statistical results.
The main objective of this chapter is to propose a method to compare the accuracy of range measurements in an uncontrolled environment, closely related
to the application scenario in which the sensors are to be used.
The information returned by 3D range sensors consists of discrete samples
from a real world environment. Due to differences in sensing methodology,
position and orientation of the devices, the discrete points obtained by each
sensor do not correspond to precisely the same physical locations. Thus, a simple, per-point distance error would not be an accurate measure of the discrepancies between different sensors. Rather, in order to compare a test point set
Pt to a reference measurement Pr , a continuous model of the test scan M(Pt )
should be used (note that M(X) is used to denote the spatial representation
model, constructed using the input data X). The model M should be capable
of representing the occupancy of any arbitrary point in the field of view of the
sensor. Several alternative probabilistic modeling techniques could be used for
constructing M. Building on the results in spatial representation accuracy evaluation from Chapter 3, the Three-Dimensional Normal Distributions Transform
(3D-NDT) was chosen for constructing the model of the tested sensor data
MNDT (Pt ).

4.2.1

Comparing Range Sensor Accuracy using the 3D-NDT

In order to evaluate the accuracy of a set of sensor measurements, the spatial
representation evaluation procedure from Chapter 3 is used in a manner, modified to reflect the needs of comparative sensor evaluation. The proposed evaluation procedure assumes a reference 3D sensor, which produces a reference
point cloud Pr . Additionally, an evaluated 3D sensor produces a set of distance
measurements, stored in a test point cloud Pt . First, the 3D-NDT model of
the test point cloud MNDT (Pt ) is constructed. The reference point set measurements Pr are then considered as a set of positive examples of occupied space
in the environment. Next, a set of corresponding negatively classified points Qr
can be generated, using Pr . For each point in Pr , a random offset of between
3σs and 10σs meters along the beam direction is subtracted. The choice of σs ,
as discussed in the previous chapter, can influence the scaling of the results and
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hence also the discriminative power of the test. As in a large portion of tests,
an aLRF system was used as a reference, the value of σs was chosen to be the
theoretical variance of the SICK LMS200 sensor, as reported by the manufacturer. This method of generating free space samples is consistent with the sensor
output, as each point in Qr is located between the reference sensor origin and
a corresponding reported obstacle point from Pr . Next, all points in Pr and Qr
are tested for occupancy, using the model MNDT (Pt ).
In a manner, similar to the one in Chapter 3, the number of true and false
positives/negatives can then be calculated and plotted on a ROC curve. The
samples in Pr , correctly labeled positive, represent the true positives. The negatively labeled samples from Pr are false negatives. Similarly, the positively
labeled points from Qr constitute false positives, while the remaining points are
true negatives. Following the procedure, outlined in Chapter 3, the true positive rate (tpr) can be calculated as the number of true positives over all samples
labeled positive by the classifier (true positives and false negatives). The false
positive rate (fpr) is defined as the number of false positives over all negatively
labeled points (false positives and true negatives).
The comparative evaluation procedure is illustrated in Figure 4.1. The scenario considered is similar to the illustration of the procedure in Figure 3.3
from Chapter 3. Consider the output rays of two range sensors (Figure 4.1(a))
— a reference sensor in black and a test sensor shown in green. The points from
the test sensor are used to construct a 3D-NDT model MNDT (Pt ), shown as
a set of green ellipses in Figure 4.1(b). Next, the rays of the reference sensor,
that fall within the field of view of the test sensor, are used to generate a set of
positive and a set of negative examples (Figure 4.1(c)) and classified according
to the tested model (Figure 4.1(d)).

4.3

Evaluation Methodology

Using the evaluation procedure proposed in Section 4.2.1, any number of sensors can be compared against a ground truth reference scan. In this chapter
we consider four different 3D range sensors, mounted on a mobile platform.
The sensor setup and sample output point sets, used in our previous work [9]
are shown in Figure 4.2(a). For the purposes of this analysis, the setup was
modified and placed on a mobile robot, as shown in Figure 4.2(b).
In order to use the evaluation methodology previously presented, the output point clouds have to be placed in a common reference system. One possible
method for extrinsic sensor calibration would be to consult the data sheets and
then precisely measure the relative displacements and orientations between the
coordinate systems, corresponding to each of the evaluated sensors. The main
disadvantages of this approach are that it lacks robustness to changing the sen1 According to official specifications. The sensor can, in some conditions obtain (noisy) measurements of targets at up to 7 meters.
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Model Points

Sensor 2 (test)

Sensor 1 (reference)

(a)

(b)
Positives/Occupied

Negatives/Free

True Positives
True Negatives
False Negatives
False Positives

(c)

(d)

Figure 4.1: An illustration of the comparative evaluation procedure for sensor accuracy.
The output of the two sensors is shown in Figure 4.1(a). A 3D-NDT model of the test
scan is constructed and shown in Figure 4.1(b). A set of positive and negative points
are generated from the reference sensor in Figure 4.1(c) and then classified according to
their occupancy in Figure 4.1(d).

Table 4.1: Sensor Parameters

FOV
Points
Max Range
Frame Rate

aLRF
180o × 90o
∼ 190k
8m
0.1Hz

Kinect
57o × 43o
225k
3.5m1
10Hz

SR-4000
43o × 34o
25k
5m
35Hz

Fotonic B70
70o × 50o
19k
7m
25Hz
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(a)

(b)

Figure 4.2: Sensor setup used for the presented evaluation. An actuated SICK LMS-200,
a SwissRanger SR-4000, a Fotonic B70 and a Microsoft Kinect camera were all mounted
on a mobile platform. The resulting point sets were registered in a common reference
system and used for evaluation.
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sor configuration and that small errors in the orientation can be made easily,
resulting in large discrepancies of the obtained measurements. Another possible option is the use of a calibration pattern. Due to the large amounts of noise
present and low resolution of some of the sensors, this also is not a feasible alternative. Thus, the sensors were registered together directly using the obtained
range measurements and the 3D-NDT registration algorithm, discussed in detail in Chapter 5. In order to ensure the best-fitting transformation between
sensors, the 3D-NDT registration was performed independently for every set
of point clouds collected.
Several procedures for intrinsic parameter calibration of ToF sensors have
been proposed [48]–[50]. Prior work on the SR-4000 sensor [51] has, however,
concluded that most of these procedures have been performed by the manufacturer and are not necessary. Notably, one of the evaluation scenarios presented
(Section 4.4.1) could further be used to improve the calibration parameters
and internal noise models of the evaluated sensors. While such an investigation
could be of interest in correcting the internal sensor errors, it would not offer
insights into environment-induced discrepancies and will not be further pursued in the evaluation presented in this chapter. Thus, an out-of-the-box testing approach was used, with no further sensor-specific filtering or noise removal
techniques employed. Factory settings were used for all sensors, with automatic
parameter estimation enabled whenever possible. The Fotonic camera was used
in 25Hz mode, with four samples used to estimate each pixel depth and two
alternating modulation frequencies. The aLRF data was re-constructed, using
position data from a Schunk M5 PowerCube actuator, with velocity interpolation between data points. Additionally, mixed measurements in the laser data
were filtered, using a threshold on incidence angle and a second-order condition on the range. The fields of view (FOV) and average data rates from each
of the evaluated sensors are summarized in Table 4.1.
Once all sensor data has been reliably registered in a common reference
frame, the accuracy of the range measurements can be evaluated. As ground
truth geometrical models of uncontrolled indoor environments are generally
not available, the most crucial component of this evaluation is performed using as a reference measurement set the point samples obtained by the actuated
laser scanner. It is important to note that the major contribution of this chapter
is precisely the comparative sensor evaluation in uncontrolled, semi-structured
environments, as described in Section 4.4.2. In order to demonstrate the feasibility of using the aLRF measurements as a reference set, however, several
tests in a controlled environment were also performed (See Section 4.4.1 for
details). Using simplified sample scenes, we are able to manually construct a
ground truth geometrical model (See 4.4) and use it in the subsequent evaluation. The proposed evaluation procedure is then applied two times — once
using the known ground-truth point clouds as a reference, and once using the
actuated laser range finder data. This test of the comparative evaluation strategy in a ground-truth enabled environment was done in order to demonstrate
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(a)

(b)

Figure 4.3: Sample point cloud output from one of the controlled environment scenarios.
Four sensors produce measurements, shown in different colors in Figure 4.3(a) — red
for the aLRF, green for the Kinect, blue for the SR 4000 and cyan for the Fotonic B70.
The ground-truth reference measurement set is shown in white. After registration, the
fields of view of the sensors are limited to include only the overlapping areas, visible by
all of the devices — Figure 4.3(b)

the validity of the proposed evaluation in an environment without a ground
truth model.
A sample output of the four test sensors considered in this work, along with
a corresponding set of ground truth measurements, are shown in Figure 4.3(a).
Although the sensor measurements have already been registered, differences
between the point clouds still remain. Apart from the sensor-specific noise,
which is the object of this evaluation, two additional interfering factors are
still present and may influence the results of the evaluation procedure. The
first source of differences is due to the different points of view of each sensor.
Combined with occlusions by parts of the environment, this effect is difficult to
model or eliminate and can only be alleviated by constructing sensor set-ups,
in which the sensors are mounted closer to each other. The second source of
differences stems from the different fields of view of the evaluated sensors. In
the example in Figure 4.3(a), clearly not all of the sensors cover the full environment. This difference in FOV can lead to a bias in the evaluation, if not
properly handled. For example, if the reference points (shown in white in the
Figure) from top of the figure are used as positive examples, this would provide for an unfair advantage to the aLRF sensor (output shown in red). Thus, a
restrictive approach was adopted to only select the overlapping parts of the sen-
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sor data for evaluation, based on the expected distance to the observed targets.
An example output, after FOV adjustment, is shown in Figure 4.3(b).

4.4

Results

As mentioned previously, two distinct sets of experiments were performed in
the context of this work. In the first set of experiments (Section 4.4.1), tests
were performed in environments with precisely known geometrical properties.
In the second part (Section 4.4.2), evaluations were performed relative to the
actuated LRF scanner — the sensor with the best accuracy record. Naturally,
the range data collected for the purposes of the first evaluation is used also in
the second part of this section.
A major role in the experiments performed is given to the scenario of scanning goods, stacked in a mock-up of a standardized logistics container. This application scenario is motivated by the currently on-going EU project “RobLog
— Cognitive Robot for Automation of Logistic Processes”. In the context of
the RobLog project, different stackable goods have to be autonomously perceived, recognized and subsequently unloaded from a standard container, in a
reliable and scalable manner. As the success of operation of the RobLog system
hinges in accurate geometric models, the significance of accurate and reliable
dense range measurements is evident.
In order to assess the performance of the three novel range sensing devices
in the context of the RobLog application domain, tests were performed on a set
of representative scenarios. Six distinct set-ups (Figures 4.4 and 4.6) were constructed by placing different goods inside a 2.4 × 2.4 meter wooden container.
In an attempt to cover the most typical types of industrial goods transported
in a logistics scenario (See [58]), the tested goods included boxes of various
size, tires and coffee sacks. The sensor acquisition platform (Figure 4.2(b)) was
placed at six distinct positions — starting at the front of the container and
offset by 0.5 meters. At each position, five point scans were collected by each
sensor and stored for further evaluation. In addition to the logistics scenario,
the 3D range sensors were also compared in a more traditional mobile-robotics
application. The mobile platform was driven to 30 different locations in the
laboratory environment in Figure 4.9, with two point clouds sampled at each
location. The resulting analysis is more suited to a generic indoor robotics scenario, featuring a broad range of objects and varying distances between the
sensors and the scanned targets.

4.4.1

Evaluation in a Ground-Truth Enabled Scenario

Three distinct set ups, placed inside the mock-up container were used for evaluation in this section. In this scenario, only boxes and tires were used, due
to the relative ease of modeling. The three scenarios, respective rendered 3D
models (created using Blender [59]) and sample point cloud data are shown in
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Figure 4.4. The ROC plots, obtained using the proposed evaluation procedure
are shown in Figure 4.5. Each of the three graphs corresponds to the ranges of
performance attained by each of the four sensors as shaded areas. Additionally,
a per-point mean squared error metric is computed for each of the evaluated
scan pairs and also plotted in Figure 4.5. The performance of the evaluated
sensors on all three set-ups is discussed in the following paragraphs.
Figures 4.5(a)—4.5(c) show the ROC curve areas associated with each of
the four sensors. As discussed previously, the performance of a 3D-NDT model
MNDT (X), constructed from a point set X, corresponds to a curve on a ROC
plot. Thus, when considering N point clouds, collected at different positions
in the environment, N ROC curves are produced by each sensor. The areas
shown in Figures 4.5(a)—4.5(c) are centered around the average of all N ROC
curves, associated to each sensor. The width of the displayed areas show one
standard deviation bounds, around the mean ROC curve for each sensor. As
in the previous section, a ROC plot shows all the attainable performances for
a respective spatial models M, when varying a threshold on the probabilistic
model output. For a 3D-NDT model, as the one used in this work, the threshold
is chosen in such a way as to obtain a performance, close to the upper-right
corner of the curve. In the presented plots, the middle of the upper-right end
of each ROC area corresponds to the average-case performance of a 3D-NDT
classifier, with a threshold value of 0.01 — a reasonable choice in a real-world
3D-NDT mapping application.
Figures 4.5(d)—4.5(f) show mean squared error (MSE) plots, over all point
clouds used in the ROC plot evaluation. Note that a total of 30 point clouds
were collected by each sensor, but the number of point clouds used in the evaluation varies between scenarios. Some point cloud tupples were retained from
evaluation, due to one of two reasons — a wrong registration or a lack of data
points. The first problem — wrong registration, occurs when one of the sensor
point clouds is not properly aligned to the reference data. As such occasions
are rare and data was collected in a redundant fashion (five point clouds for
each position), the wrongly registered tupple was removed from further evaluations. The second problem — lack of data points, was encountered at several
of the chosen positions. The logging software used (the utility rosbag from
the ROS suite) occasionally did not record any point clouds from the Kinect
sensor. Thus, several positions were not considered at all in the evaluation. Figures 4.5(d)—4.5(f) show the MSE of each of the sensors at the used positions.
Distance to the target increases on average after every five trials, shown on the
x axis. The MSE was computed by comparing every test sensor point to the
closest reference sensor data point and is indicative of the variance and bias in
each sensor.
By analyzing the plots in Figure 4.5, several conclusions can be drawn.
• The aLRF sensor exhibited the highest true positive rate, while keeping
the false positives to a minimum, over all three scenarios. While this result
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(a) “Container 1”

(b) “Container 2”

(c) “Container 3”

(d)

(e)

(f)

(g)

(h)

(i)

Figure 4.4: Three setups of different stackable goods, placed in a mock-up container. The
resulting data sets are labeled “Container 1” — “Container 3”. Sample photos (4.4(a)4.4(c)), 3D model views (4.4(d)-4.4(f)), as well as sample point clouds from all sensors
(4.4(g)-4.4(i)) are shown. In the last row, point clouds are colored as follows: aLRF —
red, Kinect — green, SR4000 — blue, Fotonic B70 — cyan and reference 3D-Model —
white.
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(a)

(b)
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Figure 4.5: Results from the evaluation procedures in a ground-truth enabled scenario.
ROC plots for the three setups are shown in Figures 4.5(a) to 4.5(c). The areas signify the
variance around the mean ROC curves, produced by each sensor model. Mean squared
errors (MSE) plots at each of the sampled point clouds are shown in Figures 4.5(d)
to 4.5(f).

was expected, the true positive rate is not optimal and leaves room for
improvement. Looking at the MSE plots for the aLRF system, the errors
recorded are also higher then expected (but within the limits of the SICK
LMS200 according to the data sheet). The errors are particularly higher in
the cases when the distance to the target is greater (higher trial number).
One possible explanation for this behaviour of the aLRF system is due to
non-overlapping regions of the environment and occlusions in the ground
truth set. The production of accurate and well-overlapping data from the
reference models has proven to be a difficult task in this work and makes
a case for comparing sensors directly to each other.
• The Kinect and SR4000 sensors exhibit similar performance, with largely
overlapping ROC areas and MSE curves, though the Kinect performs
slightly better. Notably, the SR4000 sensor was used in a conservative
manner, with internal filtering of low-confidence and low amplitude points.
Thus, while the SR data has statistically similar errors, the sample size is
much lower then that of the Kinect.
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• The Fotonic B70 ToF camera exhibited the highest MSE rates and a
slightly lower ROC curve performance. While the high variance and noise
in the Fotonic B70 samples are evident, a large portion of the noise manifests as spurious error measurements. An intensity-based filter, like the
one present in the SR4000, would likely reduce the frequency of such
spurious measurements and substantially decrease the MSE for this sensor.

4.4.2

Evaluation in an Uncontrolled Environment

In addition to the three precisely known setups from the previous sub-section,
three more complicated setups were installed in the mock-up container. Pictures
of each of the three scenarios, along with sample point clouds from the test
data sets are shown in Figure 4.6. Notably, these three additional scenarios
include more chaotic object arrangements and more difficult to model objects,
like coffee sacks. The results of the evaluation procedure are summarized in the
same way as in the previous subsection and shown in Figure 4.7. In order to
generate these plots, the aLRF point clouds were used as a reference scan (Pr ).
The results of all six setups are discussed in the following paragraphs.
Figures 4.7(a)—4.7(f) show the ROC plots and MSE curves for the same
three scenarios, considered in the previous subsection. As a difference from
Figure 4.5, the reference sensor information does not come from a groundtruth geometrical model. Instead, the aLRF point clouds are used as a reference
scan, against which all other sensors are compared. As the ROC plot scales are
kept the same, it is easy to compare the performance of the sensors to the results
obtained in the previous subsection. First, the aLRF sensor naturally performs
much better, as the data from that sensor is used both for model construction
and for testing. Thus, the aLRF results are only shown to give an indication of
the best possible achievable performance and provide a baseline for the other
three sensors. All three sensors evaluated show a spread in the achieved results,
larger then the one registered in the previous subsection. The overall trends are,
however, similar, with a notable degradation of results at greater distances from
the target. The SR4000 obviously can attain the best results, noted as before,
however, over a sparser point sample. The performance of the Kinect sensor,
compared to the SR 4000 and Fotonic B70 is worse then in the corresponding
ground truth evaluation, notably so at greater distances from the target scene.
Figures 4.7(g)—4.7(l) show the ROC and MSE plots for the remaining
three, more challenging scenarios. Overall, the performance of the three integrated range sensors is consistent with the results, obtained on the previous
three setups. Scenarios four and six result in slightly lower performance for all
of the evaluated sensors, with a notable degradation of the SR4000 in both
ROC and MSE plots for the fourth container scenario. A large role for the
higher errors in these two scenarios is the fact that most of the objects in both
scenes are located in the back of the container, thus effectively increasing the

60

CHAPTER 4. SENSING FOR AUTONOMOUS VEHICLES

(a) “Container 4”

(b) “Container 5”

(c) “Container 6”

(d)

(e)

(f)

Figure 4.6: Photos (4.6(a)-4.6(c)) and sample point clouds (4.6(d)-4.6(f)) from the three
uncontrolled container goods setups. The resulting data sets are labeled “Container 4”
— “Container 6”.

distance to target. The results for container scenario four were also generated
from fewer point scans — only those at distance 1, 1.5 and 2.5m from the
front of the container, due to the problem with logging Kinect data discussed
previously. The high errors in the SR4000 performance occurs at distance of
1.5 and 2.5 meters from the front (or 3.9 and 4.9 meters from the back) of the
container and close to the theoretical maximum sensor range.
As noted previously, many of the errors in the three evaluated sensors stem
from the high distance to the target. Thus, a separate evaluation, only considering point clouds collected at ranges of up to 1m from the front of the container,
was performed. The ROC and MSE plots, generated from the low-range scans
of all six setups, are shown in Figure 4.8. The mean squared errors for each of
the scans are relatively low, as expected by consulting the individual MSE plots
from Figure 4.7. The difference can, however, be best spotted in the ROC plots
for each of the sensors, as shown in Figure 4.8(a). All three sensors achieve
higher maximal true positive rates, and a lower overall variance. The change is
most visible for the Kinect sensor, whose performance improves considerably,
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Figure 4.7: Results of comparison in uncontrolled environments. ROC plots for containers 1-3 in 4.7(a) to 4.7(c) and 4-6 in 4.7(g) to 4.7(i). MSE plots over all scans in
4.7(d) to 4.7(f) and 4.7(j) to 4.7(l) respectively.
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Figure 4.8: ROC plots (4.8(a)) and MSE plots (4.8(b)) over all point scans in the “Container 1” — “Container 6” data sets at less then 1m from the front of the container.

outperforming the Fotonic B70 and closely matching the average performance
of the SR4000.
In addition to the presented evaluations of scenarios in automated unloading of containers, a traditional mobile robotic application was also evaluated.
A similar evaluation was previously reported in our article [9]. Due to a problem with the timing of sensor messages, the evaluation we reported previously
was done with a sub-optimal aLRF reference data. Thus, the experiment was
replicated and data collection was done anew, with an improved driver for the
aLRF sensor. Sixty-two point clouds from thirty-one different positions in a
laboratory environment were collected. Example registered point-clouds and
panoramic photos from the environment are shown in Figure 4.9. Four of the
point cloud sets collected failed to produce a good registration match and were
eliminated from the subsequent analysis.
The ROC and MSE plots, stemming from this evaluation, are presented in
Figure 4.10(a)—4.10(b). Looking first at the MSE plot, a large variety of errors
can be seen at different scans. As there is no upper limit on the range to the
targets in the lab scenario, no direct range-to-error correlation can be noted. It
is, however, obvious that a correlation between the errors of the sensors exists
— when one of them reports a high MSE, so do the other two. Judging just by
the MSE plots, the error is highest in the SR-4000, with similar performance
of the other two sensors. The ROC plots in Figure 4.10(a) also testify to a
large variance in sensor performance and a generally worse accuracy then in the
container scenario. All of the evaluated range sensors have a large variance. The
SR-4000 and Kinect have similar average case performance, while the Fotonic
camera has higher true and false positive rates.
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Figure 4.9: Evaluation in an uncontrolled lab environment. Top: Two example sets of
point scans from the environment. Bottom: Two omni-directional images from the laboratory environment, used for evaluation in Section 4.4.2, courtesy of prior work on
change detection by Andreasson et al. [40]

Following the logic from the previous scenario, a separate evaluation was
performed while the maximum target range was kept to three meters. The
ROC and MSE plots of the proposed evaluation are shown in Figure 4.10(c)—
4.10(d). The MSE plots described show a lower MSE error for the Fotonic and
Kinect range scanners. The errors associated with the SR-4000 ToF camera,
however, do not decrease much. This is due to the effect of backfolding present
in the SR-4000 data in more open spaces. Due to the use of a single modulation
frequency, the SR-4000 sees reflective objects at x + 5 meters as low-intensity
objects at x meters (where x ∈ [0, 5]). Simply removing long-range points does
not actually influence this type of error. The ROC plots, associated with each
sensor also support this conclusion, since the Fotonic B70 and especially the
Kinect sensor perform much better at low range targets, while the SR-4000
even shows a decreased accuracy (errors due to backfolding seem to be most
severe for values of x around 2 meters). Thus, the results suggest that for applications in which low-range scanning is sufficient, the Kinect and Fotonic B70
sensors can be a viable high frame rate alternative to aLRF systems.
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Figure 4.10: ROC plots (4.10(a)) and MSE plots (4.10(b)) over all point scans collected
from the lab environment. Errors vary substantially between scans. ROC plots (4.10(c))
and MSE plots (4.10(d)) for lab environment with range measurements above 3 meters
filtered out. Accuracy is much higher at low ranges, with lower MSE errors and higher
true positive rates.

4.5

Discussion

This chapter presented a comparative evaluation of three integrated 3D range
cameras. A novel evaluation methodology, based on the results in spatial representation evaluation presented in Chapter 3, was used to compare the outputs
of the three cameras. The proposed approach offers easy to interpret statistics
for the accuracy of different sensors, compared to a set of reference range observations. In simple environments, hand-crafted precise geometric models can
be used to evaluate absolute sensor performance. In addition, a sensor with
known performance can be used to collect reference measurements in arbitrarily complex application scenarios. A direct comparison of the ranges obtained
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with a different sensor can then be performed, allowing for further analysis of
the usability of novel range sensors. The proposed methodology does not make
any assumptions about the operational principle of the evaluated range sensors
and can thus be used for generic benchmarking of newly available devices.
The accuracy of three integrated 3D range sensors — the SwissRanger SR4000 and Fotonic B70 ToF cameras and the Microsoft Kinect structured light
camera, was compared to that of an actuated laser range sensor. The three devices evaluated can deliver high frame rates and dense range measurements, but
none of them features an accuracy similar to that of the laser system. A notably
different conclusion can be reached when explicitly considering environments
of constrained size. When all range measurements are concentrated within a
sphere of radius 3 meters, the Microsoft Kinect sensor has an accuracy, closer
to the one obtained by the actuated laser sensor. Accordingly, when considering smaller environments the Kinect sensor can be directly used as a high data
rate, rougher accuracy substitute of an aLRF system. On the other hand, if the
expected range to the targets of interest is higher than three meters (as is often
the case i mobile robotics applications), the SR-4000 and Fotonic B70 sensors
would be better choices then the Kinect.

Chapter 5

Using 3D-NDT for Registration
and Map Building
5.1

Introduction

The previous two chapters of this dissertation discussed the problems of sensing
and modeling the geometrical properties of the world. In this chapter, we further develop a system that utilizes the 3D-NDT and geometrical range data
to produce maps of a robot’s operational environment. As discussed previously, modern range sensing devices can be used to obtain a set of distances
to discrete 3D points in the immediate surrounding of the robot. While a robot
moves through the environment, it acquires multiple such sets of points, or
point clouds. In this chapter we deal with the problem of fusing multiple point
cloud measurements in a consistent model of the explored space.
Point set registration — the task of finding the best fitting alignment between two sets of point samples, is an important component of mobile robotic
mapping systems. A fast and reliable registration algorithm is key to building
accurate 3D geometrical maps. With the development of higher-bandwidth 3D
range sensors, as discussed in Chapter 4, the design of faster and more accurate
registration algorithms is becoming increasingly important. Thus, the registration problem will be the major topic of interest in this chapter.
Rigid body registration algorithms can generally be partitioned in two sets
— global and local, depending on the search method they employ. Local methods rely on the assumption that a sufficiently good initial guess for the relative
position and orientation between the two point sets is available. Global methods, on the other hand, are usually based on local geometrical features that
can be uniquely matched, without any assumptions on the initial state (see for
example Rusu et al. [60], Pathak et al. [61].)
One of the most influential algorithms for point set registration in three
dimensions — the Iterative Closest Point (ICP) method [62] belongs to the local
optimization methods class. ICP is simple to implement and often converges to
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the correct solution. Many modifications of ICP have been proposed (Nüchter
et al. [63], Granger et al. [64], Segal et al. [65] for example) in order to improve
the algorithm’s robustness to outliers, its convergence speed and to reduce the
bias towards maximizing scan overlap.
An alternative local optimization 3D point set registration method is based
on the Three-Dimensional Normal Distributions Transform (3D-NDT) — a
special case of a Gaussian Mixture Model (GMM) with uniform weights and
largely disjoint components. The registration system presented in this chapter
builds upon previous work in 3D-NDT registration by Magnusson [3], which
demonstrated that the 3D-NDT is a compact spatial representation that can be
used for state-of-the art 3D point set registration. This chapter presents in details a novel Distribution-to-Distribution 3D-NDT registration algorithm [7],
which minimizes the L2 distance between 3D-NDT models and demonstrated
its utility in performing point set registration through an extensive evaluation
on standardized data sets. Additionally, this chapter also details two extra aspects of the 3D-NDT registration framework — namely the choice of a good
initial starting point for the iterative optimization algorithm and the estimation
of a covariance, representing the expected error in a solution obtained by the
proposed algorithm.
The next section reviews the 3D-NDT registration algorithm as proposed
by Magnusson [3]. Section 5.3 then overviews the related work in registration
of Gaussian Mixture Models and discusses in detail the proposed 3D-NDT
Distribution-to-Distribution (D2D) registration algorithm. Section 5.4 reviews
prior work on the 3D-NDT Histogram — a global descriptor, initially proposed
as a tool for loop closure detection in SLAM systems [66]. An algorithm for
finding good initial pose estimates, based on the 3D-NDT Histogram is then
devised. Section 5.5 discusses the problem of estimating an error covariance for
the solutions obtained by the proposed 3D-NDT Distribution-to-Distribution
registration algorithm. Finally, Section 5.6 evaluates the performance of the
proposed registration algorithm and its components, using standard real-world
and simulated data sets.

5.2

Point Set Registration with the
Point-to-Distribution 3D-NDT Algorithm

Let F and M be two point sets, taken from partially overlapping portions of
the environment. Additionally, we define F to be a fixed reference, while M
to be a moving point set. The registration task estimates the parameters Θ of
a transformation function T , such that T (M, Θ) is consistently aligned with
respect to F. Previous work by Magnusson [3] has proposed to first construct
the 3D-NDT of the fixed model point set MNDT (F). The likelihood that a point
x is generated from MNDT (F) is then defined by (3.7) and re-written as:

5.2. POINT SET REGISTRATION WITH THE POINT-TO-DISTRIBUTION
3D-NDT ALGORITHM

p(x|MNDT (F)) =

nF
X

wi N(x|µi , Σi ),

69

(5.1)

i=1

where nF is the number of Gaussian components of the 3D-NDT model of the
point scan F. The likelihood that the set of points M is generated by MNDT (F)
can be written as:
p(M|MNDT (F)) =

|M|
Y

p(mj |MNDT (F)),

(5.2)

j=1

where mj iterates over all points in M. The 3D-NDT-P2D registration algorithm [3] minimizes an approximation of the negative log likelihood function
of p(T (M, Θ)|MNDT (F)), over the space of transformation parameters Θ:
p̃(M|MNDT (F)) = −

|M|
X

log p(mj |MNDT (F)).

(5.3)

j=1

For consistency, the weights of all Gaussian components in equation (5.1) should
be set uniformly — i.e., wi = n1F . As noted previously, for each query point x
in equation 5.1, a reasonable approximation is to only consider the Gaussian
component N(µx , Σx ), closest to x. Thus, wi = wx = 1 when i corresponds
to the closest Gaussian component and wi = 0 otherwise. Magnusson [3] also
proposes an interpolated version of the objective function, which takes into
account several close Gaussian components. The interpolated objective is not
considered in this thesis and will be explored in future works. Finally, after approximation and re-organization of terms, the registration problem is posed as
minimizing the objective function:

fp2d (M, F, Θ) = −d1

|M|
X
j=1

exp

−d2
(T (mj , Θ) − µm )T Σ−1
m (T (mj , Θ) − µm ),
2

(5.4)
where d1 and d2 are positive regularizing factors, j iterates over all points mj
in the moving scan M and (µm , Σm ) are the parameters of the normal distribution in MNDT (F), closest to the transformed current point T (mj , Θ). The
objective fp2d is doubly differentiable with analytic expressions for the gradient
and hessian.
This approach of registering points to 3D Gaussian Distributions produces
good registration results, using standard non-linear optimization methods. The
Point-To-Distribution (P2D) registration algorithm described above operates
on a number of (possibly subsampled) data points from the moving scan M.
It is, however, possible to approach the registration problem differently — by
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directly comparing the 3D-NDT model of M to the model of the fixed scan
MNDT (F), resulting in a Distribution-to-Distribution (D2D) registration approach, discussed in the next section.
As shown previously, the spatial indexing used has an effect on the representation accuracy of the 3D-NDT [10], as well as on the speed and accuracy
of the registration algorithms that utilize it [3]. The registration algorithm proposed by Magnusson et al. [39] uses a regular grid discretisation, but performs
several consecutive registrations, using different discretisation levels — a strategy which was also used in the algorithms presented in the following sections
of this chapter.

5.3
5.3.1

Distribution-to-Distribution 3D-NDT
Registration
Background

This section presents a different perspective on the point set registration problem. Instead of maximizing the likelihood of a discrete set of points M as in
the previous subsection, the registration problem is interpreted as minimizing
the distance between two 3D-NDT models MNDT (F) and MNDT (M). As mentioned earlier, a 3D-NDT model can be viewed as a probability density function, signifying the likelihood of observing a point in space, belonging to an object surface ( as in (5.1)). This formulation is equivalent to a Gaussian Mixture
Model (GMM) with uniform weights and largely disjoint components. Several
possible distance metrics between probability distributions can be used to formulate the Distribution-to-Distribution objective function. This section reviews
some of the related work in GMM registration and motivates the choice of a
distance metric.
Several statistical metrics are commonly used to compute the distance between probability distributions. The Kullback Leibler Divergence KL(R||S) measures the expected additional information needed to explain the information
carried by the random variable S, using the random variable R. The symmetric
KL Divergence
SKL(R||S) = KL(R||S) + KL(S||R)
(5.5)
is commonly used to compare two probability distributions in an unbiased way.
Although approximations of the KL Divergence for GMMs exist [67] [68],
most of them are based on sampling and cannot be used for analytical purposes. Hershey and Olsen [67] propose three different closed-form variational
bounds to the KL-Divergence between GMMs. An approach based on the proposed approximations was implemented, but resulted in unsatisfactory performance, due to the too general nature of the proposed bounds. Other distance
metrics include the Bhattacharyya and closely related Hellinger Distance, both
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of which do not have analytic solutions for GMMs, and were therefore not be
considered.
A different approach is to use mutual information I(MNDT (M), MNDT (F))
as a distance metric. Wells et al. [69] propose an algorithm that maximizes the
mutual information between kernel density estimates of MRI and CT images.
A well known way to express mutual information of two random variables is
through a re-formulation using the Shannon Entropy Hs :
I(T (MNDT (M), Θ), MNDT (F)) =Hs (MNDT (F)) + Hs (T (MNDT (M), Θ)
− Hs (T (MNDT (M), Θ), MNDT (F))

(5.6)

where T (MNDT (M), Θ) is a parametrized transformation of the 3D-NDT model
of M, and the Shannon Entropy of a random variable generated from a pdf f is
defined as
Z
Hs (x) = E{− log f(x)} = − f(x) log f(x)dx.
(5.7)
Notably, when minimizing I as a function of Θ, the term Hs (MNDT (F)) can
be disregarded, as it is constant in Θ. The entropy of the 3D-NDT model of
the moving scan MNDT (M) is invariant under rigid transformations and thus
Hs (T (MNDT (M), Θ) also does not influence the objective function. Accordingly, the registration problem can be posed as minimizing the Shannon entropy
of the joint pdf of the two models Hs (T (MNDT (M), Θ), MNDT (F)).
While the entropy of a single Gaussian component has a closed form solution, no analytic expression can be obtained for a GMM. The most popular
approach, also applied by Wells et al. [69] is to compute the entropy explicitly
using Monte Carlo sampling. This, however, is slow and forbids the computation of analytic derivatives. A recent work by Huber et al. derives several
closed-form approximations of GMM entropy, based on Taylor series expansions [70]. An approach based on these results is feasible, but would encounter
the serious difficulty of estimating the joint density of the two 3D-NDTs. Several approaches can be used to estimate the joint density. Most straightforward
would be to estimate a new 3D-NDT model from the joint set of model and
transformed scan points. This approach would be similar to the one used by
Wells et al. who draw samples from the joint distribution and construct a new
kernel density estimate. Unfortunately, this method would prohibit further analytical derivations and also introduce a significant overhead of estimating a
3D-NDT model on every iteration of the registration algorithm. Another option is to try to estimate the joint 3D-NDT analytically. Since the distributions
are not generally independent random variables, the 3D-NDT components cannot be correctly fused together using the standard Kalman filter update step. As
Julier et al. [71] note, a Chernoff information-based method is necessary when
fusing estimates of random variables with unknown correlation. Finding the
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optimal fusion parameters is, however, a time-consuming task, as it involves
solving an optimization problem for each pair of components to be merged.

5.3.2

Registration Based on L2 Distance

A different approach to GMM registration is to minimize the L2 norm between
the probability density functions, over all possible inputs. A point set registration algorithm that utilizes this strategy was proposed and formalized by Jian
et al.[72], building on previous related work on kernel correlation by Tsin et
al. [73]. The work by Jian et al. proposes to compute and register a fixed-width
spherical Gaussian kernel density estimate of each point cloud. The rest of this
section extends their approach to the more general, variable kernel size 3DNDT representation.
Using the definitions from Section 5.2, the L2 distance between two 3DNDTs (or GMMs) is defined as
Z
2
p(x|MNDT (F)) − p(x|T (MNDT (M), Θ)) dx
(5.8)
DL2 (M, F, Θ) =
or equivalently,
Z
Z
DL2 (M, F, Θ) = p(x|MNDT (F))2 dx + p(x|T (MNDT (M), Θ))2 dx
Z
− 2 p(x|MNDT (F))p(x|T (MNDT (M), Θ))dx,

(5.9)

where T (X, Θ) is a parametrized transformation function, as in the previous
subsection. It is useful to interpret this expression, using Renyi’s Quadratic
Entropy (RQE) Hrqe , defined as:
Z
Hrqe (P(x)) = − P2 (x)dx.
(5.10)
Noting that any transformation of an arbitrary 3D-NDT model T (MNDT , Θ) is
still a 3D-NDT model, we can simplify equation (5.9). Evidently, the first two
terms can be interpreted as the sum of the RQEs of the 3D-NDT models of the
fixed and the moving scans. The last term relates to the mixing of the models
of the two point scans. The two entropy terms are invariant over rigid transformations and can be disregarded for the objective function. As Jian et al. [72]
note, the third term can be simplified by expanding the Gaussian components
N and applying the following identity:
Z
N(x|µi , Σi )N(x|µj , Σj )dx = N(0|µi − µj , Σi + Σj ).
(5.11)
Thus, a final expression for the L2 distance to be minimized is obtained as:
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DL2 (M, F, Θ) ∼

nM X
nF
X

N(0|T (µi , Θ) − µj , T (Σi , Θ) + Σj ),
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(5.12)

i=1 j=i

with nM and nF being the number of Gaussian components in MNDT (M) and
MNDT (F) respectively.
The transformation function T (·, Θ) can be parametrized using different rotation representations. The parameters of the transformation are accumulated
in a vector p = (tx , ty , tz , rx , ry , rz ), with translation vector t = (tx , ty , tz ),
and x − y − z Euler angles rx , ry , rz . Further discussion on the chosen rotation representation are deferred to Section 5.3.3. The objective function of the
Distribution-to-Distribution registration algorithm is defined as:


nM X
nF
X
d2
T
T
−1
fd2d (p) =
−d1 exp − µij (R Σi R + Σj ) µij ,
(5.13)
2
i=1 j=i

where µij = µij (p) is the transformed mean vector distance:
µij (p) = Rµi + t − µj .

(5.14)

The gradient vector of the Distribution-to-Distribution NDT registration function can then be derived, component-wise as:



d2 µij T Bµij
d1 d2
∂
fd2d (p) =
µij T Bja − µij T BZa Bµij exp −
, (5.15)
∂pa
2
2
with pa being a component of the pose vector p and the following component
expressions
B =(RT Σi R + Σj )−1

∂ 
ja =
Rµi + t − µj
∂pa

∂  T
R Σi R
Za =
∂pa

(5.16)
(5.17)
(5.18)

Similarly, the Hessian matrix is:
∂2
fd2d (p) = d1 d2 ja T Bja − 2µij T BZa ja + µij T BHab
∂pa ∂pb

1
d2 T
−µij T BZa BZb Bµij − µij BZab Bµij −
q q
2
4


T
d2 µij Bµij
exp −
,
2
(5.19)
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where

∂2 
Rµi + t − µj
∂pa ∂pb
∂2
Zab =
(RT Σi R)
∂pa ∂pb
q =µij T Bja − µij T BZa Bµij .

Hab =

(5.20)
(5.21)
(5.22)

The first and second order derivatives involving components of the transformation function T (p) are easily calculated for each component of the pose vector p and used to obtain the expressions ja , Za , Hab , Zab . The precise derivative expressions in terms of (tx , ty , tz , rx , ry , rz ) are reported in Appendix A.
The so defined objective and derivatives are used as inputs to a Newton’s
method optimization routine with a More-Thuente line search for step control.
As mentioned earlier, the current version of the registration algorithm only considers the pairwise closest components from both 3D-NDTs. As the component
distributions of each 3D-NDT are largely disjoint, this presents for a reasonable approximation of the objective function and for fast evaluation. Thus, the
objective (5.13) and its derivatives are evaluated only at each pair of closest
components from the models MNDT (F) and T (MNDT (M), p)).

5.3.3

Rotation Representation

While deriving the objective function (5.13), a choice to represent the pose
of the scan was made. Namely, the pose vector considered is represented as
p = (tx , ty , tz , rx , ry , rz ) ∈ R6 , with x − y − z Euler angles rx , ry , rz . The
pose p, however, consists of a translation and rotation component and should
rather be viewed as p ∈ SO(3) = R3 × S2 , where S2 represents the space of
orientations possible on a unit sphere. As the space of possible poses is not
equivalent to the Euclidean space R6 , it is important to devise the optimization
scheme in accordance with this fact.
Euler angles are one of the possible representations of orientations on S2 .
Unfortunately, if they are used for representating orientation globally over all
of S2 , singularities in the parametrization may be reached. This result is also a
direct corollary from the well known Hairy ball theorem in topology, that prohibits the existence of smooth charts on even-dimensional unit spheres. Thus,
a common approach for representing orientation is to embed the problem in
a higher-dimensional space using unit quaternions and operating on S3 . This
approach, however, has the weakness that when fusing locally-obtained, incremental changes in orientation, the result might not be a unit quaternion and
would require re-normalization.
Recent work by Hertzberg et al. [74] proposes an approach to elegantly
handling optimization problems defined on a manifold M (like SO(3)). Two
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operations —  : M × Rn → M and : M × M → Rn are defined and used as a
map between variables on a manifold and algorithms operating locally in a Euclidean space. These operations can be thought of as performing a linearization
around a state qi ∈ M and performing operations in a locally Euclidean space.
Given that the local operations deal with states that are sufficiently close, this
scheme would guarantee the consistency of the final results.
Applying the approach of Hertzberg et al. [74] directly to the registration problem considered, however, would break some of the nice properties of
the algorithm considered — namely the existence of analytic derivatives. Note
that (5.13) (and (5.4) as well) operate on states that are embedded in a manifold. Thus, the objective function for the 3D-NDT-D2D algorithm operates on
poses that are not defined in Euclidean space, but rather belong to SO(3). Following Hertzberg et al., special care would have to be taken when computing
the derivatives:
fd2d (p) − fd2d (p  e)
∂
fd2d = lim
,
→0
∂p


(5.23)

where e ∈ R6 is the identity element. As the  operator involves two projections
and depends on the current state, analytic expressions for the derivatives will be
infeasible to compute. Thus, a simpler approach to ensuring the stability of the
objective function was taken in devising the registration algorithm presented
here.
At each step of the optimization algorithm, a pose increment ∆p is computed, and subsequently used to increment the current pose pi ∈ R6 . By controlling for the maximum step size in the line search method, a constraint can
be placed on ∆p , such that the increment is sufficiently small and can be reliably computed in a linearized rotation space. Next, instead of computing
pi+1 = pi  ∆p , the whole 3D-NDT model MNDT (Mi ) is transformed using
the current pose increment: MNDT (Mi+1 ) = T (MNDT (M), ∆p ). The next step
of the optimization process then operates on the transformed 3D-NDT model,
but uses the same pose pi for computing the derivatives of the objective. The
incremental updates ∆p are fused together into a Homogeneous transformation
matrix H, that can correctly represent SO(3). When the optimization algorithm
converges to a (locally) optimal f?d2d , the resulting homogeneous transformation matrix H constitutes the final output of the registration algorithm.
This strategy is in fact very similar to the one used in the ICP algorithm,
which transforms the moving scan M at every iteration. The key difference is
that the ICP algorithm uses a closed-form solution of the known point correspondence registration problem (an often used method is the one proposed
by Horn [75]) on every iteration. Thus ICP does not calculate derivatives on
SO(3), but still implicitly relies on a linearization around the current pose.
The proposed modifications to the optimization algorithm ensure that the
topology of the state space of fd2d is taken into account while computing the
final solution. Incidentally, this also greatly simplifies the computation of the
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Jacobian and Hessian matrices. As the state p0 around which the derivatives
are computed never changes, p0 can be set to zero without loss of generality,
and thus t = 0 and R = I. This results in simpler expressions for the derivatives (5.15) and (5.19). The results for evaluating these expressions at p = 0 can
be easily calculated and are shown in Appendix B. This simplification comes at
the added cost of transforming all components of M by ∆p . This operation can,
however, be done fast and efficiently — by transforming the mean and covariance of each Gaussian component at the cost of two matrix-matrix and one
matrix-vector multiplications, as well as several additions, per component.

5.3.4

Relation to Iterative Closest Point Methods

It may be worth noting the relationship of the algorithm proposed in the previous sections to prior work on ICP registration. Two notable similar works were
proposed by Segal et al. [65] and Jian and Vemuri [72]. Both of these works
present generalizations of the ICP algorithm through the use of a modified distance metric function. In this respect, the objective functions presented in these
works are similar to the objective proposed in (5.13). Jian and Vemuri propose
the use of a covariance-norm based distance function. The key difference to our
approach lies in the construction of the covariance matrix Σ, which Jian and
Vemuri assume to be spherical and parametrized only by a variance σ along the
main diagonal. Moreover, σ is a stationary parameter — it does not change for
any location in R3 . In the algorithm presented in this chapter, the covariance Σ
is non-stationary and is estimated, based on the local structure of the registered
point clouds.
The method proposed by Segal et al. [65] — Generalized-ICP formulates an
objective function based on the error between points, that are assumed to be
drawn from independent Gaussian distributions. Thus, the objective function
is similar to (5.13). There are, however, several important differences between
3D-NDT-D2D and Generalized-ICP. First of all, the way the covariance matrix
is estimated differs — the application of Generalized-ICP discussed by Segal
et al. assumes locally planar patches around each point, then calculates the
normal direction to the local surface and uses it to bias the orientation of the
covariance matrix. Second, the way that the optimal transformation parameters T (·, Θ) are estimated is different — namely Generalized ICP relies on a
conjugate gradient descent with numerical evaluation of derivatives, while 3DNDT-D2D uses a Newton’s method with analytical derivative expressions. Last
but not least, 3D-NDT-D2D operates only on the estimated Gaussian components of the 3D-NDT models MNDT (F) and MNDT (M), opposed to the full
sets of point samples F and M, thus allowing for a significantly reduced number of corresponding components considered in the evaluation of the objective
function. The reduction in components, due to the compactness of the 3DNDT representation, leads to lower runtimes, discussed in details in the results
Section 5.6.2.
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Figure 5.1: An example of the objective functions minimized by different registration
algorithms. Vanilla ICP in 5.1(a), Generalized ICP in 5.1(b), NDT-P2D in 5.1(c) and
NDT-D2D in 5.1(d). The contribution of a pair of points to the objective function is
proportional to the length of the thick black arrow in Figures 5.1(a) and 5.1(c), and to
the shaded area in Figure 5.1(d) and 5.1(b).

(a)

(b)

(c)

(d)

(e)

Figure 5.2: An illustration of the registration algorithms performance. Fig. 5.2(a): Initial
poses of the point sets to be registered. Fig. 5.2(b): Point-to-Distribution registration first
iteration with correspondences drawn as lines. Fig: 5.2(c): Distribution-to-Distribution
first iteration, correspondences drawn as lines. Fig. 5.2(d): Final pose from 3D-NDTD2D registration. Fig 5.2(e): a detail from the registered scan, different point clouds
shown in red and green.
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One way to visualize the difference between the considered registration algorithms is through the aid of a simple one-dimensional example (Figure 5.1.)
Two sets of 1D points — a fixed point cloud in red and a moving scan in blue,
are to be registered by minimizing an objective function. The classical Iterative
Closest Point method minimizes the sum of Euclidean distances in between associated closest neighbour points (visualized as a black arrow in Figure 5.1(a).)
The generalized ICP algorithm places an associated covariance matrix around
each point and proposes a modified distance metric. In the considered example,
a Gaussian function is centered on each of the associated points and the overlapping area is added to the objective. The Point-to-Distribution 3D-NDT algorithm (Figure 5.1(c)) first computes an NDT model of the red point set (shown
as a three-component mixture in red). The likelihood of the blue points is then
maximized, given the red mixture model. The thick black arrow in this case
represents the contribution of the same two points considered in Figure 5.1(a)–
5.1(b) to the objective function. It is important to note that unlike the two
ICP algorithms, the 3D-NDT-P2D does not explicitly compute this value, as
the model point (in red) is not used directly, but rather integrated into the 3DNDT model (red curve). Finally, the 3D-NDT-D2D (Figure 5.1(d)) algorithm
computes both mixture models and maximizes their overlap. The contribution
of the same two points, though also not explicitly computed by the algorithm,
can be thought of as proportionate to the shaded area. The value of the objective function (i.e., to be minimized) is inversely proportionate to the overlap
between the red and blue curves.

5.4

Estimating an Initial Guess

As mentioned in the introduction, the goal of the registration task is to estimate the relative pose between two physical locations, based on two sets of
point samples. When considering iterative methods to solving the registration
problem, several conditions have to be met in order to achieve a good final result. First of all, the objective function should be formulated in such a way that
its minimum coincides with the exact pose offset between the two scans. As this
condition practically cannot be guaranteed, small errors in registration are always made, resulting in an associated covariance of the final estimate (discussed
in Section 5.5.) Additionally, iterative methods rely on the existence of an initial
guess p0 , close enough to the global minimum of the objective function. There
are three distinct ways of obtaining an initial estimate — from an external pose
estimation system (for example odometric or inertial sensors), through a predetermined value or through the use of a global alignment strategy. The first
method traditionally produces good results, but might not always be available
(for example on airborne or underwater vehicles.) The second option — using
a pre-determined value usually refers to starting from the zero pose and relying
on the physical proximity of the scanned locations. Both of these alternatives
can lead to failure — in odometry deprived systems or in cases of large offsets
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between individual point scans. Thus, it is important to investigate the third option — global alignment methods for finding good initial offsets and bringing
the registration algorithm inside the convergence zone of its optimal solution.
Several solutions have been proposed to achieve good initial alignment of
point sets. As poses close to the optimal alignment p? tend to be good initial
starting points, this problem is in fact equivalent in formulation to the registration task. The key difference is that the proposed solution cannot be based
on iterative optimization, but should instead directly provide a global solution.
Two dominant classes of approaches to non-iterative 3D registration can be
identified in literature — based on local or global feature descriptors. Johnson
and Hebert [76] define spin images — local accumulators around a defining
axis, and use them to perform registration and object recognition. Gelfand et
al. [77] define the volume integral descriptor and use it to register arbitrary
3D shapes. In a more recent series of works Rusu et al. define the Point Feature
Histogram(PFH) [78] and it’s accelerated version the Fast PFH (FPFH) [60] and
use them on a series of registration problems. Steder et al. propose a different
local feature — the Normally Aligned Radial Feature (NARF) [79] and use it
for place similarity identification [80]. These local feature approaches can result
in good initial alignments, but are usually prohibitively slow due to the large
number of feature extraction/matching operations performed (except for the
NARF features all other systems report runtimes for a single comparison well
above 1 sec.) Approaches based on global appearance on the other hand are
much faster — Makadia et al. [81] and Pathak et al. [61] both report fast and
reliable registration results. Makadia et al. make use of an Extended Gaussian
Image to represent point set data and perform efficient correlation. Pathak et al.
extract planes in point sets and propose a noise-aware registration method, that
filters through multiple correspondence candidates using a modified RANSAClike procedure. The solution proposed in this section is most closely related
to these registration methods, but uses the 3D-NDT as an underlying spatial
representation.

5.4.1

3D-NDT Histogram

In prior work, Magnusson et al. [66] propose the use of the 3D-NDT Histogram as a place similarity metric for loop detection in SLAM systems. The
basic idea of the 3D-NDT Histogram is to describe a point set P by examining the shapes of the individual components in the 3D-NDT model MNDT (P).
Each Gaussian component (µi , Σi ) can be categorized, based on the properties of its covariance matrix Σi . Let (λ1 , λ2 , λ3 ) be the eigenvalues of Σi , with
λ1 > λ2 > λ3 > 0, as previously mentioned in Section 3.3. If all three eigenvalues are roughly equal, the Normal Distribution, defined by Σi is roughly
spherical. If on the other hand, one of the eigenvalues is much smaller then the
other two (λ1 ∼ λ2  λ3 ), the distribution is disc-shaped. Finally, if the largest
eigenvalue is much greater then the other two values (λ1  λ2 ∼ λ3 ), the dis-
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Figure 5.3: The orientations of flat patches in a 3D-NDT scan can be split into buckets„
depending on their orientation. This Figure presents an illustrative example of how the
histogram is constructed. A unit sphere with the prototype bin directions (in black) is
shown in Figure 5.3(a). The frequency of occurance of flat patches, with a normal withing the respective bins is indicated by a scaled vector in red. The three most dominant
directions are shown in blue. The respective histogram vector is constructed by listing
the weights (or frequencies) of orientations within each bin and shown in Figure 5.3(b).

tribution is line-shaped. Using these observations, a threshold tf can be defined
to partition all distributions from MNDT (P) into three subsets — spherical,
disc-shaped and linear.
The 3D-NDT Histogram h is then calculated, based on the number of linear,
flat (disc-shaped) and spherical normal distributions in MNDT (P). Each of the
three classes of distributions are further split into a number of bins. Thus,


(5.24)
h(MNDT (P)) = hs0 . . . hs|s| , hf0 . . . hf|f| , hl0 . . . hl|l|
where hs , hf and hl are bins that accumulate the spherical, flat and linear distributions respectively. The splitting of each of the three classes into further bins
is necessary in order to provide a better discriminative power of the proposed
descriptor. Same as in the previous work by Magnusson et al. [66], a single bin
is used for the linear distributions, while the flat distributions are placed into
bins according to the orientations of their normals. A pre-set number of directions (20 in this chapter, opposed to 9 in the previous work by Magnusson) is
computed according to the golden-ratio spiral sphere coverage algorithm. An
illustration of the construction of a histogram of orientations is shown in Figure 5.3. In order to obtain more precise results while using few orientation bins,
the average direction of the distributions that fall inside each bin is also stored.

5.4. ESTIMATING AN INITIAL GUESS

81

Algorithm 1 Align(M.F)
1: h1 ← h(MNDT (M))
2: h2 ← h(MNDT (F))
3: non-max-suppress(h1 , h2 )
4: D1 = {dominantAvgDirections(h1 )}
5: D2 = {dominantAvgDirections(h2 )}
6: for for all permutations pm of (D1 , D2 ) do
7:
Ri ← closed form solution using pm
8:
h̃1 ← T (h1 , Ri )
9:
si ← dist(h̃1 , h2 )
10: end for
11: return Ri associated to largest similarity si

Finally, the spherical distributions are split into bins according to their distance
from the origin of the point set.
In order to handle better variable density and discretisation effects, three different histograms are computed for each 3D-NDT model. The approach used
is the same, as the one proposed by Magnusson et al. — maintaining three histograms for each 3D-NDT, one for low, one for mid and one for high distance
from the origin. Thus, the final 3D-NDT Histogram discussed in this chapter
contains 26 bins for each range (1 linear, 20 flat and 5 spherical bins), resulting
in 78 bins/values that represent the whole 3D-NDT model.

5.4.2

Matching of 3D-NDT Histograms

In this section, a method for finding a rotation matrix, which aligns two 3DNDT histograms is discussed. When using the 3D-NDT Histogram for place
recognition, Magnusson et al. perform a step to make the histogram rotationally invariant. The authors assume that the dominant plane normal in a histogram is aligned with the z axis, while the second-most common orientation
is in the xy-plane. In the context of this work, however, rotational invariance is
undesirable. Instead, the algorithm outlined in this chapter attempts to align the
dominant directions of a histogram h(MNDT (M)) to the dominant directions
in h(MNDT (F)).
A simple algorithm to align two histograms is devised and described in Algorithm 1. In order to find the best alignment between two histograms h1 and
h2 , a pre-processing routine is first used to suppress bins that are not local
maxima. This step is necessary, in order to counter discretisation effects and
to find independently dominant bins in each histogram. Next, the bins in the
histograms h1 and h2 are sorted and the top n dominant bins selected. Representative dominant direction vectors D1 = {d11 . . . d1n } and D2 = {d21 . . . d2n } are
then computed as the average of the normal vectors, collected in each dominant
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bin. Next, all possible permutations associating two directions d1a , d1b from D1
with two directions d2a , d2b from D2 are computed. As the number of directions
considered is capped at n (with n = 3 used here), the number of permutations
tested is limited (6 possible premutations here). Next, a closed form solution
for the relative rotation Ri can be easily computed. The selected pairs of dominant vectors imlicitly define a plane, based on their cross products. Thus, the
rotation Ri is chosen as the smallest rotation necessary in order to transform
d1a ×d1b to d2a ×d2b . The resulting rotational matrix is then used to transform h1
to h̃1 . Finally, the histogram h̃1 that is most similar to h2 is selected, resulting
in a purely-rotational initial guess Ri .
In order to choose the best-matching alignment between h(MNDT (M)) and
h(MNDT (F)), the similarity between two histograms is used. Given h1 and h2 ,
the Euclidean distance dist(h̃1 , h2 ) can be used as a similarity metric. Since the
spherical and linear bins hs and hl are rotation-invariant, it is not necessary
to include them in the similarity metric for the purposes of the presented algorithm. Thus, in Algorithm 1 it is enough to transform the average directions of
h̃1 and then compute the distance kT (h1 , Ri ) − h2 k2 . In this manner, the candidate transformations can be sorted, according to the similarity between the
transformed and target histogram.

5.5

Estimating Registration Covariance

As mentioned in the previous section, when an iterative registration algorithm
converges to the optimal solution of its objective function, this does not guarantee a perfect match. Indeed, a small offset from the real pose is to be expected
in all cases, and may accumulate in a significant error over multiple registrations. Thus, it is common to think of the solution returned by the iterative
solver as the expected value of a random variable, which also has an associated
covariance. Subsequently, this covariance matrix can be used in a probabilistic
framework to achieve a globally-consistent registration estimate.
Estimating what kind of covariance is to be expected for the solutions of different registration algorithms is thus an important task. One popular approach
is to use the second-order Taylor expansion of the the objective function as a
model for the objective. Using this model, a least-squares solution can be computed and a closed form expression for the covariance can be calculated based
on the Hessian of the error function. This method was used by Bengtsson and
Baerveldt [82] to calculate the covariance of the 2D scan registration algorithm
IDC. Censi [83], however, convincingly argues that the shape of the error function close to the solution is not the only factor that influences the covariance of
the result. In fact, it is important to also account for the variance of the objective function, with respect to the noise in the input point scan data. The rest of
this section applies the conclusions of Censi to the problem of estimating the
covariance of the poses produced with the 3D-NDT-D2D algorithm.
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5.5.1

Covariance Equations

Given an estimate p̂ of the relative pose between two point scans, the covariance of the solution is given by Equation (4) in Censi’s work [83]:
cov(p̂) ∼



∂2 fd2d
∂p2

−1

∂2 fd2d
∂2 fd2d
cov(z)
∂p∂z
∂p∂z



∂2 fd2d
∂p2

−1
(5.25)

where z denotes the sensor measurements used in computing the error function
 2
−1
fd2d
fd2d . The component ∂ ∂p
is just the inverse of the Hessian of the objec2
tive function and has already been computed in (5.19). Thus, in order to compute the covariance cov(p̂), the covariance of the sensor measurements cov(z)
and the partial derivative of the Jacobian of fd2d from (5.15) with respect to z
need to be computed.
In the work of Censi [83], the measurements z are represented by the location of each sensor point in a polar coordinate system. The error function
minimized by the 3D-NDT-D2D algorithm, however, operates directly on the
3D-NDT representations of the point sets and thus reacts differently to noise.
Let X be the set of points used to estimate a single component of the 3D-NDT.
Then for each x̂ ∈ X we have
x̂ = x + v : v ∼ N(0, Σs )

(5.26)

with x being the ground-truth point position and v white Gaussian noise with
expected covariance Σs . Then the mean of the component µi = E[x̂] = E[x] +
E[v]. Since v is zero mean, the value of µi is statistically unaffected by the
noise — µi = E[x]. The covariance of the component Σi , however, depends
on the covariance of the noise. Assuming that the noise is independent of the
physical position of the points (cov(x, v) = 0), an expression for the covariance
is achieved: Σi = Σx + Σs . Therefore, in order to estimate cov(fd2d ), the sensor
observations considered are the covariances of each Gaussian component Σi .
Thus, cov(z) = diag(Σs ) and
∂2 fd2d
d1 d2
=
µij T B(BZa + Za B)Bµij − µij T BBja
∂p∂z
2



d2 µij T Bµij
d2
+ µij T BBµij exp −
2
2

(5.27)

is the expression for the partial derivatives of (5.15) with respect to Σi . Thus,
the only parameter to be set is the expected sensor-dependent point variance
Σs .
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Figure 5.4: Results of tests of initialization procedures over 160 scan pairs for each data
set. Figure 5.4(a) shows the orientation errors for the 3D-NDT histogram and FPFH
matching methods. Figure 5.4(b) shows the respective runtimes.

5.6

Evaluation

This section presents the results from evaluating the proposed 3D-NDT-D2D
registration algorithm, including the initial guess and covariance estimation
presented. The 3D-NDT histogram approach to initial alignment is evaluated
first in a stand-alone-manner in Section 5.6.1 and together with an iterative
registration algorithm in Section 5.6.2. The latter section also serves to evaluate the 3D-NDT-D2D algorithm implementation on two standard data sets
and compare its performance against that of the 3D-NDT-P2D and ICP implementations. Finally, the covariance estimation of the 3D-NDT-D2D algorithm
is evaluated in a manner similar to the one proposed by Censi [83].

5.6.1

Initial Guess Estimation

The evaluation presented in this section, as well as in Section 5.6.3 is based on
the use of the simulation environment, already discussed in Section 3.5.1. As
mentioned earlier, the Gazebo simulation engine package from ROS [43] was
modified to better reflect the sensor noise characteristics of real actuated laser
range finder systems. In order to test the 3D-NDT Histogram initialization,
twenty different positions were chosen in each of two test environments —
the Willow Garage office world and the ALL-4-eHAM asphalt mill site (for
details on the two environments, the reader is referred back to Section 3.5.1).
At each position ten point clouds were acquired, spaced fifteen degrees apart.
Skipping over one scan, this results in eight scan-pairs, thirty degrees apart at
each position. These scans were used as an evaluation set — the final pose p̂,

5.6. EVALUATION

85

returned by the initialization algorithm is compared to the known ground truth
orientation p. The angular error of the estimate (p̂), can then be defined as
the smallest angle of an arbitrary-axis rotation that brings the predicted pose
to the ground truth pose.
Plots of the angular error , obtained by the 3D-NDT Histogram and by
FPFH [60] on the two data sets are shown in Figure 5.4(a), while the respective
runtimes are shown in Figure 5.4(b). The FPFH implementation from ROS [43]
was used as a baseline for comparison against a feature-based approach. As
expected, the runtime of the 3D-NDT histogram initialization is substantially
lower, with average runtimes on the order of 150ms, opposed to about 15
seconds for FPFH. Additionally, both initialization algorithms perform much
better on the indoor data set “willow”, compared to the outdoor one. The
poorer performance in outdoor environments is often due to the lower number
of geometric features available, resulting in more difficulties in disambiguation.
On the average, the 3D-NDT Histogram based initialization results in accurate
and fast computation of an initial orientation p̂.

5.6.2

Registration

The Point-to-Distribution(P2D) and Distribution-to-Distribution(D2D) versions
of the 3D-NDT registration algorithm were implemented and integrated as a
package for the Robot Operating System (ROS) [43], and the source code developed is published online [84]. The versions used for comparison in this chapter
evaluate the likelihood of only the closest components, exploiting the sparsity
of the registered 3D-NDT models. The parameters d1 and d2 for 3D-NDT-P2D
are computed in the same way as in previous work by Magnusson [3], while the
ones for 3D-NDT-D2D are set to d1 = 1 and d2 = 0.05 respectively, as in [8].
All tests were performed with iterative optimization at 3D-NDT grid sizes of 4,
2, 1 and 0.5 meters.
In one of our prior works [8], the 3D-NDT-D2D registration algorithm
was evaluated on several typical range scan pairs from an indoor environment.
These evaluations used five point clouds from the AASS loop data set (available online [17]) and generated for each point cloud a set of 343 initial test
positions, away from the optimal solution. The purpose of this evaluation was
to test the robustness of the proposed registration algorithm to a large set of
possible disturbances. The results and analysis of this evaluation are included
at the end of this subsection. Additionally, the 3D-NDT-P2D, D2D and the ICP
algorithm implementations were evaluated on two large data sets with many
input point clouds — namely the full AASS loop and Hannover-2 data sets
from the 3D-scans online repository [17]. The reference ICP and 3D-NDT-P2D
implementations both operate on point clouds, acquired from real-world range
sensors. Thus, in order to avoid problems incurred by variable point sample
density, the input point sets for these algorithms were regularly subsampled,
using a 0.1m grid.
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Table 5.1: Properties of the considered data sets

Data Set
Number of Point Clouds
Average Points per Scan
Average Offset
— translation
— rotation

AASS
60
∼ 90k

Hannover
923
∼ 15k

1.85m
0.12rad

1.35m
0.06rad

Both of the data sets used include points sampled using a rotating SICK
laser, from two different environments. In both cases, relatively reliable ground
truth data exist for the real positions at which the scans were taken. However,
as mentioned earlier, due to the nature of the pose space SO(3) it is not possible
to reliably compare a test and reference trajectories. It is possible, however, to
compute a relative metric, for each pair of registered point sets. Thus, the registration algorithms evaluated in this section are evaluated on a set of scan pairs,
and not on the full final trajectory for the complete data sets. The properties of
the two data sets are summarized in Table 5.1.
The results of running the three registration algorithms (with and without
NDT histogram initialization) are shown in Figure 5.5 for the AASS and Hannover2 data sets. In each case, separate boxplots are generated for the average
translational and rotational errors. The box plots generated show a box that
encloses a 75-percentile of the data, with the median value marked by a red
line. Whiskers extend to the furthest point not considered an outlier — i.e., all
data within three standard deviations.
The results on the AASS loop data set support the claim that the 3D-NDTD2D registration algorithm returns final alignments comparable to the ones of
ICP and 3D-NDT-P2D. Unfortunately, the translational errors of all three algorithms (without initial alignment) exhibit a large variance, suggesting that
the optimization procedure often falls into local minima. The rotational errors on the other hand are much lower — suggesting that local minima are
likely occurring for point scan pairs located in corridors or other areas with
low translational features. The error plots also support the claim that the 3DNDT Histogram initial guess results in improved results for all three iterative
registration algorithms. It is important to also note that the histogram initialization results were used in a consecutive manner — i.e., the top three initial
poses and the zero-pose were all used as initial points for a registration, with
the best-matching (lowest objective function score) registered pose reported as
a final result. Thus, the initialization can cost up to four times more in runtime,
as four registrations are performed instead of one. The runtimes of the evaluated algorithms (Figure 5.5(e)) follow the expected pattern, with 3D-NDT-D2D
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Figure 5.5: Results of registration algorithms evaluated on the AASS data set — 59 scan
pairs. Each figure shows boxplots for six different combinations — three registration
algorithms with and without using an initial guess from the 3D-NDT histogram. Boxes
centered at average values, red line shows median value. Figure 5.5(a) norm of the translation error. Figure 5.5(c) orientation errors. Figure 5.5(e) respective runtimes. Results
of registration algorithms evaluated on the Hannover data set — 922 scan pairs. Figure 5.5(b) norm of the translation error. Figure 5.5(d) orientation errors. Figure 5.5(f)
respective runtimes.
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performing almost an order of a magnitude faster then both 3D-NDT-D2D and
ICP.
The results of running the evaluated algorithms on the Hannover data set
are also shown in Figure 5.5. The results of all six algorithm combinations are
noticeably worse on this data set although the average translation and rotation
difference between subsequent scans is smaller. The fact that Hannover2 is an
outdoor data set with substantially sparser point data makes this a more challenging test case. Although the translational errors recorded are comparable to
the ones in the AASS data set, a large number of outliers is also present. The
same is true about the rotational errors observed, which also show a higher
average error. As the large number of outliers obscures the performance of the
evaluated algorithms, the results for only the successfully registered scans were
also plotted.
Figure 5.6 shows the translational/rotational error plots only for the scan
pairs that were considered successfully registered. The criteria for a successful
registration were chosen as a translational error of 0.5 m or less and a rotational error of 0.2 rad or less. Notably these criteria are rather relaxed, but
nevertheless sufficient to accent on the behaviour of each registration algorithm
in the vicinity of the true solution. Figure 5.6 shows that when an inlier solution is reported, all six evaluated algorithms reliably converge to the immediate
neighbourhood of the ground-truth solution. Figure 5.6(e) also shows the ratio of successfully registered point clouds. The trend in this data set is clearly
visible — the largest percentage of successfully registered scans also exhibit the
lowest errors and are obtained by 3D-NDT-D2D with histogram initialization.
The results of successfully registered scans for the Hannover data set are shown
in the right column of Figure 5.6. In this case, it is easier to interpret the graph
of successful registrations. Both the translational and rotational errors on this
data set are comparable over all six algorithms tested, with almost identical median value offset. This suggests for a systematic bias, that may be due to many
factors, ranging from offsets in the ground truth data to an inherently difficult
registration problem and discretisation/sparsity issues. The histogram initialization does not actually improve results on these data sets — in fact in the case
of 3D-NDT-P2D it leads to a slight drop in successfully registered scans. The
most likely cause of this poor performance is the low average rotational offset
between scans. Thus, additionally refining the initial rotation guess does not
result in an improvement and might even result in suboptimal solutions.
As mentioned earlier, the 3D-NDT-D2D algorithm consistently performs
faster then both ICP and the 3D-NDT-P2D implementations tested. These results are evident in both the AASS (Figure 5.5(e)) and Hannover (Figure 5.5(f))
data sets, and thus it is important to comment on the reasons behind this speedup. First and foremost, the speed of the D2D algorithm is due to the compactness of the 3D-NDT as a spatial representation. A typical 3D scan in the AASS
data set contains on the order of 90 thousand points. Even after sub-sampling,
both ICP and the P2D algorithms have to iterate over a large number of points,
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Figure 5.6: Results of registration algorithms evaluated on the AASS data set — 59
scan pairs. Considering only inliers. Figure 5.6(a) — norm of the translation error. Figure 5.6(c) — orientation errors. Figure 5.6(e) — fraction of scan combinations considered inliers. Results of registration algorithms evaluated on the Hannover data set —
922 scan pairs. Considering only inliers. Figure 5.6(b) — norm of the translation error. Figure 5.6(d) — orientation errors. Figure 5.6(f) — fraction of scan combinations
considered inliers.
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Figure 5.7: Summary of results of the evaluated registration methods, over five scan
pairs. Fig 5.7(c): Point-to-Distribution 3D-NDT success rates with (top) and without
(bottom) considering translation errors. Fig 5.7(e): Distribution-to-Distribution success
rates. Fig 5.7(e): ICP success rates. Mean translation 5.7(b) and rotation 5.7(d) error
for the successfully registered scans. Fig. 5.7(f): run times distribution for the three algorithms.
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in order to evaluate the objective functions minimized. All three of the evaluated algorithms spend time looking for closest neighbours — a single evaluation
of ICP’s objective takes on the order of O(n log m) operations, with n and m
being the number of points in the point clouds M and F respectively. The P2D
algorithm needs on the order of O(n log q) operations, with q  n being the
number of Gaussian components in the 3D-NDT model of the fixed point set —
MNDT (F). On a typical point cloud from the AASS data set, about 1.5 thousand Gaussian components are computed at the finest discretisation level of
0.5m. The D2D registration algorithm only requires O(r log q) operations per
evaluation of the objective, with r being the number of Gaussian components
in the model of the moving point set M. In fact, the time for registering two
point sets with 3D-NDT D2D is usually dominated by the time necessary to
construct the 3D-NDT representations of the input point sets.
Finally, we discuss the results for the sensitivity of the registration algorithms to different initial positions, as presented in [8]. Using the ground-truth
relative poses and five test scan pairs from the AASS data set, test scenarios for
the registration algorithms were generated. One of the point sets in the pair was
transformed away from the ground truth position and then used as an input to
the evaluated registration algorithm. For each of the five test pairs, offsets of
between −1.5 and 1.5 meters in steps of 0.5 meters (along the x and y axes)
were introduced. Additionally, the scans were rotated around the z axis by an
angle varying from −30 to 30 degrees (in steps of 10o ). Thus, a total of 343
test transformations (combinations of seven distinct points along tx , ty and rz )
were generated and applied to the scan point set S. Registration was judged to
be successful if the output transformation brought the scan S within 0.2 meters
and 0.05 radians from its ground truth position.
The performance of the discussed registration algorithms is summarized in
Figure 5.7. Overall, the newly proposed 3D-NDT-D2D algorithm slightly outperforms the Point-to-Distribution implementation tested in this evaluation.
The performance of the base-line ICP algorithm is very good on scan pairs 2,3
and 4 and extremely poor on scan 1 and 5. It is worth noting that the problematic scan pairs represent a typical failure case for ICP — a corridor environment
with largely overlapping, feature poor scans. Figure 5.7(b) and 5.7(d) summarize the mean translational and rotational errors over all successfully registered
point set pairs. The Distribution-to-Distribution algorithm proposed exhibits
a stable performance over all tests, with a small variance in the error scores.
Note that for the Point-to-Distribution and especially for the ICP algorithm,
the results for scan pairs 1 and 5 were obtained from a much smaller sample of
successful registrations.

5.6.3

Covariance Estimation

The covariance estimation procedure, proposed in Section 5.5 was evaluated in
the same way as in the original work by Censi [83]. The Gazebo simulation in
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ROS [43] and the Willow garage office map were used. A path of fifteen poses
was defined, and one hundred scans were taken, with noise parameters set as in
Section 5.6.1. Next, for each pair of poses, an initial guess pi ∼ N(0, Σo ) was
sampled and used to model an odometry system. The variances of the initial
guess were set to 0.3m in each translational component and 0.1 radians for
each rotational component. The output registration pose of ICP, 3D-NDT-P2D
and 3D-NDT-D2D were recorded and used to calculate a set of relative error
poses for each scan pair. Finally, the ground truth pose p was used as an input
to compute the estimate cov(fd2d (p)) according to (5.27). The covariance of
the 3D-NDT-P2D algorithm was set to the inverse of the Hessian of fp2d .
Results of covariance comparison for one sample pair of scans are shown
in Figure 5.8—5.10. For clarity of display purposes and due to the fact that
no estimate of the covariance of ICP was implemented, the ICP points are not
shown in Figure 5.8—5.10. Overall, noting the low variance of both 3D-NDT
registration algorithms, both covariance estimates tested offer a good approximation of the respective empirical sample covariances. In contradiction with
the observations of Censi, the Hessian based approach underestimates (instead
of overestimating) the covariance of the solutions of fp2d . On the contrary, the
proposed estimate according to (5.27) overestimates the observed covariance
of the 3D-NDT-D2D algorithm. Although unexpected, we argue that at the
scale of variance observed in the test examples, the covariance overestimation
does not pose a problem. In fact, an overestimation might even be desirable —
it allows for more freedom to vary the registration pose, thus benefiting any
subsequent graph-optimization SLAM applications.

5.7

Discussion

This chapter presented a novel approach to point cloud registration, based on
minimizing the L2 distance between 3D-NDT models. The proposed 3D-NDT
Distribution-to-Distribution registration algorithm was evaluated extensively
on standard point cloud data sets and was found to be substantially faster
then the Point-to-Distribution version and the standard Iterative Closest Point
implementation. Moreover, the accuracy of 3D-NDT-D2D was demonstrated
to be on par with and in some cases even substantially higher then that of
ICP. This chapter also presented and evaluated two additional improvements
to the 3D-NDT-D2D registration algorithm — namely the use of a 3D-NDTbased global descriptor to estimate good initial poses for registration and an
estimate of the algorithm’s covariance. A fast method to align two 3D-NDT
distributions was developed, based on the 3D-NDT Histogram. Additionally,
the approach proposed by Censi [83] was applied to the 3D-NDT-D2D objective function, producing an inexpensive, closed-form method to estimate the
match covariance.
Although the presented algorithm exhibits a substantially improved performance on the evaluated test data sets, several limitations still remain and
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Figure 5.9: Projections of the 6-Dimensional Covariance matrix and its estimates in
different planes — continued.
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Figure 5.10: Projections of the 6-Dimensional Covariance matrix and its estimates in
different planes — continued. Norm of the error pose for each trial of the scan pair in
Figure 5.10(d)
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should be addressed. Most notably, being an iterative approach, the proposed
algorithm still tends to be susceptible to local minima in the objective function.
Thus, additional improvements of the 3D-NDT Histogram method of finding
initial poses would result in a substantially more stable registration algorithm.
Another important future work direction is to test the performance of the proposed algorithm on different sensor data — most notably using noisier sensors
with a narrower field of view. Finally, an investigation on the performance of
a complete mapping system based on the 3D-NDT-D2D registration algorithm
will be further pursued. By coupling the three components presented in this
chapter (the D2D registration algorithm with 3D-NDT Histogram initialization
and covariance estimation) with a loop detection system, like the one proposed
by Magnusson et al. [66] and a global pose-graph optimization scheme we will
strive to achieve a fast, accurate and stable mapping system, based solely on the
3D-NDT.

Chapter 6

Path Planning and Path
Following
6.1

Introduction

The previous chapters in this dissertation dealt with the acquisition of sensor
data and the process of fusing that data into a consistent environment map.
The last component of an autonomous navigation system makes use of the environment map, obtained from the mapping and localization module, in order
to plan and execute a path, thus moving the robot between different physical
locations. Planning for moving a vehicle is a fundamental issue in robotics and
has been actively researched for almost half a century. An important distinction
is usually drawn between path and motion planning. While the former deals
only with the geometric feasibility of moving a robot through the environment,
the latter also plans for the precise motion commands that would be needed
to drive a vehicle with a specific kinematic model between different physical
locations. Making an exhaustive overview of the field of motion planning is
certainly beyond the scope of this dissertation and we direct interested readers
to the excellent book of La Valle [85] on planning algorithms.
A large portion of path planning algorithms operate under the assumption
of a flat-floor, planar environment. On one side, this is due to historical reasons
— early robotic platforms could not sense, reconstruct or drive through complex three-dimensional environments. A second consideration, however, arises
— excluding Unmanned Aerial Vehicles (UAVs), most robotic platforms are
confined to move on locally planar surfaces. For example, an autonomous car
driving on-road can treat space as locally planar, even if driving over hilly terrain. Thus, a large portion of planning and control algorithms focus on a 2D
scenario and attempt to extend the techniques towards non-holonomic vehicles. Although constituting an important direction for research, this work does
not deal with non-holonomic platforms. Instead, we concentrate on planning
safe paths for simple holonomic robots, but utilize a more expressive, three97
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dimensional environmental representation — the 3D-NDT. We will explore
how we can use the information encoded in 3D-NDT maps to discern between
drivable and obstacle regions of the environment. This distinction can then be
used to guide a path planner’s search for geometrically feasible vehicle paths, or
as an aid to local obstacle detection and obstacle avoidance algorithms. The use
of the 3D-NDT representation for path planning in this chapter is motivated
by two main reasons. First, as already discussed in Chapter 3, the 3D-NDT
is an expressive and accurate, yet sparse, representation of 3D space — all of
which are desirable qualities for base environmental models in path planning.
Second, by using the 3D-NDT we aim to explore the synnergies with the registration algorithm, presented in Chapter 5, thereby directly using the 3D-NDT
environment models obtained by the mapping system.
In the next section, we overview some of the recent developments in path
and motion planning for vehicles, operating in fully three-dimensional environments. Section 6.3 then describes the 3D-NDT wavefront path planner, which
operates directly on environmental maps, represented as 3D-NDT models. Section 6.4 discusses the performance and results on real-world data sets, obtained
using the 3D-NDT wavefront path planner. Having discussed path planning,
Section 6.5 then shifts the focus of this chapter to the safe execution of the
planned paths by providing an overview of different methods for obstacle detection and avoidance in 3D environments. Section 6.6 then describes how some
aspects of the 3D-NDT wavefront planner can be modified to provide for a
fast and reliable local obstacle detection system, as well as a method for detecting previously unmapped and possibly dynamic obstacles. Finally, Section 6.7
concludes this chapter by summarizing the contributions and future work directions.

6.2

Path Planning in 3D Environments

When dealing with path planning in fully 3D environments, many approaches
attempt to reduce the problem dimensionality. Cost maps [86][87][88] are one
popular technique that utilizes an estimate of the traversability of space, usually stored in a 2D grid. A cost map representation can be coupled with a gridbased planner as in [87], or a cost-aware RRT implementation as in [86][88]
to produce reliable path planning results. There are two aspects of particular
interest in planning algorithms, that operate on cost map representations. First,
it should be noted that a cost map is only a projection of the three-dimensional
world on a plane, and consequently might result in unexpected behaviour in
environments, lacking a trivial 2D projection. A prominent example, also used
as a motivation by Pfaff et al. [89], is that of planning paths that go both over
and under a bridge (or say a highway overpass) — a problem that clearly cannot be solved trivially in two dimensions. A second aspect is that the results of
a cost map-based planner can only be as good as the quality of the underlying terrain traversability estimation approach allows. Thus, in the rest of this
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section, we will first overview some prominent research in terrain traversability
classification, before proceeding on to path planning algorithms that operate
directly on three-dimensional spatial models.

6.2.1

Terrain Classification Approaches

In broad terms, terrain classification is the process of assigning labels to regions
of space. A distinction is usually made between portions of the environment
that are safe for the vehicle to traverse and regions which would cause a collision or toppling over of the robot. Other than drivability, terrain is sometimes
classified by the type of materials it consists of — i.e., gravel, asphalt, grass. A
good distinction between terrain classification systems can be made based on
the sensors and environment models they utilize. One common strain of approaches relies solely on cameras and computer vision. A typical application
would be in autonomous driving vehicles where road detection [90][91] or offroad terrain type classification [92][93] are of utmost importance. Typically,
these approaches are based on extracting image features and learning color
models or color-based classifiers for each terrain type traversed. Using only
visual cues, without the implicit calculation of a geometrical environmental
model, however, makes straightforward applications to path planning or obstacle detection difficult. Several other problems, most notably varying illumination present serious challenges to purely vision-based terrain categorization.
For an overview of the challenges and state-of-the-art solutions to vision-based
navigation, the reader is referred to the survey by De Souza et al. [94].
The second major type of terrain classification algorithms relies on geometric information about the environment structure. The environment representation is usually constructed from three-dimensional range information, acquired by a stereo camera, laser range finder or time of flight camera. Most
commonly, information is stored in point clouds — sets of observed threedimensional point locations. Thrun et al. [95] propose a probabilistic terrain
analysis algorithm for classification from fast moving vehicles. They acquire
data by means of fixed 2D laser scanners on a moving vehicle and an information fusion approach, producing 3D point clouds. Next, they develop a statistical test that checks the height of a point above the ground plane and compares
it against that of the closest neighboring points. In this manner they are able to
produce 2D traversability maps over relatively smooth traversable terrains. Another approach concerned with smooth drivable terrain is presented by Morales
et al. [96]. They present a sequence of filters that first segment points of height
similar to the ground plane, perform a moving average and finally remove outliers.
The approaches proposed by Steinhauser et al. [97] and Schäfer et al. [98]
analyze terrain traversability by reasoning directly on single 2D laser scans.
Both of the proposed systems assume a laser, whose scanning plane is oriented
perpendicular to the ground. In the setup of Schäfer et al. the laser scanner is ac-
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tuated by a panning actuator, while the system of Steinhauser et al. operates on
a large number of stationary laser scanners. In both cases, a set of line segments
are fit to those the points from the 2D laser scans, whose height values place the
close to the expected ground plane. Laser scan points are then classified, based
on the orthogonal distance from the estimated line segments. The approach of
Steinhauser et al. also takes special care to detect vegetation by observing that
laser rays tend to alternate between hitting the ground or the individual plants
(grass, bushes etc.). Solid obstacles like tree trunks or rocks on the other hand
are consistently hit by the laser beam, thus making it possible to distinguish
them from traversable vegetated terrain. A similar obstacle detection system is
also proposed by Urmson et al. [99] and validated in the application scenario of
urban autonomous driving. Although the proposed approach is simple and effective, it is developed for the specific task of road following and curb detection
and would not easily scale to other operational environments.
Several approaches have been proposed to estimate terrain features and
traversability directly from a 3D point cloud, without assumptions on the data
acquisition procedure used. Hadsell et al. [29] present a Gaussian Process learning framework to estimate terrain elevation levels using space carving kernels.
The proposed representation has the advantage of providing locally smooth upper and lower boundaries of the observed terrain elevation. However, a central
limitation of the approach is the problematic modeling of overhanging objects
(branches of a tree for example) and the lack of a terrain classification procedure, operating on the proposed spatial model. Poppinga et al. [100] propose a
different strategy, based on the 3D Hough Transform. Their approach fits planar patches through the point cloud data in the Hough space domain, providing
an estimate of the locally observed surfaces and their elevation. The presented
strategy, however, can only classify a whole scan as being from a drivable/nondrivable environment and does not provide fine-grained local traversability information.
Rekletis et al. [101] present a terrain classification scheme from laser range
data that operates on triangular mesh models. Their approach is tailored to an
autonomous rover for space exploration and the major challenge addressed is
the reconstruction of optimal triangular meshes. Collision-free paths through
the iregular triangle mesh are then planned, using graph search methods. The
approach is later refined by Gingras et al. [102] and validated experimentally.
Hamner et al. present another interesting approach to obstacle detection
from a fast moving all-terrain vehicle [103]. The authors utilize a two-step classification procedure and fuse the output through a mutual agreement strategy.
The first step proposed discretises the 3D point cloud into cells and attempts
to fit least-square error planar patches. The orientation, height and residuals of
the fitting planes are then used to classify points as obstacle or free. The second
classifier used is based on vertical scan lines and similar to the one presented
by Schäfer et al. [98]. In an interesting practical study, input data from an environment with three well known obstacles is collected and used as ground truth
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class information. Optimal classification parameters are then estimated from
the performance on this training data set.

6.2.2

Path Planning on Fully Three-Dimensional
Environmental Models

Implementation of full 3D-aware methods on real platforms is often hindered
by the fact that modeling uncontrolled 3D environments is, as discussed in
Chapter 5, in general a very difficult problem. Most applications for mobile
robots utilize elevation maps for terrain representation and assume that valid
models are available. This, however, has two disadvantages — first, the uncertainty in the environment maps is usually not modeled, and, second, elevation
grids cannot be used to represent overhanging objects and multi-story environments. Recent work has addressed these issues separately. In [104] the authors
present an extension to RRT’s that utilizes a particle filter framework to model
uncertainty in state transitions. Further work by the same group [105] also
models cost of terrain traversability to produce more efficient vehicle paths.
Another approach presented in [106] utilizes a statistical framework to explicitly model the state uncertainty of a robot traversing an elevation grid. The
techniques proposed in these works offer a promising research direction to cope
with the inherent uncertainty in the robot state and the environment, but still
are limited by the underlying elevation grid environment model.
A different approach to addressing the path planning problem is the use of a
more informative environment representation scheme. A recent work from the
domain of legged robot locomotion [27] uses Gaussian processes to estimate a
predictive model of the terrain and to take into account the estimation uncertainty. The planner presented though is tailored to legged robots and can only
model a single elevation level. Another approach for a legged robot [107] utilizes tri-mesh models and region segmentation algorithms to provide versatile
planning capabilities. The presented approach uses a global planner for obtaining the end-to-end path and a set of local planners, suitable for the terrain type
traversed.
Triebel et al. [30] propose a different approach to handling path planning
in combined indoor and outdoor scenarios, using a Multi-Level Surface (MLS).
MLS is a generalization of the elevation grid terrain representation that can
store a set of vertically stacked patches in each cell, thus allowing for correct
handling of overhanging objects. A benefit of this approach is that the MLS
map can be obtained directly from the underlying SLAM architecture and incorporates an estimate of the uncertainty of the observed environment. The
authors propose a scheme to plan paths using MLS maps [89], through a dimension projection and the extraction of a 2D binary traversability map. The
so obtained occupancy map can be used as an input to a wavefront propagation
algorithm [85] or another suitable two dimensional path planner. Although this
approach could be used to plan paths over multi-layered terrains, the dimen-
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Algorithm 2 The 3D-NDT wavefront path planner
1: Initialize active cells que Q
2: ∀q ∈ MNDT : q.cost = ∞
3: qgoal .cost = 0
4: Q ← qgoal
5: while Q not empty do
6:
qcur ← Q.pop()
7:
if CollisionCheck(qcur ) then
8:
Qnext ← AccessibleNeighbors(qcur )
9:
if Qnext .cost > qcur .cost then
10:
Qnext .cost = qcur .cost + cost(Qnext , qcur )
11:
end if
12:
Q.push(Qnext )
13:
end if
14: end while
sion projection imposes some limitations. For example, if a path is required
from a specific location on any given floor of a building to the same location
on another floor, a 2D map cannot correctly represent the overlapping sections
of the environment.

6.3

Path Planning using the 3D-NDT

This section describes the proposed extension of the grid-based wavefront
propagation algorithm to a 3D-NDT based map. It is usually not computationally feasible to use grid-based path planning methods in higher-dimensional
problems. Note, however, that though the operational environment of the robot
is fully 3D, the dynamics of the vehicle constrain it to locally move on a plane,
possibly inclined up to a maximal vehicle specific roll and pitch. Thus, there
is no need to propagate the wavefronts in a vertical direction or towards cells
belonging to non-traversable terrain (walls in an indoor environment for example). The wavefront algorithm is intuitive and easy to implement, thus making
it a good choice for a base path planner on 3D-NDT maps. The proposed modified planner is introduced in Algorithm 2 and further discussed in the following
paragraphs.
The algorithm presented is very similar to the 2D version of wavefront propagation, but has two important distinctions that utilize the 3D-NDT representation. The first modified component is the CollisionCheck subroutine. While in
a 2D grid based approach this routine is a simple check of the binary occupancy
value of the cell, the modified version is more involved. The second modification is in the AccessibleNeighbors routine, which has also been changed to
accommodate the specific constraints of a vehicle moving in a 3D environment.
Finally, in order to handle the general case of a non-uniform 3D-NDT grid, the
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Algorithm 3 CollisionCheck
1: Input q ← vehicle configuration to be evaluated
2: V ← all neighbouring cells within 2 x RobotRadius
3: for ∀v ∈ V do
4:
if Angle(v, q) < maxPitch then
5:
pSupportCells ← v
6:
else
7:
pCollisionCells ← v
8:
end if
9: end for
10: if ∃vi ∈ pSupportCells : not horizontal or inclined then
11:
return Collision
12: end if
13: if ∃vi ∈ pCollisionCells : Collides(q, vi ) then
14:
return Collision
15: end if
16: return No Collision
cost function propagated cost(Qnext , qcur ) is proportionate to the Euclidean
distance between the cells considered.

6.3.1

State collision detection (CollisionCheck)

As the size of the 3D-NDT cells is generally not correlated to the size of
the robot, an accurate collision check routine should evaluate a local neighborhood containing the tested configuration. Thus, a nearest neighbor search
for all cells within a sphere with a double of the robot radius is performed
in the 3D-NDT model MNDT . Using the immediate robot neighborhood, the
routine in Algorithm 3 evaluates the safety of the vehicle position in cell q.
The cells in the immediate neighborhood are split in two classes — possible
support and possible colliding cells. Support cells cover space that could potentially be traversed by the vehicle, while offering a stable kinematic support.
On the other hand, possible collision cells cannot be traversed and belong to
obstacles that can hinder the robot. The classification is performed by evaluating the angle that the mean-to-mean vector µcurrent − µneighbor makes with
the horizontal plane. If this value is larger then the maximum vehicle pitch, the
neighbouring cell is regarded as an obstacle cell, that could result in a possible
collision. Thus, at this step neighbouring cells are partitioned into two subsets — pSupportCells, containing the possibly traversable support cells, and
pCollisionCells, containing the obstacle cells that could result in a collision.
Once the cells are classified in this manner, two conditions need to be satisfied
in order to guarantee a collision-free state — namely that pSupportCells in-
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Figure 6.1: Classified cells for the scan shown in Fig. 3.2. In a colored print dark blue
signifies a sharply inclined cell, red is used for vertical flat surfaces, green is used for flat
horizontal cells and cyan for rough cells (not in this image).

deed provide a stable support for the robot and that the pCollisionCells do
not actually collide with the robot body.
In order to check the stability of the support cells, first the traversability
of each cell in the set is assessed. As described in Chapter 3, a threshold on
the smallest eigenvalue of the covariance matrix can be used to determine the
properties of each 3D-NDT cell. Cells with a spherical shape are considered
as obstacles and an indication of rough, undrivable terrain. The flat and linear
cells can be further classified by the orientation of the dominant eigenvector.
The roughness and inclination are precomputed for the entire map and all cells
are classified as rough, horizontal, inclined or vertical planar cells (Fig. 6.1).
Thus, linear and spherical cells, as well as flat NDT cells with an inclination,
bigger then the maximum allowed pitch of the vehicle, are considered as obstacles and an indication of an unstable pSupportCells set.
Finally, the cells that do not belong to the robot support are evaluated for
collision with the robot sphere. This routine (line 10 in Algorithm 3) is performed in two steps. First, a fast check is performed, testing if the mean to mean
distance between the current and neighboring cell is bigger then the robot radius — |µdiff | = µcurrent − µneighbor > r. If this check fails, a collision be-
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tween the robot and the respective obstacle cell is inevitable and thus reported
directly, saving on unnecessary fine-grain checks. The remaining obstacle cells
are evaluated using a fast conservative check, based on a re-scaled mean to
mean distance µsc .
µsc =

|µdiff | − r
µdiff
|µdiff |

(6.1)

The vector µsc estimates the distance between the mean of the neighboring
cell and the edge of the robot sphere. A Mahalanobis distance based on the
neighbor’s covariance matrix Σneigh thus provides a measure of the likelihood
that the endpoint of this vector belongs to the neighbor’s distribution. Thus,
the final collision check is performed by thresholding µTsc Σneigh µsc < 1.
The full collision checking procedure is also illustrated in Figure 6.2. Figure 6.2(a) shows a vertical cross-section of a possible 3D-NDT environment
map, along with a chosen initial location of the robot. Figure 6.2(b) then shows
a selected neighbourhood of all cells within two robot radii. Figure 6.2(c)
depicts the mean-to-mean vector thresholding, performed on line 4 of Algorithm 3. Figure 6.2(d) shows the resulting dichotomy into pSupportCells and
pObstacleCells. Figure 6.2(e) illustrates the procedure through which cells in
the immediate support area are checked for traversability, based on the class of
the Gaussian pdf. Finally, Figure 6.2(f) depicts the routine for checking obstacle
cells for collision with the robot body.

6.3.2

Finding accessible neighbors

The second important modification of the 2D wavefront algorithm, is necessary in order to propagate the search wavefront in a fully three-dimensional
environment — the AccessibleNeighbors routine. In the original wavefront
algorithm this call returns the free cells, adjacent to the currently evaluated state
qcurr . The same idea is used in propagating the 3D wavefront, but the implementation is adjusted to accommodate for the 3D-NDT representation used.
In practice, the support cells extracted in pSupportCells are all candidates for
good locations to propagate the 3D wavefront. To ensure that it is possible to
move from the current configuration qcur to a cell in the support set, a further
test is performed using the T ransitionPossible routine (Algorithm 4). Cells
are deemed non-accessible if the mean-to-mean distance is more than the sum
of the diagonals of the cells (not direct neighbors) or if there is a large difference
in the orientations of the local surface ellipsoids of the two cells.

6.3.3

Planning the path

Upon termination of the 3D-NDT Wavefront algorithm, all cells from which
the goal is reachable are assigned a cost value. In case the cost of the start
location is finite, a path to the goal exists and can be generated by following
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Algorithm 4 T ransitionPossible
1: Input qcur and qneigh state transition to be tested
2: s ← sum of half diagonals of the cells
3: if µcur − µneigh > s then
4:
return false
5: end if
6: vc ← eigenvector with smallest eigenvalue for Σcur
7: vn ← eigenvector with smallest eigenvalue for Σneigh
8: if Angle(vc , vn ) > maxPitch then
9:
return false
10: end if
11: return true
the cost function gradient, starting from qstart and iteratively checking for an
accessible neighbor with lower cost.

6.4

Path Planning Results

In order to demonstrate the validity and utility of the proposed path planning
algorithm, test runs were performed in four different environments. The data
sets used were collected by means of an actuated two dimensional range scanner
(SICK LMS), using different mobile platforms. The logged odometry pose data
and point sets were registered in a common reference system, using the 3DNDT P2D algorithm, as described in Chapter 3. The 3D-NDT D2D algorithm,
proposed in this dissertation was not used, due to its early development stage,
at the time of design and testing of the path planning procedure. The registered
scans were then merged and stored for use in several path planning queries. The
point sets used are shown in the left column of Fig. 6.3, while the right column
shows the reachable 3D-NDT cells, produced by the planner, for a given start
and goal location. The remainder of this section discusses the features of each
environment and the performance of the proposed algorithm.
The first environment tested is an example of a typical indoor scenario — a
robot moving through a hallway with flat floors. Even in such a classical situations, there are a number of challenges that are better faced with a 3D-aware
planning strategy. One such example occurs when planning close to tables or
chairs, that normally have thin legs and might not be visible in a 2D laser scan.
The proposed approach handles these areas elegantly thanks to the 3D collision evaluation. As the map of reachable locations reflects, the areas near the
top wall of the hallway are correctly considered unreachable, due to the presence of tables and chairs.
The second and third test environments consist of service tunnels in a mine.
Although the floors are mostly flat, there are a number of rough floor areas,
as well as ditches, that produce holes in the point clouds. The planning task
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(a)

(b)

(c)

(d)

(e)

(f)

Figure 6.2: An illustration of the different stages of operation of the 3D-NDT Wavefront planner. A cross-section of a possible 3D environment is used for display purposes.
Figure 6.2(a) — a query location for the robot is chosen. Figure 6.2(b) — a neighbourhood search for the cells within two robot radii is used to select only close-by cells.
Figure 6.2(c) — the mean-to-mean vector between each cell and the current cell is constructed and the angle with the horizontal plane is measured. Figure 6.2(d) — the angle is
used to discriminate between possible obstacles and possible support cells. Figure 6.2(e)
— cells in the immediate support area are checked for traversability, based on the class
of the Gaussian pdf. Figure 6.2(f) — obstacle cells are checked for collision with the
robot body.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 6.3: Left: Point clouds from four test environments. From top to bottom data
sets are labeled ”hallway", ”mine", ”Kvarntorp" and "piles”. For description of the
environments, check Section 6.4. Right: Wavefront propagation maps for the respective
environments. Ellipsoids are scaled at 3σ levels for display purposes. Colors show proximity to the goal. Planned paths are shown as red lines, with start and goal locations
marked by red cones. Only reachable cells shown.
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is further complicated by the presence of other service vehicles, that occupy
some of the otherwise traversable areas of the data sets. The traversability maps
obtained for these data sets are also sound — rough and unobserved areas
of the corridors are not present in the obtained reachability maps and thus
avoided when planning paths. Note that in the Kvarntorp data set, due to the
accumulated registration error and the geometry of the considered vehicle, there
is no connectivity in the upper left corner of the map.
The last test point set used is from an outdoor asphalt processing site. The
environment consists of uneven and sloping terrain, including several piles of
gravel and asphalt. Paths were planned in this map using a vehicle model that
allows for a maximum pitch of up to 0.2 rad, which is reflected in the fact that
the the pile foundations are still considered traversable in the output map.
For each of these four environments, a goal location that coincides with
a free state was selected. Start locations, also considered collision free were
selected for each map and used as an input to the proposed algorithm. Since
ground truth terrain traversability was not available for the collected data sets,
the feasibility of the produced paths was evaluated only empirically. The quality of the paths, as demonstrated in Fig. 6.3, exhibits the typical characteristics
of a gradient-following approach. The paths are geometrically feasible, but are
not necessarily optimal in minimizing jitter or vehicle travel time. Note that
the approach, discussed in this chapter, is indeed a pure path planner and as
such doesn’t take into consideration the dynamics of the robot. Another feature of the data sets that has to be mentioned is that although some of the
environments contain tunnels, truly overhanging structures and multi-layered
traversable terrain are not present.
The performance of the planner is influenced by the parameters in Table 6.2.
The maximum and minimum cell size and model fitness affect the quality of the
3D-NDT map and thus also the path quality. Notably, increasing the minimum
cell size or lowering the fitness threshold would speed up planning, but could
also induce errors in modeling small details like narrow passages. The Mahalanobis and eigenvalue thresholds change the behavior of the collision checker
and the discrimination of safe states. Increasing these parameters allows for
larger clearance from obstacles and rougher horizontal cells, respectively. The
last two parameters model the physical characteristics (width and tipping pitch
angle) of the robot executing the path.
The complexity of the environments tested and the average path planning
times (using an Intel Core2 Duo CPU at 3 GHz) are shown in Table 6.1. Several
general observations can be made, based on the tests performed. The first notable result is that the path planning time (column 6) is dominated by the time
necessary for building the 3D-NDT representation of the environment (column
5). This is not surprising, as the planner utilizes information available in the
NDT map to speed up the search. It is important to note that in an online navigation scenario, the 3D-NDT map would be available by default as it is an
integral part of the mapping system. A second observation to note is that the
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Table 6.1: Environment complexity and runtime statistics
Data Set
Hallway
Mine
Kvarntorp
Piles

Points

3D-NDT
Cells

Reachable
Cells

3D-NDT
Construction Time

Planning
Time

636k
863k
1 528k
183k

4 423
21 460
31 269
1 361

282
1 635
4 120
782

12.5s
16.6s
26.5s
3.3s

0.2s
1.8s
3.1s
0.6s

Table 6.2: 3D-NDT Wavefront Planner Parameters Values Used

Maximum Cell Size
Minimum Cell Size
Model Fitness Threshold
Mahalanobis Threshold
Eigenvalue Roughness Threshold
Robot Radius
Maximum Pitch

4m
0.4m
1000
1
0.1
1m
0.2rad

planning time depends more on the number of reachable cells (column 4) then
on the number of cells in the map (column 3). This relation can be explained by
the fact that searching for a cell in the OctTree has an expected computational
cost of O(log(n)). This operation is performed in a manner proportionate to
the number of expanded cells k, as each cell has a finite number of neighbors.
Thus, the complexity of the path planner can be approximated as O(k log n),
which in the presented examples is dominated by the number of reachable cells.

6.5

Path Following and Obstacle Detection —
Background

This section presents a brief overview of the state of the art in strategies for
safe path following for autonomous vehicles. Subsection 6.5.1 summarizes traditional reactive obstacle avoidance that relies on a flat floor assumption. Although the primary focus in this work lies in fully three-dimensional environments, the 2D methods discussed can often be extended to more complex scenarios and their understanding is thus important. Indeed, a common way to
deal with obstacle avoidance in 3D is to cast the problem to two dimensions, using a traversability analysis algorithm and then to utilize one of the approaches
presented in 6.5.1. In this scheme, obstacle detection can be viewed as a subproblem of terrain classification — namely into drivable and obstacle areas.
For an overview of terrain classification methods, the reader is referred back
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to Section 6.2.1. Subsection 6.5.2 in turn presents the most relevant systems
and algorithms that operate in fully three-dimensional settings, with a focus on
several full navigation systems applied in realistic scenarios and in particular
on the obstacle avoidance schemes these systems employ.

6.5.1

Collision Avoidance Schemes in Two Dimensions

Traditional collision avoidance schemes in two dimensions usually utilize feedback through 2D laser range finder sensors. A single scanning plane, parallel
to the ground is sampled and used to detect obstacles. One of the first popular avoidance schemes was proposed by Khatib et al. [108] and is based on
potential vector fields. The autonomous vehicle is modeled as a point through
growing the size of obstacles in the environment by the robot radius. Next, a
local goal point is selected on the path to be followed. The obstacles are treated
as sources of a repulsive force, while the goal exerts an attractive force on the
robot. The motion commands obtained are calculated to match the direction
of the resulting cumulative force vector. Though the simplicity of this method
is attractive, as Koren et al. point out [109], several major problems can occur.
Most notably, potential fields methods have difficulty in navigating through
narrow passages between obstacles and are apt to get stuck in local minima of
the calculated vector field. To remedy these shortcomings, Koren et al. propose
the Vector Field Histograms (VFH) [110] algorithm, which computes a histogram based on the repulsive forces and uses it to select a direction of travel in
line with the goal direction. Later, an improvement in the case-based direction
selection and speed of the algorithm was reported [111], creating the popular
VFH+ algorithm.
Though VFH+ remedies many of the problems with potential fields methods, it still does not take into account the dynamics of the vehicle. Thus, although the heading chosen by VFH+ might be obstacle-free, it is not always
feasible for the robot to achieve the desired motion commands. This concern
is handled by searching for controls in velocity space, by algorithms such as
the dynamic window obstacle avoidance and it’s derivatives [112] [113]. Finally, another popular 2D obstacle avoidance strategy worth mentioning is the
Nearness Diagram (ND) [114] and it’s derivatives ND+ [115] and the Smooth
ND+ [116]. These approaches are all based on a by-case exploration of gaps
and valleys — regions of discontinuity in the laser data, free of obstacles. These
algorithms perform well in practice, and provide reliable collision avoidance
even in highly cluttered environments, earning them popularity in the mobile
robotics community.
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Obstacle Detection and Avoidance in Fully
Three-Dimensional Environments

As mentioned earlier, one of the most straight forward strategies to implementing obstacle avoidance for 3D environments is to reduce the problem to two
dimensions. Several research groups report sensor fusion strategies to handle
obstacle detection, involving 3D range data. Yuan et al. [117] and Droeschel
et al. [55] independently introduce in this context the concept of a virtual laser
scanner. Using a Time of Flight (ToF) camera, both groups attempt to extract
drivability information and fuse it with data coming from a traditional 2D laser
range finder. To achieve this, a laser scan is simulated to return distances to all
obstacles, detected by a terrain categorization module. While the criteria for
detecting collisions proposed by both works [117] [55] are oversimplified at
times, the overall obstacle avoidance concept is valid, especially so in predominantly flat environments. The general idea of using a 2D obstacle avoidance
algorithm coupled with a more sophisticated terrain characterization approach
(similar to the ones presented in Section 6.2.1) can be applied also in more
complex operational scenarios.
Several particular obstacle detection systems, based on terrain traversability
analysis, have proven their reliability through extensive tests in realistic scenarios. Foremost of these are obstacle detection systems, employed by some
of the vehicles that participated in the DARPA Grand and Urban Challenges.
The winners of these challenges — Stanley from Stanford University [95] in
2005 and Boss from Carnegie Mellon University [99] in 2007, both proved
to have reliable obstacle detection for on-road driving. In an offroad scenario,
however, more challenging situations are likely to emerge, especially so when
navigating over rough terrain or in mdverse environmental conditions. Notable approaches to be mentioned for off-road navigation include the works
of Howard et al. [118] [119] and Hamner et al. [103]. The later work, discussed in more detail in Section 6.2.1, was applied to a fast-moving ATV. The
approach of Howard et al. deals with the implementation of a receding horizon model predictive control scheme that is used to follow a trajectory over
rough terrain. In order to achieve that, an environmental lattice, representing
the drivability of the physical world is assumed. Although details on how this
lattice is constructed and updated from sensor data are lacking, the underlying
trajectory following scheme has been utilized in several projects on UGVs at the
Robotics Institute of Carnegie Mellon University. From the perspective of the
work presented in this chapter and due to a similar set of assumptions made,
the approach of Hamner et al. [103] remains the most relevant prior work.

6.6

Using the 3D-NDT for Obstacle Detection

In order to move safely along complex paths, like the ones presented in Section 6.3, an autonomous vehicle has to be capable of following a trajectory,
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while simultaneously avoiding any collisions with obstacles. As demonstrated
earlier, the 3D-NDT spatial representation can be used as a base data structure
by a modified wavefront path planner. In the next subsection, we will demonstrate how that planner can be modified in order to achieve a terrain classification algorithm and to differentiate between drivable and non-drivable ground.
The proposed method can be applied to environmental maps, but also to single 3D point scans, resulting in a fast method for obstacle detection. In some
application scenarios, it may make a difference what the nature of the detected
obstacles is. Therefore, in subsection 6.6.2 we propose to use the drivability
analysis algorithm proposed and the properties of the 3D-NDT spatial representation in order to detect previously unmapped obstacles.

6.6.1

Traversability Analysis using the 3D-NDT Wavefront
Planner

Applying the 3D-NDT wavefront algorithm to produce an estimate of the drivable areas of a map can be done in a very straight-forward manner. Notice that
the wavefront propagation algorithm presented is in a sense a single-destination
all-source search method. Algorithm 2 in fact computes the cost of reaching the
goal state from all possible starting locations in the map. In drivability analysis we are interested in the reverse of this problem — finding all the possible
locations reachable from a given current position of the robot. Thus, in order to classify the safe to drive regions around the current vehicle position,
Algorithm 2 can be started with a goal point, set to the current robot position. All 3D-NDT cells, reached by the wavefront can then be considered safe
to drive over, while the remaining cells can conversely be labeled as obstacles.
The results of using the 3D-NDT wavefront planner in this manner to obtain
traversability maps are discussed in the next paragraphs.
An example run of the drivability analysis algorithm on a portion of scans
from the “Hannover 1” data set is shown in Figure 6.4(a). Twenty point scans
from different robot positions were registered, using the 3D-NDT-D2D algorithm from Chapter 5. Next, the position of the robot in the first point cloud
was used as a reference location and all reachable areas of the environment
were computed and labeled green in Figure 6.4(a). The obstacle regions in this
map are shown in red and signify the parts of the environment that cannot
be safely reached or traversed by the robot. The proposed algorithm correctly
labels as obstacles all trees, bushes and buildings, present in the displayed environment. Note also the series of non-traversable areas shown in the middle of
the green, traversable corridor. These areas are due to a person walking side by
side with the robot during data collection and have all been correctly labeled
as non-drivable.
The example shown in Figure 6.4(a) is generated on a map, obtained from
twenty consecutive point scans. When discussing obstacle avoidance, however,
a large set of consecutive range data might not be available. Moreover, as obsta-

114

CHAPTER 6. PATH PLANNING AND PATH FOLLOWING

cle avoidance schemes are usually reactive, it is important to properly reflect on
the dynamics of the physical environment and to report the most recent obstacle locations. Thus, it is more interesting to observe the performance of the 3DNDT based traversability analysis algorithm, when operating on a single point
scan at a time. Two such examples are shown in Figures 6.4(b) and 6.4(c). As
before, red areas signify obstacles, while green areas show traversable ground.
The areas shown in black signify the false positive drivable area — points that
were labeled drivable by the traversability analysis algorithm, but would in
fact lead to collisions according to the ground truth labels. In order to obtain
ground truth labels, the results of the traversability algorithm on the full map of
twenty scans (Figure 6.4(a)) were used. In this manner, the effect of performing
drivability analysis on sparser point samples and partial environmental views
can be observed. False positive areas are particularly important when dealing
with a drivable area extraction algorithms, as they signify errors that might
lead to actual collisions of the vehicle. In other words, being conservative on
the drivable area, and thus sacrificing efficiency, is preferable to being overoptimistic and resulting in a crash. In the two example figures shown, there are
two types of false positive areas — the first due to inconsistencies in the map,
and the second due to discretisation errors. The first type is by far dominant —
it is causing the big black square areas close to the robot. This type of error is
due to the person walking next to the robot, since in the overall map the person
is registered at twenty different locations. Thus, some areas marked as obstacle
in the ground truth labels are actually free at the time of taking the single point
scan and therefore these types of false positives are indeed not an error. The
second cause for false positive areas manifests itself in isolated points, further
away from the robot and at the borders of some obstacles. These errors are
caused by different spatial partitioning of the overall map and individual scans,
as well as by the availability of less samples in some individual scans. In the
tests performed so far, however, such areas occur far from the vehicle (i.e., in
areas of low point sample density) and should not have a significant influence
on the operation of the robotic platform.
Due to the presence of dynamical obstacles in the data sets tested, it is difficult to obtain a fair evaluation of the size of the false positive areas discussed.
A more thorough qualitative evaluation of the drivability analysis algorithm
has thus been left as a future work direction for this dissertation. The empirical
results observed, however, show a promising performance, with very few false
positives and reasonably large drivable areas extracted. It is possible to measure
another important parameter of obstacle detection systems — namely the run
times. On the twenty point sets of roughly 11k point samples each, an average
run time of 54 ± 7 milliseconds was observed. This time is largely subsumed
by the sampling time of actuated laser sensors, like the one used to record the
data set. Even a higher bandwidth sensor would not incur much delay in the
algorithm runtime and thus an online use of the proposed drivability analysis
system can readily be envisioned.
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(a)

(b)

(c)

Figure 6.4: Example runs of the drivable terrain extraction algorithm. Green points
show locations where the center of the robot can safely pass, while red points denote
unreachable or collision regions. Figure 6.4(a) shows the drivability analysis on 20 consecutive point scans from the Hannover 1 data set. Note the red regions, belonging to
a person walking behind the data collection system. Figures 6.4(b) and 6.4(c) show the
results of traversability analysis performed on individual point scans from the same data
set. Black points show inconsistent regions, largely due to dynamic obstacles.

116

6.6.2

CHAPTER 6. PATH PLANNING AND PATH FOLLOWING

Detecting Previously Unseen Obstacles

As mentioned earlier, application-specific demands on obstacle detection systems can vary. One particular example obstacle detection application was developed in the context of the Active Safety project at Örebro University. In
this particular case, the autonomous system is required to operate in a previously mapped environment, while detecting and avoiding dynamically appearing obstacles, not present in the a priori environment map. For this purpose,
the drivability analysis algorithm from the previous section was integrated with
a change detection system, resulting in the procedure illustrated in Figures 6.5
and 6.6.
A first step of the approach is to acquire a point scan of the environment
(Figures 6.5(a) and 6.5(b)) and to perform an iteration of the drivable region
extraction, as shown in Figure 6.5(c). The example run, shown in this illustration, is intended for a very large vehicle — a Volvo wheel loader, similar to the
machine shown in Figure 1.1(f) in the introduction of this dissertation. Thus,
the areas in which the vehicle is not allowed extend far around each of the people in the picture. Notably, in this test and with the vehicle parameters used,
only the largest of the three boxes is detected as an obstacle. In order to detect
which of the obstacle regions belong to newly observed and possibly dynamic
obstacles, the non-drivable regions of the current scan are superimposed on
to the available 3D map (Figure 6.6(a)). In an online version of the discussed
approach, the current 3D point scan would have to be registered precisely to
the map, due to possible errors in the position and orientation estimates of the
moving vehicle. In the simplified and considerably easier initial testing scenario,
outlined in this section, the vehicle is kept stationary, thus allowing for a well
known ground-truth pose, relative to the acquired map. Next, all point samples
belonging to non-drivable regions are used as input to a simple change detection system. For each point, the likelihood of being generated by the 3D-NDT
model of the map is computed, according to equation (3.9) from Chapter 3.
Using the empirically determined occupancy likelihood threshold of 0.05 (from
Chapter 3), a thresholding operation can then be performed in order to find the
points that do not belong to the map (Figure 6.6(b)). After removing clusters
containing less then three points inside a sphere of radius one meter, the remaining points are used to estimate bounding ellipsoids. Finally, clusters of volume
less then 10 liters are eliminated due to application requirements, producing
the final result shown in Figure 6.6(c). Thus, the position and bounding boxes
of four new obstacles have been reported, three of which were indeed newly
introduced. The only false positive detection in this case is part of one of the
piles, to the right of the machine. However, due to the nature of the obstacle
detection procedure used, false positive detections are not a significant problem, since they belong to regions labeled as static obstacles by the underlying
drivability analysis approach. In the outlined case, there are also two false negative detections — namely two of the boxes shown were not detected and will
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(a)

(b)

(c)

Figure 6.5: Illustrating the operational principle of not-in-map obstacle detection. Figure 6.5(a) — a picture of the test scene. Figure 6.5(b) — corresponding annotated point
cloud. Figure 6.5(c) — drivability analysis performed on the test point cloud.
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(a)

(b)

(c)

Figure 6.6: Figure 6.6(a) — the non-traversable areas of the original scan, overlayed on
the environmental map. Figure 6.6(b) — obstacle points that can be considered as not
belonging to the map. Figure 6.6(c) — final clustered and filtered obstacle regions.
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be treated as drivable ground. False negative detections may present a significant problem, as they could result in a collision of the vehicle. In the particular
illustrative example discussed, the two boxes would not pose a challenge to the
wheel loader machine considered and can indeed be considered as traversable
ground.
Figure 6.7 shows another example run of the obstacle detection algorithm
discussed. The test sets were acquired and analyzed online, during the Active
Safety project demonstration at Volvo CE on January 19th , 2011. In this test,
all of the objects introduced to the scene are correctly detected. Two false positives are reported for this scenario, both situated on a hangar door and belonging to a static obstacle. The potential of the described dynamic obstacle
detection algorithm was tested and demonstrated on several challenging real
world scenes, producing satisfactory results. Extensions of the obstacle detection system would have to operate on a moving vehicle — a more complicated
scenario that would pose numerous challenges, and will be addressed in future
works.

6.7

Discussion

This chapter discussed the problem of planning and following a safe path,
through a three-dimensional environment. A novel approach to path planning
for wheeled mobile robots in semi-structured 3D environments, proposed in
our prior work [11] was presented. The use of 3D-NDT as an underlying map
representation allows for an expressive and computationally effective spatial
modeling. A well known 2D path planning algorithm is extended to operate
on a 3D-NDT map, thus removing the need for expensive terrain modeling
and segmentation operations. The proposed approach was demonstrated to
produce feasible paths in four different test environments, with varying characteristics. The use of 3D-NDT as a spatial data structure was shown to be
beneficial for reducing the complexity of the proposed path planner, removing
the necessity of projecting into two dimensions and the possible loss of path
diversity.
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(a)

(b)

Figure 6.7: Examples from the demonstration test scenario. Overlayed map and test
points in 6.7(a). Annotated object clusters in 6.7(b)

Chapter 7

Conclusion
This dissertation discussed some of the challenges, encountered when a mobile
robot travels through unknown semi-structured environments. Starting from
low-level tasks, such as sensing the distance to the surrounding objects, and
reaching high-level algorithms, such as mapping and path planning, this thesis
has attempted to outline a consistent approach for an autonomous navigation
system. A central role in achieving the tasks discussed in this work is played
by the Three-Dimensional Normal Distributions Transform (3D-NDT). The
3D-NDT is used throughout this work as an underlying means of representing
the physical world, thus becoming a key component of all the proposed algorithms. This dissertation has thus made an important step towards a real-world
autonomous navigation system, based entirely on a single compact, accurate
and reliable modeling technique. In this concluding chapter, we will summarize
the three most-important high-level contributions of this work, discuss limitations of the proposed algorithms and chart possible improvements and future
research directions.

7.1

Contributions

Rather then repeating the full list of contributions of this dissertation, as presented in Section 1.3, this subsection chooses to focus on the three most important achievements of this work.
The first notable contribution of this work is the evaluation framework,
proposed in Chapter 3 and further developed in Chapter 4. One of the most
pressing problems in robotics research is the ad-hoc nature of some of the methods, used to evaluate and compare the performance of different algorithms. The
framework proposed in this thesis is easy to implement and results in easy to
interpret statistical results, paving the way for a standard benchmark for novel
spatial modeling techniques and thus constitutes an important contribution.
A second important contribution of this dissertation is the proposed 3DNDT Distribution-to-Distribution (D2D) point cloud registration algorithm.
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Unlike previous approaches, this method makes an important step to using
the full potential of the 3D-NDT representation by directly registering 3DNDT models of the input point sets. Thus, due to the sparsity and compactness of the 3D-NDT, the number of components evaluated in the proposed
approach is an order of magnitude lower then in both the prior 3D-NDT Pointto-Distribution approach and ICP-based counterparts, resulting in substantially
lower run times. The results obtained also testify to the expressive nature of the
3D-NDT — although the number of components used is much lower, the information they encode is sufficient to produce state of the art registration results.
Thus the 3D-NDT-D2D algorithm is a central contribution of this work, with
many exciting opportunities for further improvements.
Last but not least, this work proposed a method for evaluating the drivability of different terrains, based on the 3D-NDT. The proposed approach
was further used to aid two important navigational functions — path planning
and obstacle avoidance. Although both of these components can be further improved, the underlying 3D-NDT traversability analysis algorithm has produced
robust and accurate results. Thus, further and more complex path planning
and obstacle avoidance strategies, based on the 3D-NDT drivability analysis
approach presented in this work, have been envisioned and also constitute a
promising research direction.

7.2

Limitations

It is important to note that some of the methods discussed in this thesis still
have limitations, that should be taken into account when they are integrated in
more complex systems.
The evaluations and methodologies, presented in Chapters 3 and 4 are very
useful for analysis purposes, but it should be noted that some parameters may
influence the results of the tests and should be carefully adjusted. Failure to do
so may result in a loss of discriminative power of the proposed benchmarks and
may induce over-confident results. The 3D-NDT representation itself, evaluated
in Chapter 3 also has several parameters, such as grid size, cell-splitting heuristics, and spatial indexing type. Although the results obtained clearly show a
good accuracy performance, there is still room for improvement in the strategy
for estimating the Gaussian components of the 3D-NDT.
The 3D-NDT-D2D registration algorithm, proposed in Chapter 5 also has
several limitations, that should be taken into account. Much like the other
state-of-the-art registration methods discussed, 3D-NDT-D2D has several free
parameters. Depending on the types of sensors, environments and expected vehicle motions considered, these parameters may have to be adjusted, in order
to obtain a state of the art performance of the registration algorithm. Most of
these parameters control the way in which the 3D-NDT models of are constructed, and in fact result in issues identical to the ones discussed in the previous paragraph. Additional parameters control the optimization scheme utilized
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and should also be tuned carefully. Automatic schemes for adjusting some of
the parameters discussed could result in better and more robust performance
and should be investigated in future works. Finally, the proposed algorithm still
has troubles with getting stuck in local minima at times. Although this effect
is mitigated by starting from different initial positions, obtained using the 3DNDT Histogram, further investigations in the detection and avoidance of local
minima will greatly benefit the proposed algorithm.
The path planning and following methods, discussed in Chapter 6, both
make assumptions on the type of robotic vehicle used. In some cases, these assumptions may be unrealistic or at the least, may lead to undesirable results. An
important limitation for the presented path planner is the assumption that the
robot can turn in place. This results in a jittery and at times unrealistic paths,
that can only be approximately followed by a look-ahead type of controller.
Another important point to note is that the vehicle kinematics and dynamics
are not taken into account by the discussed wavefront planner, and thus only
differential drive, slow-moving robots can reasonably well follow the planned
paths. Thus, it is important to extend the proposed planner in order to obtain
better results, while keeping the traversability analysis approach discussed.

7.3

Future Research Directions

Several important directions of future investigation and improvement of the algorithms, proposed in this dissertation, are immediately identifiable by looking
at the limitations discussed above. The most interesting and important of these
directions would look into more accurate and possibly faster means of estimating 3D-NDT representations. One possible approach would be to attempt
to change the underlying distribution function in each cell, in order to better
account for the surface shapes encountered. Another interesting opportunity is
to investigate different splitting heuristics that do not maintain regular, square
grid cells. Instead, using the distribution of samples in space, cells may be split
by arbitrary hyper-planes, hopefully resulting in a better-fitting 3D-NDT distribution.
In the context of the 3D-NDT-D2D algorithms, good representation capabilities may not be necessary in all parts of the registered scans. Thus, it may
be interesting to only estimate the local surface shape around distinct keypoint
locations — close to corners or edges for example. On-going investigations of
such a technique, using an RGB-D 3D sensor have already begun and will hopefully result in even faster, accurate 3D registration. Another direction for future
work on 3D-NDT-D2D registration is to explore different parametrizations
of rotations. Using quaternions or twist parametrization, coupled with more
advanced constrained optimization schema could further improve the results
presented in this dissertation.
Finally, a new research direction, attempting to address the limitations of
the techniques from Chapter 6 has also been already considered. A central
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idea for future work would be to use a state-of-the-art path planner directly
inside a 3D-NDT representation, by providing forward-simulation functionalities. In a parallel direction, a path-following controller that operates, using the
traversability information extracted from the 3D-NDT representation, will also
constitute an important step in future research investigations.

Appendix A

Derivatives of Transformation
Functions
In this Appendix, we offer for completeness the analytical expressions, for the
derivatives of the 3D-NDT D2D objective function from Chapter 5. First, let’s
concentrate on the first and second order derivatives of the expression
Rµi + t + µj

(A.1)

We denote the components of the current mean vector µi as µi = (m1 , m2 , m3).
The rotation matrix R is parametrized by the three Euler angles α, β, γ, while
the components of the translation vector t and correspondent mean µj are
factored out and not present in the derivative expressions. In accordance with
Chapter 5 and Equation (5.17), the first derivative of (A.1) is given by ja :


1 0 0 a b c
(A.2)
ja =  0 1 0 d e f 
0 0 1 g h i
where we have performed the following substitutions (with cα = cos α, sα =
sin α and so on):
a=0
b = −m3 cβ − m1 cγ sβ − m2 sβ sγ
c = m2 cβ cγ − m1 cβ sγ
d = m1 (sα sγ + cα cγ sβ ) − m2 (cγ sα − cα sβ sγ ) + m3 cα cβ
e = m 1 cβ cγ s α − m 3 s α s β + m 2 cβ s α s γ
f = −m1 (cα cγ + sα sβ sγ ) − m2 (cα sγ − cγ sα sβ )
g = m1 (cα sγ − cγ sα sβ ) − m2 (cα cγ + sα sβ sγ ) − m3 cβ sα
h = m1 cα cβ cγ − m3 cα sβ + m2 cα cβ sγ
i = m1 (cγ sα − cα sβ sγ ) + m2 (sα sγ + cα cγ sβ )
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Equivalently, we can compute the second order derivative Hab :


0 0 0 0 0 0
 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


 0 0 0 0 0 0 


Hab = 

 0 0 0 0 0 0 
 0 0 0 a b c 


 0 0 0 d e f 


 0 0 0 0 g h 


 0 0 0 i j
k 


 0 0 0 l m n 


 0 0 0 0 o p 


 0 0 0 q r s 
0 0 0 t u v

(A.4)

where we substitute for the expressions:
a = m1 (cα sγ − cγ sα sβ ) − m2 (cα cγ + sα sβ sγ ) − m3 cβ sα
b = m1 cα cβ cγ − m3 cα sβ + m2 cα cβ sγ
c = m1 (cγ sα − cα sβ sγ ) + m2 (sα sγ + cα cγ sβ )
d = m2 (cγ sα − cα sβ sγ ) − m1 (sα sγ + cα cγ sβ ) − m3 cα cβ
e = m3 sα sβ − m1 cβ cγ sα − m2 cβ sα sγ
f = m1 (cα cγ + sα sβ sγ ) + m2 (cα sγ − cγ sα sβ )
g = m 3 s β − m 1 cβ cγ − m 2 cβ s γ
h = m1 sβ sγ − m2 cγ sβ
i = m1 cα cβ cγ − m3 cα sβ + m2 cα cβ sγ
j = −m3 cβ sα − m1 cγ sα sβ − m2 sα sβ sγ
k = m2 cβ cγ sα − m1 cβ sα sγ
l = m3 sα sβ − m1 cβ cγ sα − m2 cβ sα sγ
m = −m3 cα cβ − m1 cα cγ sβ − m2 cα sβ sγ
n = m2 cα cβ cγ − m1 cα cβ sγ
o = m 1 s β s γ − m 2 cγ s β
p = −m1 cβ cγ − m2 cβ sγ
q = m1 (cγ sα − cα sβ sγ ) + m2 (sα sγ + cα cγ sβ )
r = m 2 cβ cγ s α − m 1 cβ s α s γ
s = m1 (cα sγ − cγ sα sβ ) − m2 (cα cγ + sα sβ sγ )
t = m1 (cα cγ + sα sβ sγ ) + m2 (cα sγ − cγ sα sβ )
u = m 2 cα cβ cγ − m 1 cα cβ s γ
v = m2 (cγ sα − cα sβ sγ ) − m1 (sα sγ + cα cγ sβ )

(A.5)
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Next, we have to calculate the derivatives of the expression
RT Σ−1 R

(A.6)

as defined in Equation (5.18) and Equation (5.21). In this case, it would be too
cumbersome to work directly with the low-level expressions of the rotation matrix angles, thus we pass through a substitution phase and calculate the partial
derivatives of the rotational matrix R. We obtain:




Za = 




0
0
0

T





∂ T −1
T −1 ∂

R
Σ
R
+
R
Σ
R
∂x
∂x

∂ T −1
T −1 ∂

R
Σ
R
+
R
Σ
R
∂y
∂y
∂ T −1
T −1 ∂
R
Σ
R
+
R
Σ
R
∂z
∂z

(A.7)

for Za , with the following expressions for the partial derivatives of R:

0

= 


∂
∂x R

= 


∂
∂x R

= 


∂
∂x R

= 


0 0 0
0 0 0 
0 0 0
0
0
sαsγ + cαcγsβ cαsβsγ − cγsα
cαsγ − cγsαsβ −cαcγ − sαsβsγ

−cγsβ −sβsγ −cβ
cβcγsα cβsαsγ −sαsβ 
cαcβcγ cαcβsγ −cαsβ
−cβsγ
cβcγ
−cαcγ − sαsβsγ cγsαsβ − cαsγ
cγsα − cαsβsγ
sαsγ + cαcγsβ


0
cαcβ 
−cβsα
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0
0 
0

In a similar fashion, we calculate the second order partial derivative Zab :


0 0 0 0 0 0
 0 0 0 0 0 0 


 0 0 0 0 0 0 


Zab = 
(A.9)

 0 0 0 A B C 
 0 0 0 B D E 
0 0 0 C E F
with matrix expressions:
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2
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and second order partial derivatives:
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Appendix B

Derivatives at zero initial pose
As discussed previously, the optimization of the fd2d objective function can be
performed in a step-wise manner by always evaluating the derivatives at p = 0.
This leads to much simpler, constant form expressions for the derivatives of
Appendix A. Here we follow the same order of presenting the transformation
function derivatives. We denote the components of the current mean vector µi
as µi = (m1 , m2 , m3). The rotation matrix R is parametrized by the three Euler
angles α, β, γ, while the components of the translation vector t and correspondent mean µj are factored out and not present in the derivative expressions. In
this case, we evaluate the derivative expressions at p = 0 and thus α, β, γ = 0.
The respective expression for Equation (5.17) is given by ja :


1 0 0 0
−m3 m2
0
−m1 
(B.1)
ja =  0 1 0 m3
0 0 1 −m2 m1
0
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Equivalently, we can obtain
Hab :

0 0
 0 0

 0 0

 0 0

 0 0

 0 0

 0 0

 0 0

 0 0
Hab = 
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 0 0

 0 0

 0 0

 0 0

 0 0

 0 0
0 0

expressions for the second order derivative
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(B.2)

0 0
0
0


0 −m2 m1
0

0 −m3 0
m1 


0 0
−m1 0


0 m1
0
0

0 0
−m3 m2 

0 0
0
−m1 

0 0
0
−m2 
0 m1
m2
0

Next, we compute the derivatives as defined in Equation (5.18) and Equation (5.21). In this case, it would be too cumbersome to work directly with
the low-level expressions of the rotation matrix angles, thus we pass through a
substitution phase and calculate the partial derivatives of the rotational matrix
R. We obtain:
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0
and Zab :
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