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Abstract
In this paper, we address the problem of outdoor, appearance-based topological localization, particularly over long
periods of time where seasonal changes alter the appearance of the environment. We investigate a straight-forward
method that relies on local image features to compare single image pairs. We first look into which of the dominating
image feature algorithms, SIFT or the more recent SURF, that is most suitable for this task. We then fine-tune our
localization algorithm in terms of accuracy, and also introduce the epipolar constraint to further improve the result.
The final localization algorithm is applied on multiple data sets, each consisting of a large number of panoramic
images, which have been acquired over a period of nine months with large seasonal changes. The final localization
rate in the single-image matching, cross-seasonal case is between 80 to 95%.
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1. Introduction
Local feature matching has become an increasingly used method for comparing images. Various
methods have been proposed. The Scale-Invariant
Feature Transform (SIFT) by Lowe [14] has, with
its high accuracy and relatively low computation
time, become the de facto standard. Some attempts
of further improvements to the algorithm have
been made (for example PCA-SIFT by Ke and
Sukthankar [10]). Perhaps the most recent, promising approach is the Speeded Up Robust Features
(SURF) by Bay et al. [5], which has been shown to
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yield comparable or better results to SIFT while
having a fraction of the computational cost [5,4].
For mobile robots, reliable image matching can
form the basis for localization and loop closing detection. Local feature algorithms have been shown
to be a good choice for image matching tasks on a
mobile platform, as occlusions and missing objects
can be handled. There are many works in relation
to appearance-based global localization using local
features, for example by Se et al. [18]. In particular,
SIFT applied to panoramic images has been shown
to give good results in indoor environments [1,7] and
also to some extent in outdoor environments [20].
However, there are relatively few approaches to
topological localization by matching outdoor images
from different seasons. Under outdoor conditions,
the appearance of the environment is inevitably
altered over different time scales: changing lighting
conditions, shadows and seasonal changes, etc. All
of these aspects make image matching very diffi-
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cult. 1 Some attempts have been made to match
outdoor images from different seasons. Zhang and
Kosecka [22] focus on recognizing buildings in images, using a hierarchical matching scheme where
a “localized color histogram” is used to limit the
search in an image database, with a final localization step based on SIFT feature matching. He et
al. [9] also use SIFT features, but employ learning
over time to find “feature prototypes” that can be
used for localization.
In this paper, we investigate topological localization based on local features extracted from
panoramic images. Several other works rely on
similar techniques to do topological mapping and
localization, for example Booij et al. [7], Sagues et
al. [16] and Valgren et al. [20,21]. The most recent
work related to this paper is a comparative study
for the localization task in indoor environments,
published by Murillo et al. [15], where it is found
that SURF outperforms SIFT because of its high
accuracy and lower computation time.
The aim of this investigation is to determine the
topological localization performance that can be
achieved using local features only under the conditions of large appearance changes over seasons. Our
approach is to first evaluate the localization performance with SIFT and SURF on outdoor data. We
then choose the local feature algorithm with the
highest performance, introduce the epipolar constraint, and adjust the parameters to reach as high
localization rate as possible.
The rest of the paper is structured as follows. In
Section 2, we very briefly discuss local feature algorithms and discuss image comparison using local
features. In Section 3, the data sets used in the paper are presented. In Section 4, the local feature algorithms are evaluated on the cross-seasonal data
sets. In Section 5, we show how the localization performance can be improved substantially, and in Section 6 we summarize the work.

– interest point description, which generates descriptors for every interest point found in the
detection step.
The resulting descriptors from two images can be
matched using similar techniques for both SIFT and
SURF; see further Section 2.2. The main difference
between the two methods lies instead in the detection and description steps.
The SIFT algorithm and its derivatives have been
described in numerous papers ([13,14,10]). For the
description of the SURF algorithm, see the papers
by Bay et al [5,4].
2.1. SURF variants
SURF has several descriptor types of varying
length. In this paper, we use regular SURF (descriptor length 64), SURF-128 (where the descriptor
length has been doubled), and “upright” SURF,
U-SURF.
U-SURF functions as regular SURF, but ignores
the computation of the dominant orientation and
the subsequent rotation of the interest point neighbourhood. As U-SURF is thus not rotation invariant, it is useful for detecting and describing features
in images where the viewpoints are differing by a
translation and rotation in the plane (i.e. planar motion).
The SURF descriptor also includes the sign of the
Laplacian, which allows for a quick distinction between bright features on a dark background and dark
features on a bright background.
2.2. Local Feature Matching
Comparing two images is done by comparing the
keypoint descriptors extracted from the images. The
binaries published on the web sites for SIFT 2 and
SURF 3 were used to find the keypoints and to compute the feature descriptors.
Depending on the application, there are different
matching strategies. A common method, proposed
in [14], is to compute the nearest neighbour of a feature descriptor, and then check if the second closest
neighbour is further away than some threshold value
Nt . In this relative matching scheme, the nearest
neighbour computation is based on the Euclidean
distance between the descriptors. We use an exhaus-

2. Feature Detectors and Descriptors
The SIFT [14] and SURF [5] algorithms can each
be divided into two distinct parts:
– interest point detection, which attempts to find
stable interest points in the image, and
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In some cases even impossible, since a snow-covered field
might not provide any discriminative features.

3
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http://www.cs.ubc.ca/∼lowe/keypoints/
http://www.vision.ee.ethz.ch/∼surf/

Set Images (outdoor) Main characteristics
A

139 (131) February. No foliage.

B

167 (167) May. Bright green foliage.

Winter, snow-covered ground. Overcast.

Bright sun and distinct shadows.
C

944 (597) July. Deep green foliage.
Varying cloud cover.

D1

320 (250) October. Early fall, some yellow

D2

234 (195) October. Less leaves on trees,

D3

301 (291) October. Mostly yellow foliage,

D4

320 (264) October. Many trees without foliage.

foliage. Partly bright sun.

some on the ground. Bright sun.

many leaves on the ground. Overcast.

Fig. 1. Aerial image, illustrating the coverage of data set
C. Approximate total path length is 1.4 km. (Blue dots
indicate results from GPS, where available, and red dots
indicate results from Mini-SLAM algorithm, as presented
in Andreasson et al. [2].) Circles indicate the approximate
positions 1 to 5 used in Experiment 1.

Bright setting sun with some high clouds.
Total

2425 (132)

Table 1
Reference table for the data sets.

tive search to find the nearest neighbour. Note that
a feature fi in image i may match feature fj in image j, without fj matching fi .
Both SIFT and SURF utilize feature vectors, so
the method described above can be used to perform
the image matching for both algorithms. For SURF
feature matching, an additional check for the sign of
the Laplacian for the SURF features should be introduced (features with opposite signs of the Laplacian
can never match). An important question is how to
set the threshold value Nt . Lowe [14] found a value
of 0.8 for the relation between the nearest and second nearest neighbour to be suitable for the task
of matching against a larger database of keypoints;
this is a value also used by Zivkovic et al. [23]. Other
users of SIFT [3,11] report good results with a value
of 0.6. In the paper by Bay et al. [5], a value of 0.7
is used for the SURF descriptor.
The resulting number of matches is used as a measure of similarity between the images.

sets, is used as our reference data set (it covers nearly
all places visited in the other data sets, see Figure
5). The data sets do not all cover the same areas.
For example, data set D1 does not include Positions
1 and 2 in Figure 1.
The data sets were acquired with an ActivMedia
P3-AT robot equipped with a standard consumergrade SLR digital camera (Canon EOS350D, 8
megapixels) with a curved mirror from 0-360.com
(see Figure 4). This mirror has an important property; the omnidirectional image can be unwrapped
by a polar-to-Cartesian conversion (followed by a
rescaling) to produce a high-resolution spherical image. No calibration of the camera-lens combination
is thus required.
Each panoramic image is stored in two resolutions, one in full resolution of about 2500 × 725, and
one in about one third resolution of 800 × 232 pixels.
To evaluate the localization results, we need a
ground truth position for each image. GPS was available on the robot, but the measurements proved unreliable for several of the runs; this was likely caused
by reflections due to the vicinity of the buildings.
The trajectories of the data sets A and B were determined by hand, while odometry data were available
for datasets C, D1, D2, D3 and D4. The odometry
was manually corrected, using a Matlab tool specifically designed for this purpose. The resulting trajectories are shown in Figure 5.

3. The Data Sets
Seven data sets were acquired over a period of nine
months. The data sets span a part of the campus
at Örebro University, in both indoor and outdoor
locations. They cover different parts of the campus,
ranging from 139 up to 944 images (for a total of
2425 images), see Table 1.
The images were acquired every few meters; the
distance between images varies between the data
sets. Data set C, which is also the largest of the data
3

Fig. 2. Data sets A, C, D1, D2, D3 and D4. Images from
northwest part of map, position 1.

Fig. 3. Data sets A, C, D1, D2, D3 and D4. Images from
parking lot to the south, position 5.

4. Evaluation of Local Feature Algorithms

– In Experiment 2, “Feature Matching over Seasons”, five viewpoints (Position 1 through 5 in
Figure 1, see also Figures 2 and 3) that occurred
in several of the data sets were compared. In order to test how many of the matches were correct
a human judge determined the correctness of individual feature matches by inspection: a feature
match was deemed correct if the matched features
clearly corresponded to the same object in the
images. The purpose of this test was to see how
SIFT and SURF can cope with great changes in
the environment.
One important issue is to determine which resolution of the images to use. Our high-resolution images generates a lot of keypoints; consider Figure 6,
which shows the number of keypoints found in three
different panoramic images for the SIFT and SURF
algorithms at various scales. SIFT produces in some

Two experiments were designed to evaluate which
local feature algorithm performs best in an environment that undergoes large seasonal changes.
– In Experiment 1, “Single-image localization”, 40
images were chosen at random from each data set.
These images were then matched against the reference data set C. The number of feature matches
between the images was simply taken as a measure
of similarity. The localization was deemed correct
if the difference between the images with highest similarity was less than 10 meters; we choose
this threshold to roughly capture the notion of a
place in this outdoor environment. A localization
attempt was also deemed to be correct if a set of
images shared the highest score and a correctly
matching image was found in this set.
4
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Fig. 6. The number of interest points for three different panoramic images, acquired at different scales (scale
1.0 ≈ 2500 × 725).
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Fig. 4. The mobile robot platform. The omnidirectional camera can be seen in the top left part of the image.
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Fig. 7. The number of interest points for reference data set
C, for images one third of the original resolution. Note that
the different versions of SURF use the same feature detector
and therefore have the same number of interest points.
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Fig. 5. Ground truth trajectories of all data sets. Note that
the parts of data sets B and D4 that are not covered by data
set C were excluded from the localization experiments.

sons, the lower-resolution panoramic images (about
one third of full scale) were used for both experiments. The number of features for each image in
data set C is shown in Figure 7.
The threshold for the nearest-neighbour matching
will influence the final localization result, see section
3. The purpose of these experiments was not, however, to tune a particular matching scheme to the
data sets, but rather to find out which of the local
feature algorithms performs best on our data sets.
We have chosen to work exclusively with 0.6, 0.7 and
0.8 as relative thresholds in the experiments.

cases significantly more keypoints than SURF, especially at higher resolutions. Too many keypoints
might lead to worse matching performance, because
of the relative matching scheme; it is the relation
between the best match and the second best match
compared to a threshold that determines the existence of a match. Too many keypoints also gives a severe performance hit, since we are using an exhaustive search for the feature matches. For these rea5
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Fig. 8. Result for Experiment 1. 40 random images from
each data set were localized with respect to the reference
data set C. The bar chart shows the localization rate, using
a threshold of 0.6.
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Fig. 9. Result for Experiment 1. 40 random images from
each data set were localized with respect to the reference
data set C. The bar chart shows the localization rate, using
a threshold of 0.7.
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4.1. Experiment 1: Single-Image Localization

90
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Correctly localized images [%]

The charts in Figures 8, 9 and 10 show the results from Experiment 1, using thresholds of 0.6, 0.7
and 0.8, respectively. A striking result is that feature matching alone cannot, in general, be used to
perform correct single image localization when the
data sets are acquired over a longer period of time.
The localization rate is too low – even the best algorithm does not reach higher than about 30% in one
of the cases (threshold of 0.8). On the other hand,
this is perhaps not surprising, since the changing aspects of outdoor environments sometimes can leave
even humans lost.
SIFT performs worst for data set D3, but gives the
highest localization rate for data set A (thresholds of
0.7 and 0.8). Standard SURF is the algorithm with
the lowest localization rate as a whole.
SURF-128 outperforms the other algorithms, having among the highest localization rate for all data
sets.
It is notable that the low localization rate of D2
coincides with a qualitative change in the appearance of the environment; data set D2 was acquired in
direct sun light that casts long shadows and causes
the white buildings to be very bright, see Figure 2.
However, one would expect the same result for data
set B, since the weather conditions were similar. One
possible explanation for this behaviour is that the
trajectory of data set D2 passes through positions
4 and 5, where the shadows from the foliage surrounding the parking lot is much more pronounced,
whereas the trajectory of data set B does not.
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Fig. 10. Result for Experiment 1. 40 random images from
each data set were localized with respect to the reference
data set C. The bar chart shows the localization rate, using
a threshold of 0.8.

4.2. Experiment 2: Feature Matching over Seasons
A summary with the most important results from
Experiment 2 are given here, see Table 2 for a statistical summary. For detailed results, see the thesis
[19].
Data sets C, D3 and D4 were in general found to
be easy to match, while data set D2 was the hardest
to match. It is also, as one might expect, fairly hard
to match the snow-covered data set A to the other
data sets. As for Experiment 1, the weather conditions (visible sun, overcast, etc.) seem to be a very
important factor. It is of interest that Position 5 (see
Figure 3), which should be a very difficult case since
it is a parking lot with very few stable, salient features, is not much harder to match than the other
6

Algorithm Total matches Correct matches Percentage correct
0.7

0.8 0.6 0.7

0.8

2

0.6 0.7

0.8

1.8

SIFT 279 1222 3558 248 824

1314 89% 67%

37%

1.6

SURF 167 598 1431 162 473

715 97% 79%

50%

U-SURF 232 760 1761 229 648

1042 99% 85%

59%

SURF-128 171 531 1191 167 452

708 98% 85%

59%

1.4
Time [s]

0.6

1.2
SIFT
SURF
U−SURF
SURF−128

1
0.8

Table 2
Total number of feature matches for Experiment 2.

0.6
0.4

cases.
It is hard to decide which algorithm performs best
in Experiment 2. SIFT gives a larger number of
matches (perhaps because the number of detected
interest points is higher), but more matches are also
wrong. In this respect, SIFT is clearly the worst of
the algorithms, with a percentage of only 67% (for
the 0.7 threshold; even as low as 37% for the 0.8
threshold) correct matches. SURF-128 and U-SURF
are the two best algorithms in terms of finding correct matches. U-SURF, which has a high number of
both found and correct matches, can be considered
to be the best choice for the localization task.
It should be noted that the high rate of correct
matches for a threshold of 0.6 comes at the price
of fewer feature matches and for many of the image
pairs, there were not a single feature match.

0.2
0
0

50

100
Image index [−]

150

200

Fig. 11. The time required to compute the descriptors for
200 random images chosen from all data sets.
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Fig. 12. The time required to match 100 random image pairs
chosen from all data sets.

4.3. Time Consumption

improve the localization results, but that is outside
the scope of this work.
In Figure 13, the SURF feature locations for two
low-resolution images are shown. It would be desirable to increase the number of matches, so that more
reliable localization can be achieved. However, it is
clear that the low amount of matches (6) between
these two images is mainly because the majority of
features do not correspond to the same objects! Lowering the relative threshold would thus only lead to
more false matches, and worse localization performance.
Another way to increase the number of matches
is to utilize the high-resolution panoramic images.
The features and the resulting matches are shown
in Figure 14. The number of feature matches is approximately the same (however, incorrect), but it is
apparent that there are several further features that
could be potentially matched. Increasing the relative
threshold (thus allowing more matches), and also
requiring reciprocal matching, gives us the matches
shown in Figure 15. Reciprocal matching means that
the feature fi in image i is a match to feature fj in
image j iff fj is also a match to fi .

The computational cost for SIFT is much greater
than for SURF for images of the same resolution.
Figure 11 shows the computation time required for
the detection of features for the different algorithms.
U-SURF is fastest, followed by SURF, SURF-128
and finally SIFT, which is nearly four times as slow.
Figure 12 shows the computation time required
to do feature matching for the different algorithms.
The times required for the SURF variants are all at
around 0.25 seconds, while SIFT varies from 0.5 to
2 seconds (with a mean of about 1.1 seconds).
5. Reliable Localization Using Epipolar
Constraints
From Experiment 1 and 2, the U-SURF and
SURF-128 algorithms seem to be the most promising candidates for further fine-tuning. We have
chosen U-SURF because it generates fewer features
than SIFT, it has a short descriptor and because
it is not rotation invariant. It is of course possible
to fine-tune one of the other feature algorithms to
7

Fig. 16. High-resolution panoramic images matched using
U-SURF, relative threshold of 0.80. Epipolar constraint applied.

Fig. 13. Low-resolution panoramic images matched using
U-SURF, relative threshold of 0.65. The black border on the
right of the upper image occurs because of different zoom
settings on the camera; the original omnidirectional images
were of different size.

Fig. 17. Epipolar geometry for spherical images.

5.1. Epipolar Constraint
Fig. 14. High-resolution panoramic images matched using
U-SURF, relative threshold of 0.65.

To improve the matching result between two
spherical images, the epipolar constraint can be used
to eliminate false matches. The matching scheme
described in section 2.2 uses only the feature vectors
to compute matches, while the epipolar constraint
takes the location of the keypoints into account.
Assume that the positions of the cameras are C
and C0 (see Figure 17). The first camera C is placed
at the origin, while the second camera has been
translated by t and rotated by the rotation matrix
R. The points of correspondence are given by x and
x0 , which both result from projections of the world
point X onto unit spheres . A plane Π is formed that
complies with the following constraint [6]:

Fig. 15. High-resolution panoramic images matched using
U-SURF, relative threshold of 0.80.

T

x0 Ex = 0.

(1)

Planar motion can be described with three parameters: two coordinates describing the translation
in the ground plane and the rotation θ around an
axis perpendicular to the ground plane. Thus, assuming the ground corresponds to the xz-plane (the
y-axis is pointing upwards), the essential matrix E

It is clear from Figure 15 that while a larger number of correct matches was achieved, the number
of false matches also increased. A lot of these false
matches can be filtered out by using the epipolar
constraint, to achieve the final result shown in Figure 16.
8

100
Without epipolar constraint
Epipolar constraint applied

Correctly localized images [%]

Number of feature matches [−]

70
60
50
40
30
20
10
0
0

100

200

300

400
500
Image index [−]

600

700

800

80

60

40

20

0

900

A

B

D1

D2

D3

D4

Data set

Fig. 18. Results from comparing a single image from data
set A to all images in data set C, with and without epipolar
constraint.

Fig. 19. 40 random images from each data set were localized
with respect to the reference data set C, using U-SURF with
a relative threshold of 0.9. The epipolar constraint was also
applied.

will have the form


0

−tz



0

seasonal variations as in our data sets. However,
reciprocal feature matching and RANSAC on highresolution images requires a substantially longer
computation time.
The effect of applying the epipolar constraint is
shown clearly in Figure 18. Here, the results from
comparing a single image from data set A to all images in data set C is shown. Without epipolar constraint, it is impossible to determine the correct image match; with epipolar constraint, it is trivial (a
single peak).





E =  −tx sinθ − tz cosθ 0 tx cosθ − tz sinθ 


0
tx
0
(2)
Four correspondences are sufficient to obtain the
coefficients of this essential matrix [12]. Note that
there are in total four solutions; however, only one
of them is correct. Here, we choose the following
criterion to determine whether two unit vectors x
and x0 , separated by a unit vector t̂, are pointing in
the same, “general” direction:
(x × t̂) · (x0 × t̂) > 0

6. Conclusions

(3)

In this paper, we have investigated how two local
feature algorithms, SIFT and the more recent SURF
approach, can be used for localization in outdoor
environments that undergo seasonal changes over
the course of almost a year.
The results from our initial experiments showed
that SURF, or rather the “upright” version of SURF
denoted U-SURF, had the best performance. Overall, the U-SURF algorithm found more relevant
keypoints (that is, keypoints that generate valid
matches) and was much faster than SIFT. Perhaps
this is not surprising considering the approximate
nature of the SURF algorithm, together with the
fact that U-SURF leaves out rotational invariance
and also uses a shorter descriptor than SIFT and
SURF-128.
The results presented in section 4 suggested that
local features matching alone were not sufficient for
cross-season localization. However, the outcome is
very different when high-resolution images are used
and when the epipolar constraint is applied: we reach
a correct localization rate of between 80-95% in the

and
arccos(x · t̂) < arccos(x0 · t̂).

(4)
0

These relations say that the vectors x and x along
the vector t̂ should point towards each other, while
the angles between the vectors across the vector t̂
should not differ by more than 90◦ .
We use the epipolar constraint as a model in the
RANSAC [8] algorithm; the Sampson error [17] is
used to estimate the fit of the correspondences to
the model. Additional details can be found in [19].
5.2. Final Results
The results from the localization using U-SURF
with epipolar constraint are summarized in Figure
19. In comparison with the results from Experiment
1 (Figures 8, 9 and 10), the localization has indeed
improved significantly. This shows that it is possible
to do localization using local features, even under
9

single image localization case.
To understand how this result can be further improved, consider figure 18. In the 5-20% of the cases
where localization fails, the peak that is present in
the lower graph is not sufficiently pronounced and
instead drowns in the noise. The reasons for this
varies, and no single property can be singled out. In
these cases, a single image is not sufficient to localize. Instead, one has to rely on the evidence of multiple images, or one could use Markov localization.
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using an appearance based topological map, in: Proc.
IEEE Int. Conf. on Robotics and Automation, Rome,
Italy, 2007.
[7] O. Booij, Z. Zivkovic, B. Kröse, From sensors to rooms,
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