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Abstract— This paper addresses the issues of perception and
motion planning in a legged robot walking over a rough terrain.
The solution takes limited perceptual capabilities of the robot
into account. A passive stereo camera and a 2D laser scanner are
considered for sensing the terrain, with environment representations matching the uncertainty characteristics of these sensors.
The motion planner adheres to the dual-representation concept
by applying the A⋆ algorithm for strategic level planning on a
coarse elevation grid from stereo data, and then using a RRTbased method to find a sequence of feasible motions on a more
precise but smaller map obtained by using the laser data. Results
of simulations and experiments on real data are provided.
Index Terms— legged robot, terrain mapping, path planning

I. I NTRODUCTION
In this paper we introduce a motion planning system that
allows a legged robot to traverse previously unseen rough
terrain using only on-board perception. In our previous work
[9] we presented a mapping system for the Messor hexapod
robot (Fig. 1A), which uses a tilted-down miniature 2D laser
scanner Hokuyo URG-04LX to acquire the terrain profile.
The obtained elevation map is then used for planning of the
footholds [1], and as shown in our recent work [2], can be a
basis for local motion planning. However, the perception range
of the tilted scanner is too small to plan an effective path of
the robot on-line, while perceiving the terrain.

A

representation (Fig. 2), which employs a coarse “strategic”
elevation, grid describing the more distant areas perceived by
means of the camera, and a smaller, fine-grained “tactical”
elevation map that surrounds the robot, and is updated from
the URG-04LX range data. The robot is located in the centre
of these maps, and both maps are translated while the robot
is walking.
With such a terrain representation the approach to motion
planning resembles a human behaviour during a trip in rugged
terrain: we usually plan a general path by looking at the
area from a distance to avoid trees, large stones, ditches, etc.,
and then we follow this path, focusing our visual attention
on the terrain at our feet in order to avoid smaller obstacles
and find appropriate footholds. These two planning levels are
implemented in the robot by two different algorithms. The
Rapidly-exploring Random Tree (RRT) algorithm [10], which
provides a single-step, probabilistically complete planning
method for high-dimensional configuration spaces, is applied
at the tactical level. At this level the RRT-based planner
handles the 6-d.o.f. robot pose and the 18-dimensional space
defined by the legs’ joints. However, the probabilistic nature
of RRT often leads to exploring spaces unrelated to any
reasonable path.
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Fig. 1. Messor robot with the dual-mode terrain perception system (A), and
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Hence, we added a stereo camera to obtain a more extended
representation of the terrain (because of the limited payload
of the robot we cannot use a 3D laser scanner). This permits
to extend our previous motion planning approach [2] to a
“strategic” level, allowing the robot to devise a path to a more
distant goal. The motion planning approach is closely related
to the perception capabilities of our robot. The stereo camera
perceives the environment up to several metres from the robot
(Fig. 1B), but the range data are sparse and corrupted by many
artefacts. On the other hand, the laser scanner, which is much
more precise in acquiring the terrain profile, provides only
local data. Therefore, we conceived a dual-resolution terrain
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Concept of the terrain representation and motion planning approach

To mitigate this problem the strategic-level path planner
is added, which uses the heuristic, non-randomized A⋆ algorithm. This algorithm works in a lower-dimensional search
space, because the coarse elevation map allows only to roughly
determine traversability between two cells. However, the A⋆
algorithm is guaranteed to yield a path optimal up to the
resolution of the map. The path planned at the strategic level is
then used to define local sub-goals for the tactical RRT-based
planner. Because the two planning levels run repeatedly as the
robot moves and perceives new areas, the fine-grained motion
plan yielded by the RRT follows the general path from the A⋆
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planner, but can make detours if the strategic plan turns out
to be locally unfeasible for the walking robot.
II. R ELATED WORK
This section briefly surveys the terrain perception and
motion planning works that are most directly related to our
approach.
Visual terrain perception in legged robots was pioneered by
the work on Ambler [7], which used a laser scanner to build
an elevation grid of the surroundings. Passive stereo vision,
which is a popular sensing modality in robotics, as so far
found limited use in terrain perception for walking robots.
One notable example is [13], however it relies on the specific
mechanics of the RHex robot, which provides robust motion in
moderately rough terrain without explicit foothold selection.
Also Kolter et al. [5] describe a perception system with an onboard stereo camera, but off-board data processing is used. The
terrain modelling method proposed in [5] focuses on filling-in
the occluded areas of the terrain that arise due to the line-ofsight constraints of the camera. Elevation values at unseen
locations are also predicted in [12] by applying Gaussian
process regression to 3D laser data. This approach enables
filling-in large discontinuities, but its computational cost is
high. Conversely, we use not only a long-range sensor (stereo
camera), but also the 2D laser scanner, which yields dense data
and is purposefully configured to minimize discontinuities in
the obtained map [9].
The notion of variable-resolution grid map for motion
planning is also used in [4]. The spatial resolution of the map
decreases with the distance from the robot, which allows to
use an optimal A⋆ path planner in real-time for an environment
with moving obstacles. A similar grid map concept is applied
in our work, however it is motivated mostly by the properties
of the sensors being used. Our strategic level path planner
exploits some form of cost map computed over this variableresolution grid. It is based on the spherical variance, which
is used also by [14] in connection with the Fast Marching
wave-propagating path planner.
Motion planning for a legged robot is computationally
expensive because of the huge search space with numerous
constraints. Some researchers try to simplify the problem, e.g.
by adapting existing 2D planning techniques to operate in 3D
terrain. Such an approach may generate quite conservative motion plans, which do not take full advantage of the locomotion
capabilities of a legged robot. Another way of addressing the
issue of complexity is presented by Kolter et al. [6], who
at first plan a path of the LittleDog robot’s trunk without
considering the trajectories of its feet. Then, the footholds are
planned to follow the initial path while considering appropriate
constraints. This approach also may result in motion plans
that do not consider all possible paths, as some solutions
could be eliminated in an early stage of planning. The highdimensionality issue in motion planning for legged robots can
be tackled by employing a randomized planning algorithm. In
particular, Hauser et al. [3] successfully used the Probabilistic
Roadmaps technique to plan motion of a six-legged lunar
robot. In a recent work [16] the R⋆ algorithm, which combines
aspects of deterministic and randomized search, is used.

III. T ERRAIN PERCEPTION AND MODELLING
Because the terrain map updating procedure applied here is
virtually identical to the one we have used for the laser-only
perception [9], we provide here only a brief description of the
terrain modelling sub-system, focusing on the added stereo
vision data processing.
The foothold selection procedure [1] requires a high resolution elevation map, which reflects geometric properties
of the ground at scale of the robot foot size. Such a map
is created incrementally, as the robot moves, using range
data from the tilted URG-04LX laser scanner. Currently,
self-localization is accomplished by means of proprioceptive
sensing supported by a vision-based SLAM procedure [15].
The mapping algorithm maintains two co-located grids of the
same size: an elevation grid and a certainty grid. Each cell
in the certainty grid holds a value that describes the accuracy
of the corresponding cell’s estimate of the elevation. We use
a local grid with cells of 15×15 mm in size, and maximal
dimensions of 2×2 m, which are determined by the range of
the URG-04LX sensor in the tilted configuration.
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Fig. 3. STOC camera results (brighter colours correspond to objects closer to
the camera): disparity image with default filter thresholds (A), disparity images
with lowered filter thresholds (B), disparity image after removing pixels of
high variance (C), disparity image after final filtering (D)

Long-range terrain perception is accomplished by means
of passive stereo vision. Stereo cameras are lightweight and
inexpensive sensors, which can be used to obtain 3D data for
a range of several metres, depending on the base-line used. To
cope with the high computational requirements of the stereo
image processing in a legged robot with limited on-board
computing power we use the STereo-On-Chip (STOC) camera
from Videre Design, which provides embedded image processing. The STOC camera implements the Small Vision System
stereo algorithm based on area correlation and generates a
point cloud of 640×480 resolution at 30 frames per second.
However, the small base-line (only 6 cm) results in a limited
practical range of the sensor, while changing illumination and
insufficient texture of observed objects contribute to artefacts
and large empty areas in the disparity images. Although there
are built-in filters in the camera, they don’t remove all of
the artefacts, and there is a need for measurement postprocessing [8]. The artefacts that are most problematic for
the built-in filters are those on the borders of objects with
disparity values much different from the background. Such
measurements can be removed by analyzing the depth image.
The artefact removal procedure is illustrated for a simple
indoor mockup scene depicted in Fig. 1B. Figure 3A shows the
disparity image acquired with default filter thresholds. There
are few false data in the disparity image, but large patches of
the terrain are missing. Lowering the filter thresholds provides
much richer image, but introduces some artefacts (Fig. 3B).
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Some of the invalid disparity values are of random nature and
can be eliminated by analyzing several consecutive images
and discarding pixels of large disparity variance (Fig. 3C).
There are also some false measurements that are stable from
image to image (encircled by red lines in Fig. 3C). Some of
these artefacts can be removed at the expense of increasing
the minimal measurement distance (Fig. 3D).
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Voting scheme for stereo data filtering and elimination of artefacts

Although the depth image analysis removes much of the
artefacts, we apply a simple voting scheme in a local 3D
data structure (Fig. 4) in order to eliminate as many spurious
measurements as possible before integrating the measurements
into the actual elevation map. The obtained point cloud (green
points) is projected into a 3D grid. Usually more than one
measured point falls into a single cell, which has the height
of 0.1 m. Each cell in the 3D grid is treated as a separate
bin, which has its index of votes increased whenever a range
measurement “hits” that bin. After projecting all the points,
for each cell of the 2D “floor” the bin in its respective vertical
“column”, that has the largest number of votes is selected.
The final elevation value in the given cell is computed as
a weighted average of the vertical coordinates of the measurements accumulated in the winning bin, with the disparity
standard deviation used as the weighting factor. The final
elevation values are shown as coloured patches in Fig. 4.
Measurements allocated to other bins in the given column are
discarded. Moreover, points with the elevation |h| > 0.5 m are
discarded, as we are only interested in the terrain description.
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Fig. 5. Elevation maps obtained with an indoor mockup: stereo data only
(A), and combined stereo and laser data (B)

Long-range perception with the STOC sensor allows to
create a much bigger, “strategic” elevation map. The STOC
camera version we use can perceive objects as far as 5 m,
thus the map size can be set to 10 × 10 m. Because of
the artefacts and empty areas the precision of the strategic
map is quite low (Fig. 5A). Therefore, the size of its grid

cell is 0.1×0.1 m. This map allows to roughly plan the
path of the robot, but doesn’t allow foothold selection. The
strategic elevation map is updated only from stereo data, while
the smaller tactical map updating procedure uses mostly the
URG-04LX range measurements. However, as the robot walks
forward the precise map gradually overlaps the area that was
already mapped with the STOC camera. To re-use the already
acquired elevation data in the precise map we implemented a
simple fusion mechanism. As the laser data are much more
reliable, these data override the stereo data in all cells that
have the certainty value above a given threshold (i.e. they were
successfully measured several times). However, if there are
low-certainty cells in the tactical map, they are filled with the
elevation data from the corresponding (but larger) cells of the
less precise map from stereo. Results of this fusion procedure
are shown in Fig. 5B (stereo and laser data mapped to different
colours to make them distinguishable).
IV. P ERCEPTION - BASED MOTION PLANNING
A. Outline of the planning procedure
Our motion planning method involves two algorithms. The
whole procedure (Fig. 6) finds and executes a path between
the current start configuration qc of the robot and the goal
configuration qg . Although the configuration (denoted by q) is
defined in the 24-dimensional space constituted by the 6-d.o.f.
pose and the 18-dimensional posture of the robot, in some
operations of the planning algorithm particular variables are
set to default values, effectively reducing the dimensionality.
At first, the planning procedure finds a coarse path PA between
the current and the goal pose by using the A⋆ algorithm, which
handles only the 2D position of the robot’s trunk, assuming
a default posture. If the A⋆ fails to yield a path, the goal is
considered to be unreachable. If a path is found, a temporary
goal configuration qt is created on the path PA . The temporary
goal is located in the distance dRRT from qc , which at start
is equal to the current robot pose qR . Then the RRT-based
planning procedure searches for a full motion plan between the
qc and qt configurations. If this search is successful, the robot
executes the desired sequence of motions, but only up to the
limits of the known tactical map (this configuration is denoted
by qm ). However, if the RRT-based algorithm fails to find a
feasible motion sequence to qt , the distance dRRT is increased,
allowing the tactical path planner to make a bigger detour from
the general path found by the strategic planner. While walking,
the robot acquires new data which are stored in the tactical
and the strategic elevation maps. After reaching a temporary
goal the path planning procedures (both A⋆ and RRT-based)
are repeated on the updated maps. The whole motion planning
procedure stops when the robot reaches the goal configuration
or the RRT-based planner fails during searching for a motion
plan between qc and qg (cf. Fig. 6).
B. Strategic level planning
The A⋆ algorithm performs strategic-level path planning
on the strategic map obtained from the stereo camera. This
representation is sufficient for coarse path planning, which
allows to obtain a general direction of further motion, i.e., to
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C. Tactical level planning
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Fig. 6.

Block diagram of the motion planning procedure

guide the RRT-based planner. Moreover, the lower-resolution
grid allows A⋆ to run in real-time.
A cost function and a heuristic distance function must be
defined for the A⋆ path planner. We defined a transition cost
between two neighbouring nodes by using two coefficients
and a procedure that finds non-traversable transitions. The first
coefficient c1 simply defines the Euclidean distance between
the centres of two neighbouring cells. The second coefficient
c2 is based on the spherical variance [14], which describes a
“roughness” of the terrain. The higher value the bigger difficulties the robot can expect in finding appropriate footholds.
To compute this coefficient the elevation map is converted
to a triangle mesh by using the considered [i, j] cell and its
neighbours. The vector normal to each triangle on the surface
−→
Nk = (xk , yk , zk ) is computed. Then the module R of the
−→
vector set Nk is computed:
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The module R is divided by the number of vectors n (we use
n = 8) to normalize the values into a range between 0 and 1,
and the coefficient is computed as follows:
c2 = 1 −

R
.
n

(2)

Prior to computing the final transition cost cfinal the kinematic ability of the robot to traverse between the two given
nodes is considered by the S IMPLE T RAVERSE procedure.
While planning, the roll, pitch and yaw angles of the robot’s
trunk are assumed to be zero, and the robot uses nominal
footholds, resulting from the gait pattern. Finally, if the
transition between the initial and the goal state is possible from the point of view of our hexapod’s kinematics,
S IMPLE T RAVERSE returns “True”, and cfinal coefficient is
computed as a mean value of c1 and c2 coefficients. If the
transition is not achievable (S IMPLE T RAVERSE=False) the
final cost cfinal is set to infinity.
We use Euclidean distance to define the heuristic cost in
A⋆ , which ensures that we never overestimate the heuristic
part of the cost, and that we fulfill the monotony condition,
guaranteeing the optimality of the planner.

To find a precise sequence of movements for the legged
robot, an algorithm working in a continuous configuration
space should be used, thus graph search methods like A⋆
are unacceptable. We chose a RRT-based planner because
of its ability to quickly explore the high dimensional search
space. The tactical level planner is based on the RRT-Connect
concept [10], which is used here as a meta-algorithm, invoking
several lower-level planning modules. The particular subprocedures of this meta-algorithm are explained further in the
paper.
Like RRT-Connect the RRT M OTION P LANNING procedure (Alg. 1) creates two random trees. Each node in a tree
represents a kinematic configuration of the robot. A child node
is connected to the parent node if a transition between these
two configurations is possible. The root configuration of the
first tree Tc is located in the current configuration qc . The
root configuration qt of the second tree Tt defines a temporary
goal state of the robot. For the Tc tree the motion is planned
forward, whereas the direction in the Tt tree is inverted.
Algorithm 1
1
2
3
4
5
6
7
8
9

procedure RRT M OTION P LANNING (qc ,qg )
Tc .Init(qinit ); Tt .Init(qinit )
for k:=1 to K do
begin
qrand :=R ANDOM C ONFIG;
if not (qnew :=E XTEND (Tc ,qrand ))=Trapped
if E XTEND (Tt ,qnew )=Reached
return PATH (Tc ,Tt )
S WAP (Tc ,Tt );
end;

At first, the procedure R ANDOM C ONFIG randomly selects
a pose of the robot qrand (only the x and y coordinates) on the
given elevation map. Then the E XTEND operation extends the
tree and tries to build new branch in the direction of qrand . If
it is possible, and the new node qnew is created, the algorithm
extends the second tree in the direction of qnew node. In the
next iteration of the algorithm the order of the trees is swapped
(S WAP procedure). As a result, the Tt tree is extended at
the beginning of the next iteration. The maximal number of
iterations is defined by K.
When the two trees are connected and the E XTEND procedure returns “Reached“ value, the algorithm finds the shortest
path between qc and qt . The qnew configuration is common for
the two trees. The PATH procedure finds the path from qnew to
the root nodes in both trees. The sequence of the nodes for Tt
tree should be inverted. Finally, the sequence of configurations
which allows to move from the initial to the goal configuration
is obtained.
The E XTEND procedure (Alg. 2) plays a key role in the
RRT-based planner for a legged robot. It checks if a transition
between two given configurations of the robot is possible.
At the beginning the N EAREST N EIGHBOUR operation finds
the existing node qnear , which is the closest one to the
new, random position qrand . Then, a new configuration is
created by using the module, which selects footholds and
creates a posture (C REATE P OSTURE). Then, the procedure
C HECK T RAVERSE verifies if the transition from qrand to qnear
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is possible. Trajectories for the feet and a path for the trunk are
created. Then, the planner checks if the desired sequence of the
robot’s postures is achievable (lack of collisions, acceptable
footholds inside the workspaces) and safe (robot maintains
the static stability). If a transition to this configuration is impossible, another configuration qrand , which is however closer
to the qnear is created by R EDUCE D ISTANCE procedure. The
maximal number of iterations is N .
Algorithm 2
1
2
3
4
5
6
7
8
9
10
11
12

procedure E XTEND (T,qrand )
qnear :=N EAREST N EIGHBOUR(qrand )
for n:=1 to N do
begin
C REATE P OSTURE(qrand );
if C HECK T RAVERSE(qrand ,qnear )=true
if n=1
return qrand , Reached;
else
return qrand , Advanced;
R EDUCE D ISTANCE(qrand ,qnear )
end;
return Trapped;

If the considered qrand node is located inside the tactical
map the robot plans its movements using all the modules
described in Subsection IV-D. But whenever the dRRT distance
increases beyond the tactical map area, this node can be
outside the precise map. In such a case the movement is
planned by using a simplified method that roughly determines
traversability between two nodes. The C REATE P OSTURE and
C HECK T RAVERSE procedures are not used, replaced by the
default posture and S IMPLE T RAVERSE procedure, used by
the strategic planner. However, as the robot advances on
its path and the precise map covers new areas the motion
sequence is replanned with the full-featured version.
D. Main modules of the tactical motion planner
The module responsible for maintaining an acceptable posture creates the robot’s configuration at the given (x, y) location on the elevation map. It computes the required inclination
of the robot’s trunk and its elevation above the terrain. The
static stability of the new posture is checked using a simple
but fast procedure implementing the stability criterion defined
by [11].
At a given posture of the body, the robot has to find
appropriate footholds. The algorithm proposed in [1] is used.
The aim of this algorithm is to find an analytical relation
between some simple characteristics of the local shape of the
terrain, and the predicted slippage of the robot’s feet. The
predicted slippage is a slippage which is expected when the
robot chooses the considered point of the elevation map. As
shown in [1] the robot learns unsupervised how to determine
the footholds. Then it exerts the obtained experience to predict
the slippage and minimize it by choosing proper points from
the map. Finally, to determine if the considered footholds
are reachable, the planner checks if each foothold is located
inside the workspace of the respective leg. Points that are more
distant from the borders of the leg’s workspace are preferred
to avoid potential kinematic deadlocks. Legs of the robot can

collide if a selected foot position is inside of the workspace
of the other legs. To detect such situations, the planner is
equipped with a module for collision detection, which uses
a simplified CAD model of the robot (see [2] for details).
In the transition between two configurations the path of the
robot’s trunk is determined as a straight line. However, the
motion planner also has to determine if the robot is able to
move its legs in such a way, that the goal state is reached,
e.g. by moving the legs above an obstacle. Therefore, a fast
trajectory planner for the feet of the robot is implemented,
which takes into account the shape of the terrain as modelled
by the detailed elevation map. The procedure for planning
trajectories of the feet also sets the sequence of swing and
stance phases for the legs, which defines the gait. Although
currently the motion planner applies a wave or a tripod gait,
it allows to plan the movements using any kind of cyclic gait.
Because using only the position-based control is risky
on a rough terrain, when the internal representation of the
environment is uncertain, the robot uses the force sensors in
its feet to detect collisions with the ground and to stop the
movement when support of the terrain is sufficient.
V. R ESULTS
Initially, the proposed motion planning method was tested
with a physic engine-based simulator of the Messor robot.
A specially prepared terrain model, that includes a real map of
a rocky terrain acquired using the URG-04LX sensor, was used
in the simulator1 . Example results are shown in Fig. 7A, where
the tree paths (depicted in shades of blue) represent three
independent simulations of the motion planning procedure.
The branches of the resulting RRT trees (for one of the three
paths) are shown in green. Although the randomized RRT
algorithm is used, the results are repeatable thanks to the
guidance provided by the strategic planner. On a 2GHz PC
the average execution time of the A⋆ planner is 10 s, and
execution of the RRT-planner takes also 10 s for dRRT =1.2 m.
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Fig. 7. Paths planned in simulation by using our algorithm (A), and a path
planned by using the RRT-Connect algorithm (B)
1A

movie clip is available at http://lrm.cie.put.poznan.pl/ecmr2011.wmv
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For the sake of comparison we show how the same problem
is solved by the RRT M OTION P LANNING procedure, which
is used here without the strategic level planner (Fig. 7B). The
method, being in fact our implementation of the RRT-Connect
idea for the walking robot, searches over the whole map, which
is time-consuming. In contrast, the same procedure in the
proposed two-level planning approach is focused on exploring
areas around the solution provided by the A⋆ planner.

path planning: the RRT and the graph-search-based approach.
Moreover, it provides a natural decomposition of the computationally expensive task, which being inspired by human
behaviour, is well-suited for the dual-mode terrain perception
system of the Messor robot. It allows the RRT algorithm
to take advantage of the guidance provided by the strategic
planner, but at the same time does not eliminate any solutions
in the early stage of planning – if the A⋆ path is unfeasible
for legged locomotion (e.g., because of poor cost assessment)
the whole procedure reduces to a RRT-Connect like planner,
which takes much more time, but finds a path if one exists.
Future work includes improved perception from the STOC
camera and improvements to the low-level modules, which
should make the RRT-based planner fully real-time. Also
replacement of the A⋆ algorithm with a dynamic planner (e.g.
D⋆ Lite) is considered, to make the replanning step faster.
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indoor and outdoor experiments, involving a mockup of a
rocky terrain (cf. Fig. 1) and a real rubble-covered terrain
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